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ABSTRACT

Vishing assaults affect people and organizations by tricking victims into divulging personal informa-
tion over the phone. Although deep learning models have been used in many fields, creating efficient
models is difficult due to complicated datasets and insufficient data. Accuracy in voice-based phishing
detection is frequently limited by additional challenges arising from data volume, accessibility, and
privacy considerations. These issues are addressed by transfer learning, especially Zero-Shot Learn-
ing (ZSL), which uses semantic descriptions and pre-trained models to identify invisible categories.
Financial loss, harm to one’s reputation, and data breaches can be avoided by being aware of social
engineering techniques like mimicry, urgency, and authority.

In this thesis, a Zero-Shot Learning (ZSL) approach for identifying fraudulent vishing attempts
from text-based voice conversation transcripts is proposed. In order to forecast fraud using attribute
scores, the model takes textual elements and associates them with social engineering attributes, such
as impersonation, urgency, authority, and sensitive information. ZSL is compared with traditional
ML models (Naive Bayes, SVM, Logistic Regression, Decision Tree, Random Forest) and LSTM
networks in experiments conducted on datasets with 1,000-5,000 entries. Without task-specific
labeled data, the ZSL model shows its capacity to generalize and detect fraudulent material with
high accuracy between 0.97 and 0.98 across all dataset sizes. By analyzing semantic context, ZSL
also successfully manages ambiguous or invisible cases, demonstrating its promise as a scalable,
label-efficient method for proactive fraud detection.

The evaluation underscores the ability of Zero-Shot Learning (ZSL) to identify deceptive content by
interpreting the semantic context of a message rather than relying on previously labeled data. In one
case, the ZSL model classified a message flagged as fraudulent in the dataset as normal due to its low
alignment with predefined social engineering traits and low score of tactics, so this instance illustrates
how ZSL uses the contextual information of the text compared to traditional models. This shows the
ZSL’s capacity to handle unfamiliar or borderline cases with contextual awareness, addressing the
research objective of exploring effective fraud detection without task-specific training data.

Keywords: Zero-Shot Learning, Social Engineering Tactics, Transfer Learning, Attribute Descrip-
tions.
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Chapter 1

1 Introduction

1.1 Background and Inspiration

Thousands of people worldwide are impacted by voice phishing, which is a well-known cybercrime that is classified as
a phishing attack. In these kinds of attacks usually the attacker usually uses a variety of social engineering techniques to
pose as a trustworthy person in order to persuade their victims to give private information over the phone, including
credit/debit card numbers, bank account information, and account credentials. In successful cases, victims might even
be duped into sending money electronically to the scammer’s bank account [1]],[2]. Fake caller IDs are commonly used
in these calls to give the impression that they are from reputable organizations, such as banks, government agencies, or
tech support services. By doing this, they create a genuine fagcade that may be difficult to break through, especially if
the victim is unaware of their tactics [3]],[4],[S]]. According to the Federal Bureau of Investigation (FBI), phishing is
the only crime category with a notable increase in victims over the past five years out of the top five reported crime
types, which also include identity theft and extortion. Phishing was confirmed to have four times as many victims as
non-payment/non-delivery, which had the greatest victim count of any other crime type [6]. There are three types
of phishing: smishing via text messaging, pharming via mail, and vishing via phone calls [7],[8]]. During the audio
phishing call it is common that the suspect uses a deceptive scheme to either steal the victim’s personal information
or gain financial gain. If a suspicious situation is discovered in a text or letter, the victim can choose to search for
it or tell others about it. On the other hand, when the suspect communicates with the victim in real time during
a phone conversation, it could be difficult for the victim to immediately assess whether or not the situation is accurate [9].

Financial institutions have had to change how they detect fraud, especially scam calls, which are considered a high threat,
to better protect their sensitive data, as the threat of fraud has grown [10]. Most traditional fraud detection systems were
rule-based, which used a set of predefined rules and heuristics to detect suspicious activities. These systems worked
well for finding known patterns of fraud and failed to find the unusual activities, and could not handle large amounts of
communication data or adapt to new scam techniques because they struggled with large amounts of data and complexity.
Machine learning is very useful for fraud detection in conversation-based text data. Machine learning is better than
traditional techniques in handling the context, sequence, and subtle patterns in conversational data because in-text data
interpretation heavily relies on these factors. To detect conversational manipulation, conventional methods such as
keyword spotting are unable to understand the context or the conversational flow between many messages. Furthermore,
to evade discovery, conversations usually use a range of vocabulary, including slang, acronyms, and indirect language,
which are difficult to understand. From conversation-based text data, machine learning algorithms automatically extract
elements including speaker roles, sentiment shifts, and conversation flow[[11]. The banking industry has always been a
popular target for scammers, so they need to use some techniques to mitigate the security issues and the techniques
used to perpetrate fraud have changed over time, growing increasingly intricate and sophisticated. The analysis of
Quarter two cybersecurity incident data reveals key insights into the evolving nature of digital threats[12]]. Although the
overall number of reported incidents has decreased compared to previous quarters, there has been a notable increase in
associated financial losses.

Machine Learning (ML) has since emerged as a transformative approach in fraud detection, capable of learning from
historical data and adapting to new threat patterns. Its strength lies in real-time analysis of vast datasets and identifying
complex and subtle patterns indicative of fraud, and its capabilities exceed those of traditional rule-based systems,
which means the system learn from data to detect emerging suspicious trends. Moreover, ML models provide predictive
insights that enable institutions to mitigate risks before fraud occurs and allow models to reduce false positives, which
helps to enhance both operational efficiency and customer experience by minimizing disruptions to legitimate users|[13].
However, applying ML and Deep Learning (DL) methods to fraud call detection presents distinct challenges. Unlike
transactional data, fraud call datasets are often scarce, unstructured, and difficult to annotate at scale. Furthermore,
scam calls frequently rely on social engineering tactics (SET) such as impersonation, urgency, and authority, which are
designed to appear authentic, often mimicking legitimate communications from banks, businesses, or trusted individuals.
It’s hard to find those deceptive parts with regular ML systems, and they have trouble generalizing and finding fraud
accurately [14]. To fix this, it’s important to figure out what social engineering strategies are and how to model them, as
well as to give them clear meanings. Zero-Shot Learning offers a promising solution for this, as it can infer and classify
new, unseen fraud patterns based on learned attributes without requiring large amounts of labeled data, in other words
regardless of data size. This study’s goal is to improve fraud call detection by focusing on linguistic signals and SET
properties, which classic ML and DL methods may not be able to do.



1.2 Objective

This research aims to design a Zero-Shot Learning (ZSL) model to recognize four social engineering strategies, such as
Urgency, Authority Sensitive Information, and Impersonation, on voice transcript datasets. The ZSL approach solves
the problem of small data by making sure both seen and unseen classes are learned well. Furthermore, the study aims to
automate the process of extracting these indicators from data sources to enable unsupervised learning, as well as more
intensive vishing pattern analysis. Then the ZSL model will be compared with the state-of-the-art machine learning
and deep learning methods in terms of accuracy and efficiency. This provides both an easy and scalable method of
enhancing fraud detection systems. We concentrated on Zero-shot learning to enhance a vishing dataset by labeling
social engineering tactics on this dataset, where we can extract some attributes or features. Attribute-based ZSL is a
kind of ZSL that aims to bridge the gap between the seen and the unseen classes, wherein pre-defined attributes are used
to define the unseen classes [[15]]. This approach allows for the detection of social engineering shortcuts that leverage
urgency, authority, and solicitation of sensitive information, without the need for large annotations. These attributes are
interpretable descriptors that are applicable to generalization for new, unseen vishing tactics, and the attribute-based
ZSL is a potential method to be used in the dataset augmentation for fraud detection. To categorize fraudulent calls,
prior research has used deep learning, machine learning, and voice recognition. There hasn’t been much research done
on using Zero-Shot Learning (ZSL) to detect fraud while taking social engineering (SE) techniques into account in texts
or calls. This demonstrates how ZSL may be used to add tactic-specific insights to vishing datasets.

1.3 Questions and Challenges
During this thesis, the following questions will be explored

* How can Zero-Shot Learning be utilized to detect fraud data without relying on task-specific labeled data?
* How does ZSL tackle the issue of limited vishing data for training models?

* How does ZSL perform compared to traditional ML and DL models?

1.4 Thesis Structure

The thesis contains five main chapters and a conclusion. Chapter 1 contains an Introduction which gives a general
overview, including background, objectives, research questions, and an outline of the study, and Chapter 2 provides
a comprehensive review of the literature which emphasizes various phishing detection approaches, traditional and
advanced, with a special emphasis on social engineering tricks and the emerging Zero-Shot learning domain. It reveals
the research gap in Chapter 3 by discussing insights from recent works. Chapter 4 describes our method of the data,
data preprocessing, traditional machine learning, deep learning-based models, and the ZSL method. Chapter 5 discusses
validating the models and comparing their performance. The last section concludes and provides some potential
directions for future work mentioned in Chapter 6.



Chapter 2

2 LITERATURE SURVEY

2.1 Phishing Detection Method

As phishing becomes more of a problem, many measures have been put in place. These efforts can be put into two
broad groups, like basic and advanced techniques. Legal frameworks, boosting user awareness through education, using
blacklist and whitelist systems, finding visual mimicry, and filtering results through search engines are all common
techniques. Artificial intelligence is used in advanced or non-conventional techniques, which include content inspection,
heuristic analysis, machine learning and deep learning algorithms, fuzzy logic-based systems (FL), hybrid models, and
data mining methodologies.

2.2 Traditional Methods

Typically, there are standard strategies to combat phishing, such as awareness, education, and legislative initiatives.
Administrators have backed phishing-related legislation in countries including the USA, UK, Canada, and Australia,
giving phishers the chance to face actual jail terms. Phone-based phishing is not covered by New Zealand’s Unsolicited
Electronic Messages Act 2007, which forbids unsolicited commercial emails and SMS with a NZ link and requires
proper sender information and an unsubscribe option. Although it is not stated clearly, the 2015 Harmful Digital
Communications Act tackles harmful online communications, including phishing [[16][17]. Regardless, legal actions
are not particularly effective in reducing phishing because a phishing site normally only lasts two days, which makes
it easier for the phisher to quickly disappear after the extortion is sent. However, this approach requires significant
financial outlays in addition to requiring clients to be equipped with PC security knowledge, even though training
clients may significantly impact global efforts to combat phishing [[18].

Approaches for Blacklists and Whitelists: the URL is compared against a few selected phishing URLSs in this collection
of known phishing URLs. The disadvantage is that it is impossible for the blacklist to incorporate all possible phishing
sites in existence, since newly created spoofed sites take an online checking system a relatively long time to be
incorporated into the list. At this rate, the phishers could well have what they want before the time lag disappears.
Detection should thus be very fast, and in many cases it begins even before the user opens the site and indicates
their credentials [19]]. Whitelisting (The following are examples of the opposite of blacklisting techniques. It is this
comparison to the "whitelist" database that enables an unknown URL to be legitimate. The content of the "whitelist"
is mainly a list of common, legitimate URLs and related information. As with Blacklist, paying to upload the up-
and-coming URL of the day could carry a price tag. During the uptime, the phisher can undoubtedly fulfill their
desire.

Visual Similarity-Based Methods focus on detecting phishing websites by analyzing their visual layout and presentation,
distinguishing them from legitimate ones. Cyber attackers often avoid textual HTML (HyperText Markup Language)
content and instead rely on embedding images, Flash, Java Applets, or ActiveX objects to circumvent text-based
detection systems. Techniques grounded in visual similarities are capable of identifying sign-in components and layout
features that are frequently replicated across phishing pages. Rather than deriving a detection signature from a single
web page, these methods generate a representative signature by analyzing common visual elements shared across
multiple pages of the same site. This approach enables the system to recognize various versions or formats of a phishing
site with a single signature. Such techniques encompass several approaches, including those based on pixel patterns,
hybrid strategies, human visual perception, visual element comparison, CSS (Cascading Style Sheet) structure analysis,
and the HTML Document Object Model (DOM) tree [20].

Search Engine-Based Approaches involve detecting phishing websites by leveraging information indexed by search
engines. These methods examine various elements of a site, such as text, URLs, logos, and metadata. While they
are capable of achieving notable recognition accuracy, especially against known phishing sources, their effectiveness
diminishes when phishing pages are hosted within compromised legitimate domains. Furthermore, such techniques
often yield lower true negative rates when dealing with newly registered or unfamiliar domains [21].

2.3 Non-Traditional Methods
2.3.1 Content-Based Methods

Jain A. K. and colleagues introduced a phishing detection approach that identifies user vulnerabilities leading to
potential security breaches [22]. Their method involves cross-checking a website’s domain name obtained from search
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engine results and comparing it against legitimate destinations returned from relevant queries. These queries incorporate
features like domain identifiers and textual content drawn from the website page title, body, and meta description to
generate a meaningful comparison. The system employs Term Frequency—Inverse Document Frequency (TF-IDF) to
assess text significance, followed by applying differentiated weights to various labels to refine detection outcomes. This
forms the basis of their weighted heuristic strategy.

Che H. et al. proposed a content-driven phishing email detection model that centers on the semantic relationship
between message components [23]]. They define these components as “occasions,” and their associations as “occasion
pairs,” which capture contextual meaning. Their algorithm converts message content into semantic representations via
a semantic web framework, which allows the system to interpret the contextual meaning rather than word frequency.
The model includes three core processes: establishing a semantic web knowledge base that maps term relationships,
generating a classification database for phishing email types, and applying both resources to accurately classify phishing
attempts based on semantic matching.

Recognizing the limitations of single-layered phishing detection, Sonowal G. and Kuppusamy K. S. presented PhiDMA
(Phishing Detection using Multi-filter Approach), a comprehensive system combining multiple detection layers [24],
almost five layers like whitelist auto-update, URL feature analysis, lexical signature extraction, pattern matching, and
accessibility score assessment. Notably, PhiDMA is designed to be user-inclusive by providing an accessible interface
suitable for individuals with visual impairments can benefit from its protective features without any usability barriers,
without sacrificing detection accuracy.

Mishra A. and Gupta B. B. introduced a phishing prevention model called CUMP (Coordinating Phishing Detection
Framework), which integrates Cascading Style Sheet (CSS) analysis and Uniform Resource Identifier (URI) features to
detect zero-day phishing threats [25]. Their approach relies on the insight that phishers tend to replicate the CSS layout
of authentic websites to deceive users, which means directly copying the styles from the original site and using the
system identifies mimicry by comparing visual styling elements and URI similarities, thus allowing it to flag suspicious
websites even when content appears superficially trustworthy. This mechanism strengthens defense against visually
deceptive attacks that bypass conventional detection tools.

2.3.2 Heuristic-Based Methods

Heuristic-based techniques rely on a selective set of website features to distinguish legitimate domains from phishing
ones. Unlike blacklist-based approaches, heuristic models are more adaptable and effective at detecting emerging
phishing threats. These methods, also referred to as feature-driven approaches, derive their efficiency from carefully
selecting a range of attributes that can effectively characterize a website’s intent or legitimacy.

Rao R. S. and Ali S. T. introduced a tool named PhishShield, which analyzes website URLs and web content to detect
phishing attempts [26]. The tool evaluates the input URL and determines whether it leads to a safe or suspicious site.
This detection mechanism uses indicators such as missing or misleading footer links, absence of hyperlinks within
the HTML body, suspicious title and copyright metadata, and the presence or absence of website identity indicators.
PhishShield demonstrates improved speed over traditional visual comparison techniques and is capable of identifying
zero-hour phishing attacks that conventional blacklist systems may overlook, since it relies on real-time data rather than
historical data.

To further improve phishing detection, Rao R. S. et al. proposed a method utilizing the Twin Support Vector Machine
(TWSVM) classifier to identify harmful websites, including those hosted on distributed server infrastructures [27]].
Their technique analyzes both the homepage and sign-in page of a website to distinguish between authentic and phishing
domains. Key features such as URLs and embedded hyperlinks are evaluated, and the classification process employs
several SVM (Support Vector Machine) variants, with the TWSVM showing superior performance compared to other
models.

Babagoli M. et al. developed a phishing detection framework that combines feature selection and nonlinear regression
using meta-heuristic algorithms [28]]. Their method was tested on a dataset comprising 11,055 webpages from both
phishing and legitimate sources, utilizing 20 extracted attributes. To refine classification accuracy, they implemented
feature selection techniques like covering and decision trees, which notably increased detection precision to 96.32

Gupta B. B. and Jain A. K. proposed a web-search-based method for detecting phishing webpages with minimal
dependency on site language content [29]. This lightweight and language-independent model evaluates suspicious
URLSs using search engine results. To enhance accuracy, it integrates five heuristic checks: source code filtering, input
tag validation, detection of empty or broken URLs, analysis of external anchor usage, and identification of deceptive
login forms. This hybrid model also successfully classifies newly launched legitimate websites that may not yet be
indexed by search engines.
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2.3.3 Machine Learning Methods

Cuzzocrea A. et al. developed a machine learning approach aimed at detecting phishing-capable websites by analyzing
their interaction patterns with end users [30]. The framework is designed to identify malicious sites and notify users
who may unknowingly engage with them, and the system works by extracting the essential features from the website,
which isolates relevant attributes from web structures for use in the learning phase. These features are derived from a
custom-built dataset, enabling the system to train a Decision Tree model to classify web content and issue phishing
alerts accordingly.

Chiew K. L. et al. proposed a novel feature selection strategy known as the Hybrid Ensemble Feature Selection
(HEFS) model for improving phishing detection using machine learning [31]. In the HEFS framework, an initial set of
significant features is generated through a custom CDF-g (Cumulative Distribution Function Gradient) approach. These
primary features are then perturbed to create alternative subsets, which are subsequently analyzed for additional pattern
recognition. Experimental comparisons indicate that HEFS, when used with the Random Forest algorithm, consistently
outperforms several other classifiers, including SVM, Naive Bayes, JRip, PART (Partial Decision Trees), and C4.5.

Yadollahi M. M. introduced an adaptive phishing detection system capable of responding to both evolving phishing
strategies and environmental changes [32]]. The system leverages Learning Classifier Systems (LCS), particularly the
XCS (eXtended Classifier System) variant, which has learning ability in real time and classifies the sites based on the
features and evolutionary learning inspired by Darwinian principles. Their architecture includes two main components,
which are a Feature Extractor, which identifies key website characteristics, and the XCS engine, which serves as the
classification mechanism of these features.

Sahingoz O. K. et al. developed a real-time phishing detection system that integrates natural language processing (NLP)
with seven different classification models [33]. Their system distinguishes itself by supporting multilingual detection by
utilizing both genuine and phishing datasets, which means enabling the system to detect phishing content in different
languages and operating in real time without reliance on external services. The model also supports the detection of
newly deployed phishing domains. Evaluation results showed that the Random Forest classifier, when trained solely on
NLP-derived features, provided the highest accuracy among the tested classifiers.

2.3.4 Deep Learning Methods

Smadi S. et al. introduced a pioneering online phishing detection system that integrates reinforcement learning with
neural networks to dynamically adjust to evolving attack patterns [34]. Their method continuously enhances detection
by incorporating newly encountered email samples into an existing offline dataset, allowing for real-time adaptation.
This design proves particularly effective in identifying zero-day phishing threats based on the evaluations using
comprehensive datasets.

In a related approach, Wei W. et al. proposed a deep learning-based method for phishing detection that focuses solely
on analyzing URL text via convolutional neural networks (CNN) [35]]. By eliminating dependence on traffic metrics
or webpage content, their lightweight model achieves fast and reliable identification of zero-day attacks by analysing
the structural pattern in the URL, like suspicious keywords. It is efficient enough to function seamlessly on mobile
platforms.

Pharming, a DNS manipulation that misdirects users to malicious sites which was addressed by Gajera K. et al. through
a two-phase mechanism [36]. Initially, relevant features are selected through a feature engineering process; all these
features are then fed into an artificial neural network, which classifies the input by assigning legitimacy probabilities. A
DNS comparison step then checks the IP address consistency between local and global DNS servers to detect pharming
incidents.

Expanding on deep learning capabilities, Adebowale M. A. et al. developed an Intelligent Phishing Detection System
(IPDS) by combining CNN and LSTM (Long Short-Term Memory) networks [37] [38]]. Their hybrid model uses both
visual and textual cues, such as site images and URL structure, for phishing classification, in which a CNN is used
for extracting these visual features from the website and an LSTM is used for processing sequential data. Trained on
large-scale datasets, this architecture not only boosts accuracy but also reduces the need for extensive training time.

Zhu E. et al. introduced OFS-NN, a phishing detection model that integrates optimal feature selection with neural
networks [39]. The approach introduces a Feature Validity Value (FVV) metric to assess attribute importance by filtering
the redundant or less informative attributes. It also helps prevent overfitting while boosting classification performance.

In a further development of IPDS, Adebowale M. A. et al. applied deep learning layers to process both the visual and
structural content of websites [40]. The system is designed to analyze the multiple aspects of the webpages, like textual
data from URLs and content within frames, alongside image data, utilizing CNN for image processing and LSTM for
handling textual sequences.
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Lastly, Wang W. et al. proposed PDRCNN (Phishing Detection using Recurrent Convolutional Neural Network), a
lightweight and fast phishing detection framework that solely depends on URLSs [41]]. The system processes URLs into
2D tensors and applies a combination of Bi-LSTM and CNN layers to detect phishing complex patterns by capturing
the contextual dependencies through processing the URL. Unlike many traditional systems, it doesn’t rely on external
site content or third-party APIs, making it ideal for real-time use.

2.3.5 Fuzzy Rule-Based Methods

Abuzuraiq A. et al. [42] introduced a two-stage phishing detection framework. In the initial phase, several machine
learning algorithms were applied to validate the dataset and perform feature selection, in which they identified the
most relevant features. Notably, the Random Forest model achieved optimal accuracy when restricted to just 20 of the
available 48 features. In the subsequent phase, multiple fuzzy logic (FL) algorithms were applied to the same dataset
for evaluation. This algorithm well suitaed for handling uncertainty. Among them, the FURIA (Fuzzy Unordered Rule
Induction Algorithm) algorithm demonstrated superior performance, achieving a higher precision rate with only five
selected features.

To enhance phishing detection and protection, Adebowale M. A. et al. [43] proposed a Neuro-Fuzzy Inference System
(NFIS) that leverages textual data, visual content, and HTML frame components, and the model is designed to be
adaptive and robust in real-world scenarios since it detects phishing attempts more reliably. Similarly, Zabihimayvan M.
and Doran D. [44] employed the Fuzzy Rough Set (FRS) theory for optimal feature selection across three benchmark
datasets, and this was designed to manage overlapping data. The selected features were input into three widely used
classification models and evaluated using an independent dataset containing 14,000 test samples. Their findings show
that the FRS-based method offers a swift and reliable anti-phishing solution, especially effective against zero-day
attacks, without relying on third-party services or external data queries.

In another study, Pham C. et al. [45] introduced a neuro-fuzzy architecture named Fi-NFN (Firing Interval Neuron-Fuzzy
Network), which integrates URL-based features and traffic-related data for phishing detection. Their model, deployed
using Cisco-enabled fog computing, which allows phishing detection to occur closer to the data source rather than
depending only on a centralized cloud system, acts as a protective filter for end-users by detecting phishing attempts
at the fog layer. Results obtained from real-world phishing datasets confirm that their solution significantly enhances
online security and mitigates the risk of phishing intrusions.

2.3.6 Hybrid Learning Methods

Ali W. and Ahmed A. A. [46]] created a hybrid intelligence-based model that combines deep neural networks (DNNs)
with a genetic algorithm (GA) to choose the best features and weight them to improve the classification accuracy and
also this model improves the ability to detect phishing sites by minimizing the false neagtives using a hybrid model.
This connection lets the system use heuristics to prioritize features that have a big impact, which makes phishing
detection more accurate. The genetic algorithm improves feature influence, which makes DNN training better. Their
tests showed that they were better at sensitivity and classification accuracy.

Zhu E. et al. [47] presented the DTOF-ANN model, a phishing detection strategy using an artificial neural network
that incorporates decision trees and optimized feature selection. They began by enhancing K-medoids clustering to
eliminate redundant data entries. Subsequently, a combined technique involving evaluation indices and neighborhood
search was used to refine the feature set. With optimally tuned neural network parameters, their model yielded high
detection performance, mitigating the issue of overfitting.

In their work, Suleman M. T. and Awan S. H. [48] focused on URL-based phishing detection by applying classifiers
such as Random Forest, ID3 (Iterative Dichotomiser-3), Decision Tree, KNN ( K-Nearest Neighbor), and Naive Bayes.
After testing different combinations, ID3 and YAGGA were selected because they deliver particularly high classification
accuracy. Their findings underscored the value of genetic optimization in boosting detection rates.

Vrbanci¢ G. et al. [49] introduced TDLHBA, a deep learning tuning method based on the Hybrid Bat Algorithm,
which is one of the time-consuming tasks in building an effective deep learning model. This swarm intelligence-driven
framework, which is the core of the framework, eliminates manual hyperparameter tuning by automatically adjusting
learning variables. Through experiments with diverse neural network architectures and datasets, TDLHBA showed
improved prediction accuracy compared to traditionally tuned networks.

Chin T. et al. [50] proposed PhishLimiter is an advanced detection and mitigation tool that integrates Deep Packet
Inspection (DPI) with Software-Defined Networking (SDN) to enable real-time traffic monitoring and controlling. This
system employs an artificial neural network to classify phishing patterns in real time, using both Store-and-Forward
and Forward-and-Inspect modes for traffic routing. Its centralized SDN control enhances monitoring and response
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efficiency, which allows PhishLimiter to dynamically reroute the traffic and apply mitigation rules across the networks,
and the system is evaluated using real-world datasets and email traffic, demonstrating its practical effectiveness [51].

Lastly, Gupta S. and Singhal A. [52] developed a URL classification technique utilizing Artificial Neural Networks
(ANN) trained with Particle Swarm Optimization (PSO) aimed to improve the training process of NN by optimizing the
key parameters to enhance the phishing website detection by analyzing URL characteristics. They explored different
configurations involving output layers, activation functions, and learning rates. Comparative tests using RMSE and
accuracy metrics showed that the PSO-enhanced ANN outperformed standard backpropagation networks in phishing
URL identification.

2.3.7 Data Mining Methods

Smadi S. et al.[53]] introduced a technique to identify phishing messages, which begins with a preprocessing step
aimed at filtering irrelevant elements from emails. They applied the J48 (Java Implementation of the C4.5 Algorithm)
decision tree algorithm on 23 selected features and validated the results using ten-fold cross-validation, which focused
on refining feature selection to boost performance. Based on the final result, it confirmed that this preprocessing step
improved accuracy by reducing noise in the dataset. Among the various methods evaluated and tested, the Random
Forest classifier showed notably strong precision on benchmark datasets.

To better understand which features were less effective for detecting phishing, Thabtah F. and Abdelhamid N.[54]
analyzed different feature selection methods, including Chi-Square, CFS (Correlation-based Feature Selection), and
Information Gain (IG). They tested their methods on phishing datasets containing 30 variables, employing classifiers
such as PART, RIPPER, and C4.5. This analysis helped isolate effective combinations of features for better detection
accuracy, and also revealed patterns in phishing attempts that were commonly shared.

Subasi A.[55] developed a classification system to differentiate between phishing and safe websites using several data
mining techniques. Their model incorporated multiple classifiers, including Artificial Neural Networks, k-NN, SVM,
C4.5, and Random Forest. Evaluation was carried out using metrics like F-measure, AUC, and overall accuracy. Their
findings showed that Random Forest performed well in both speed and detection ability.

Sentiirk et al.[56] proposed a system to combat phishing by identifying critical email components using machine
learning. They adopted the J48 decision tree, which splits data into smaller parts based on entropy calculations. If
entropy is zero, the sample is completely uniform. If it’s one, the data is divided accordingly. These techniques helped
identify underlying trends, abnormalities, and structured patterns in email content. The WEKA software was used to
apply these methods, supporting automated analysis and the development of predictive models using past email data.

2.3.8 AI Models

To enhance the detection of phishing websites, Ali W. and Malebary A. S. introduced a technique to improve the
phishing website detection that leverages particle swarm optimization (PSO) in conjunction with feature weighting to
identify the most relevant features to find legitimate and phishing websites [S7]. This method assesses the significance of
various website attributes to more accurately distinguish phishing sites from legitimate ones. The PSO-based weighting
approach focuses on prioritizing features that are most indicative of phishing behavior, thereby improving model
performance even when only fundamental site characteristics are available. The study reported a notable improvement
in classification accuracy for machine learning models that utilize PSO-based feature weighting within anti-phishing
contexts.

Similarly, Feng F. et al. proposed a phishing detection architecture that incorporates a novel neural network grouping
mechanism [58]]. By applying a hazard-minimization rule, which aimed at minimizing the risk of incorrect prediction
by giving less importance to results the model is unsure about during training, and thereby boosting precision and
forecasting capability. The model’s simplicity and robustness are attributed to the use of the Monte Carlo method during
training. Their findings indicated that the developed framework achieved superior accuracy when tested across multiple
phishing and non-phishing samples, performing on par with or better than other established models.
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Table 1: overview of the literature on unconventional techniques for identifying phishing websites.

Method Type Authors Techniques Dataset Accuracy
Jain A. K. et al. [22] Modified TF-IDF Alexa dataset, OpenPhish, | 89%
Phish Tank
Content-Based Che H. et al. [23] Semantic web and fuzzy | A case study on emails 80%
control
Sonowal G. and Kup- | PhiDMA framework incor- | Phishload, 2016. Legitimate | 92.72%
pusamy K. S. [24] porates five layers URL dataset
Mishra A. and Gupta B. B. | CSS and URI matching- | Target list from Phish Tank | 90%
[25]] based
Heuristics-Based RaoR. S.and Ali S. T. [26] | Real phishing web sites Real phishing web sites 96.57%
Rao R. S. et al. [27] TWSVM PhishTank, Alexa dataset 98.05%
Babagoli M. et al.[28]] meta-heuristics (HS (Har- | UCI phishing Datasets 92.80%
mony Search), SVM)
Gupta B. B. and Jain A. K. | search engine-based PhishTank, OpenPhish, | 99.05%
[29] Alexa dataset
Machine L . Chiew K. L. et al. [30] [31] | Cumulative Distribution | UCI phishing Datasets 94.6%
achine Learning Function gradient (CDF-g),
Random Forest, SVM,
Naive Bayes, C4.5, JRip,
and PART
Yadollahi M. M. [32] XCS Real URLs 98.39%
Sahingoz O. K. et al. [33] Random Forest with NLP PhishTank, Yandex 97.98%
) Smadi S. et al. [34]] Reinforcement Learning, | PhishingCorpus, SpamAs- | 97%
Deep Learning Neural Network sassin,PhishTank
Wei W. et al. [35] convolutional neural net- | PhishTank,Common Crawl, | 98.39%
works Foundation
Gajera K. et al. [36] Artificial Neural Net- | PhishTank,fcsit.unimas 98.77%
work(ANN)
Yerima S. Y. and Alzaylaee | convolutional neural net- | UCI Machine  Learn- | 98.2%
M. K. [38] works (CNN) ing,Repository
Adebowale M. A. et al. | CNN and LSTM PhishTank,Common Crawl 98.77%
(37]
Zhu E. et al. [39] feature validity value | UCI phishing PhishTank 98.77%

(FVV) and neural network
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1 Abuzuraiq A. et al. [42] Random Forest and FURIA | Phish Tank, OpenPhish, | 99.98%
Fuzzy Rule-Based Alexa, Common Crawl
Adebowale M. A. et al. | Adaptive Neuro-Fuzzy In- | UCI phishing Datasets 98.3%
[43]] ference System (ANFIS)
Zabihimayvan M. and Do- | Fuzzy Rough Set (FRS) UCI1 ,UCI2 , Mendeley 95%  F-
ran D. [44] measure
Pham C. et al. [45]] neuro-fuzzy, Fog comput- | PhishTank , DMOZ 98.36%
ing, Cloud computing
. . Ali W. and Ahmed A. A. | deep neural networks | UCI phishing websites 91.13%
Hybrid Learning [46] (DNNs) and genetic algo-
rithm (GA)
Zhu E. et al. [47]] Decision Tree and Opti- | UCIL, PhishTank, Alexa 95.76%
mal Features based Arti-
ficial Neural Network, K-
medoids clustering algo-
rithm
Chen W. et al. [51] Particle Swarm Optimiza- | Yahoo Directory,Phishtank 98.95%
tion (PSO) and BP neural
network
.. Smadi S. et al. [53] J48 algorithm and C4.5 al- | PhishingCorpus, SpamAs- | 98.87%
Data Mining gorithm sassin
Thabtah F. and Abdelhamid | C4.5, PART, RIPPER Yahoo directory, Phishtank 91.26%
N. [55]] PART
Sentiirk S. et al. [56] Decision tree with J48 algo- | WEKA 89%
rithm
e ) Ali W. and Malebary A. S. | PSO-based website fea- | UCI 96.83%
Artificial Intelligence 571 ture weighting with BPNN, for RF
SVM, kNN, C4.5, RF, and
NB (Naive Bayes)
Feng F. et al. [58] Monte Carlo algorithm UcCl 97.71%

Large labeled datasets are necessary for current non-traditional methods, which frequently fall short when used to
uncommon or unseen vishing techniques. This gap is filled by Zero-Shot Learning (ZSL), which uses semantic
attribute-based representations to enable the recognition of unseen classes without task-specific labeled input. By
automatically classifying social engineering techniques such as urgency, authority, and impersonation in vishing datasets,

ZSL improves on current techniques and enables more context-aware and scalable fraud detection.
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2.4 Vishing Detection Methods

Most of the research on vishing detection has come from studies in areas like spam detection. Song et al. said that
researchers have typically looked at vishing-related difficulties as a side issue in the larger field of spam filtering. In this
context, the current study looks at a number of works that deal with spam detection, especially those that use hybrid
methods, machine learning, and neural networks, as well as studies of real-time detection systems. It also has a review
of past studies that looked at how to find vishing calls [59].

2.4.1 CallerID Verification

To identify voice phishing, several methods have been investigated. In a groundbreaking detection investigation, Song
et al. suggested a fresh strategy to stop voice phishing by instantly spotting dishonest caller ID manipulation [59]. To
reduce the possibility of spoofing, they found a solution, which is iVisher, that uses Session Initiation Protocol-based
(SIP) Voice-over-Internet Protocol (VoIP) to identify and authenticate caller IDs. By tracking the incoming call back
to its original gateway and confirming that the displayed name matches the name already registered in the caller ID,
and using this technology improves the security of telephone connections and reliability. A real-time vishing detection
tool called iVisher was created to prevent caller ID spoofing in VoIP calls that use the Session Initiation Protocol (SIP).
Instead of depending only on human discretion, iVisher verifies incoming calls at the network level to identify hidden
caller IDs. For that, caller ID verification protocols are used by the system to analyze SIP headers and track calls back
to their original gateway. To make sure that the number presented corresponds to the real origin, IVisher specifically
uses trace-back techniques to authenticate the call source, which means tracking the call path using VoIP to ensure the
caller ID. Furthermore, iVisher incorporates real-time monitoring, looking for VoIP packet structure irregularities and
analyzing metadata for discrepancies suggestive of spoofing attempts. Nonetheless, the authors pointed out that user
responsiveness and organizational collaboration are key factors in IVisher’s efficacy.

2.4.2 AutoEncoder Method

Kang et al. came up with a method called Deep-Detection in response to the growing threat of voice phishing. This
method uses autoencoders to do dual-level authentication [60]. This method uses an unsupervised artificial neural
network design with an encoder that compresses the data and a decoder. The network learns latent representations from
input data that is not labeled, and the autoencoder is used to recreate the original input into compressed form, known as
encoding, and then decoding it back with a decoder. By learning the usual patterns and qualities of normal speech, this
reconstruction process helps the system make good guesses about what the input is.

The core idea of Deep-Detection is to simultaneously authenticate the speaker and detect synthetic or cloned voices
(deepfakes). Initially, the user’s voice data is captured on a mobile device and undergoes local feature extraction via the
encoder component. These extracted features, rather than the original audio, are transmitted to a remote server, where a
classifier assesses whether the voice belongs to a genuine user or is an artificial imitation.

To prepare the data, preprocessing steps standardize the input audio’s format and length. These normalized inputs are
then fed into the autoencoder, which compresses the data into meaningful feature vectors during the encoding phase.
Notably, the system architecture ensures privacy by storing only the processed features, not raw audio, on the server,
preserving user confidentiality.

This methodology allows for real-time detection of deepfakes alongside user verification, all while upholding data
privacy by isolating local processing from cloud storage. Although the system achieved high accuracy on the ASVspoof
2019 dataset, limitations such as scalability, computational demands, and the lack of benchmarking against other
detection methods remain open for future research [61].

2.4.3 Federated Learning Based Approach

Yoon et al. came up with a new federated learning-based technique that improved detection accuracy while keeping user
data private and secure data Moreover, the study’s main focus was on the accuracy of the detection algorithm, but it did
show some promising results in terms of communication efficiency and privacy preservation. However, the evaluation
could be strengthened by incorporating additional performance metrics such as recall, precision, and F1-score, which
would provide a more comprehensive assessment of the model’s effectiveness. Despite these limitations, the study
represents significant progress in privacy-preserving phishing detection and lays the groundwork for further research
[62].
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2.4.4 MachineLearning Approach

ML techniques have been used in previous studies to identify crimes, like Support Vector Machine (SVM) and Boosting
algorithms were first presented as a way to combat spam acquisition [63]]. Mobile phones have also employed Bayesian
filtering to identify spam [64]. Models employing Logistic Regression, Classification and Regression Trees (CART),
Bayesian Additive Regression Trees (BART), Random Forests, Neural Networks, or k-Nearest-Neighbors (kNN) have
been examined in a variety of ways due to the steady advancement of phishing detection [65][66].

Abdelhamid et al. specifically tested several models to see whether one was best at lowering the probability of phishing
[67]. They used the PhishTank dataset, which is made up of features taken from both genuine and phishing websites,
to determine whether a website is connected to crime based on the feature entity. C4.5, One Rule, Conjunction Rule,
European Digital Rights (EDRi), RIpple-Down Rule learner (RIDOR), and other models were among the ones they
employed. They verified that the best results in EDRi and RIDOR, which are readily available, demonstrate resilience to
pre-made fixed content that is difficult to change on the webpage. Furthermore, Lee and Park used both speech phishing
and everyday talk to perform a real-time voice phishing detection study [68] using SVM, Linear Regression, Random
Forest, Decision Tree, and other models. They verified that only classifiers like SVM showed the best performance.
Because they used everyday conversation texts as a non-phishing dataset that was not significantly related to voice
phishing, there was a chance of overfitting during training, even though the significance of voice phishing detection was
carried out using traditional ML models in their study.

Various techniques have been researched to identify vishing. In 2023, Brabin and Bojjagani[[69] presented a system that
uses a unique national phone number and a central banking server to serve as authentication servers. This authentication
method aims to reduce vishing attempts and verify the legitimacy of phone numbers. Using Scyther, a protocol
verification tool used for simulation and analysis, which was used by the authors and proved that their technique
improves defense against vishing assaults and attacks properly. Dissanayake et al.[70] put out a method that evaluates
the reputation of dubious artifacts in phone conversations by utilizing third-party threat intelligence services. It analyzes
voice call content using natural language processing and machine learning techniques to spot suspicious aspects such as
sensitive information, phishing keywords, and contextual cues.

Researchers have utilized machine learning to find criminals in the past, and they used algorithms like Support Vector
Machine and Boosting algorithms, which were first used to discourage people from buying spam [63]. SVM is
employed as a strong classifier for binary classification tasks, making it good for finding and filtering spam. Later,
boosting algorithms were created that used several weak classifiers together to make predictions more accurate. These
strategies worked well to find spam, which let systems accurately sort out suspicious activities.

Kale et al. [71]] looked into using Convolutional Neural Networks (CNN) and Naive Bayes classifiers to find fake
phone calls by looking at the purpose and suspicious information in conversation transcripts and at the same time,
Zhao et al. [72] came out with an Android app that uses Natural Language Processing (NLP) and machine learning to
dynamically evaluate the content of phone calls. For their experiments, Lee and Park (2023) [[73] developed a real-time
vishing detecting system in Korean. Applying natural language processing (NLP) techniques, their method first turns
real-time call audio into text before applying basic machine learning models such as Naive Bayes, Logistic Regression,
or Decision Trees to identify vishing attempts in real time. Instead of focusing on more computationally intensive
methods that might achieve slightly higher accuracy but slower performance, the system prioritizes quick detection
and low computational overhead by using lightweight models instead of complex architectures. This allows for the
near-instant identification of fraudulent calls.

Bayesian filtering has also been used on mobile devices to find spam calls and bad texts [64]. At first, the approach was
only used to filter email. Then, as mobile threats grew, it was adapted to deal with SMS spam. The filter continues
checking the existence and frequency of certain keywords or patterns to figure out how likely it is that a message is
spam, which means finding spam based on the occurrence of certain repeated keywords. Bayesian filtering is great for
mobile environments with little computing capacity because it doesn’t need a lot of resources.

KNN algorithm has also been investigated for phishing detection because of its ease of use and efficiency when working
with sparse datasets, which uses the distance between data points to determine whether a given message is legitimate
or phishing, depending on how similar it is to its closest neighbors. Although kNN’s processing expense with large
datasets makes it less popular in production considered one of the drawbacks. In the area of voice spoofing, Javed et al.
[74] suggested a unified voice anti-spoofing architecture. By examining particular acoustic characteristics in the voice
signal, they were able to classify the input voice as either valid or not using machine learning models like Decision
Trees and Naive Bayes. While Naive Bayes employs a probabilistic approach assuming feature independence, which
makes it computationally economical and appropriate for real-time spam detection, the framework can quickly make
choices based on hierarchical feature splits. By concentrating on semantic information from voice transcripts, Zero-Shot
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Learning (ZSL) offers greater flexibility and generalization while detecting hidden social engineering techniques.

Another study on a voice spoofing detection system was done by Ali et al.[75]]. They took measurements of the voice
form characteristic known as the Gammatone Cepstral Coefficient(GCC), which is a component of the voice that is
utilized to record particular speech characteristics. GCCs are useful for assessing voice formants and spectrum aspects
because they are based on Gammatone filters, which replicate the auditory filtering characteristics of the human ear.
By analysing the nuances of human speech production, these traits aid in identifying differences between authentic
and spoof voices clearly. However, while their work transcribes voice phishing calls into text closely resembles an
NLP study that does not include any voice form elements. By looking at linguistic elements like dubious phrases and
context-specific keywords frequently included in phishing attempts and the transcription approach makes it possible to
analyze phishing content. Furthermore, Arulanandam et al.[76] gathered data from newspapers about theft. Through
the use of Conditional Random Fields, they were able to classify whether or not the sentence was related to a crime.
They used a variety of NER tagging techniques, including LBJ (Learning Based Java Tagger) Tagger and Stanford
NER, to compare the outcomes. By looking at linguistic elements like dubious phrases and context-specific keywords
frequently included in phishing attempts, the transcription approach makes it possible to analyze phishing content [[77].

The application of clustering algorithms, particularly K-means, is explored as a method for identifying and verifying
anomalies through the segmentation of data into a defined number of clusters and subclusters. By analyzing mobile
network call detail records (CDR), unusual patterns in user activity specific to time and date can be detected. The
analysis reveals that data points associated with anomalies tend to form smaller and distinct clusters. After training a
neural network on both anomalous and normal data instances, the mean squared error is calculated to evaluate model
performance. Based on the results and findings, K-means clustering effectively highlights irregular user activity patterns
[78]].

In a related approach, K-means clustering is utilized to compare multiple statistical attributes between genuine and
fraudulent calls. It uses features such as total calls made, mean and variance of call duration, number of roaming calls,
and call frequency per contact number. It was observed that some attributes, like high call volume, low conversation
ratios, unsuccessful connection rates, and extended call durations, which are considered indicative of fraud, reflected in
their high variance and peak values. Conversely, clusters with low average values often corresponded to suspicious
activities. Principal Component Analysis (PCA) is used to reduce dimensionality, and optimal clustering parameters are
derived using Hopkins statistics and network search. With a Hopkins value of 0.998, the analysis confirms a strong
cluster tendency. The study also demonstrates that applying unsupervised learning with unlabeled CDR (Call Detail
Record) data can uncover behavior patterns, with accuracy improving as data volume increases [[79].

Another improvement is to combine K-means with Dynamic Time Warping (DTW) to find the temporal distance
between samples and group them based on how they behave over time, and the final output puts together several features
into a single clustering structure. The evaluation, which used intra-cluster error and group purity based on known
labels, shows that this hybrid approach works better than normal methods since some variables from K-means help with
combinational clustering, which is better than regular K-means since it finds demographic habits that are more likely to
be fraudulent. Experiments with real datasets reveal that this combined method works to find fraud trends by grouping
behaviors [80].

In parallel, Minyoung Lee and Eunil Park [73]] investigate machine learning for real-time voice phishing (vishing)
detection in the Korean low-resource language setting. Their framework incorporates Natural Language Processing
(NLP) to convert speech into text and evaluates multiple ML classifiers like Logistic Regression (LR), Support Vector
Machines (SVM), Decision Trees (DT), Random Forest (RF), and Extreme Gradient Boosting (XGB) in which Each
model is chosen for specific strengths such as XGB for high-performance tasks, RF to reduce overfitting through
ensemble learning, DT for fast inference, SVM for high-dimensional classification, and LR for simple binary decisions.
While RF and XGB deliver robust accuracy, even though they are computationally intensive and time-consuming but
LR and DT offer faster processing so that they can be used for real-time applications. The study emphasizes the role of
ML and NLP in designing scalable vishing detection systems, particularly in constrained linguistic environments, while
balancing performance with efficiency.

2.4.5 Deep Learning & Hybrid Approach

NLP, ML, and DL model-based real-time Korean voice phishing detection system[8]]. The technique recognizes voice
phishing attempts on incoming calls using speech recognition software and call content using a model trained on
the KorCCVi dataset, which was built using real voice phishing data. In a follow-up work[81]], they evaluated the
classification performance of various machine learning techniques using the KorCCVi dataset. Using NLP, they convert
phone calls to text using tools like Google speech API moreover, NLP is used for extracting features, tokenization,
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stopwords removal, and stemming. Further, they have used ML algorithms such as Logistic Regression, Random
Forest, and SVM for feature extraction or training the model. Then, the DL model is used for handling large-scale or
unstructured data like speech and text.

Lee and Park [7] looked into a real-time Korean speech phishing detection system employing basic ML models
concurrently, motivated by the fast training of ML models for real-time Korean audio phishing detection. DL
methods and sentiment analysis were the primary tools used by Kim et al.[82]] to identify voice call phishing.
After creating a model for classifying fraudulent calls that integrates CNN, BiLSTM, and Deep Neural Net-
works (DNN). The suggested approach seeks to improve the detection findings’ reliability by taking into account
the emotional state of voice phishing perpetrators by integrating sentiment analysis from both text and voice perspectives.

Additionally, the most current research examining call content has also made use of pre-trained language
models (LMs). Moussavou and Park [83] investigated the usage of Korean BERT, a Korean LM, for the first
time to identify Korean voice phishing. The enhanced performance of the suggested method was caused by
the fine-tuning of the Korean LM with the use of the KorCVVi dataset. In parallel, Yang et al.[84] used
KoBERT to train their models, leading to remarkably accurate results. In addition to detection, their system offers
instructional content to help customers become more adept at telling the difference between legitimate and phishing calls.

Multiple experiments indicated that while basic ML and DL approaches performed well in detecting speech
phishing, they still had more potential to detect voice phishing, despite the DL approach’s non-negligible model
training time. The usefulness of DL algorithms in text categorization and phone spam detection tasks has already
been shown in several studies. Its limitations have been revealed when numerous DL algorithms have been applied to
NLP applications, including the management of large numbers of parameters and lengthy sequences. Hybrid artificial
neural networks or, more recently, foundation models such as the Transformers and GPT (Generative Pre-trained
Transformer) models are gaining popularity to solve these problems and improve performance in NLP tasks like text
[[L]. Transformers are particularly well-suited for NLP tasks involving context-sensitive interpretation, as they can
dynamically focus on relevant parts of the input sequence through their self-attention mechanism, and GPT models
could generate coherent text and perform classification tasks with minimal fine-tuning.

Huang et al. [85]] presented PhishingNet, a deep learning technique designed to quickly detect phishing Uniform
Resource Locators (URLSs). This model employs CNNs along with attention-based hierarchical RNN modules. The
attention mechanism is particularly beneficial, as it allows the model to focus on significant parts of the URL that
may contain indicators of phishing, such as unusual domains or subdomains. PhishingNet achieved an impressive
accuracy rate of 97.90%. In this model, the CNN layers extract local patterns in URLS, identifying suspicious character
sequences or specific URL structures commonly associated with phishing attempts. The hierarchical RNN further
analyzes the character or token sequences of the URL using attention methods to capture both short- and long-range
dependencies. An artificial neural network architecture was introduced by Boussougou and Park [86]] to detect Korean
vishing assaults. This model effectively extracts and learns features from word embedding vectors by integrating a
1-dimensional CNN, a Bidirectional Long Short-Term Memory, and Hierarchical Attention Networks. Moreover,
the attention techniques incorporated into the model highlight important aspects, improving detection performance.
Because vishing incidents happen so quickly, real-time detection has emerged as a critical field of study.

Empirical support can be found in studies that contrast ROBERTa (Robustly Optimized BERT Approach) with simple
pre-trained models, particularly in tasks involving text classification and natural language understanding. Examples
include conversational Al tests where BERT (Bidirectional Encoder Representations from Transformers) outperformed
more basic models like ROBERTa in terms of contextual knowledge [87]. Since RoOBERTa can only handle a specific
input length, divide the input sequence into fixed-size, overlapping parts [88[][89] [90]]. The BERT model provides H
or P for each of these parts [90]. These segment-level representations are then stacked to create a sequence that is
fed into a tiny (100-dimensional) LSTM layer. Its output functions as an embedding of a document. To get the final
predictions, they employ two fully connected layers with softmax (the same dimensionality as the number of classes)
and ReLU (30-dimensional) activations. The computational difficulty of BERT is reduced to O (% . k2) = O(nk) for
Robert using this method, where k is the segment size (the LSTM component has minimal linear complexity O(k)).
Additionally, the positional embeddings are no longer problematic [90].

Another model, GPT-4, compared with BERT, is bidirectional and processes data in both directions, leading to better
comprehension of ambiguous language also It is a member of the Generative Pre-trained Transformer family and may
produce language that is both logical and appropriate for the situation [91].In the pre-trained mode, Word2vec models
have a single hidden layer that’s utilized to figure out how the tokens around it relate to each other. Because these
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models lack context awareness, once a token is trained, it always receives the same value regardless of where it is in the
sequence or the tokens that surround it [92]. Ansari et al. propose an Al-based detection system using Long Short-Term
Memory (LSTM), achieving an accuracy of 96.83%, effectively identifying phishing patterns and mitigating risks [93]].
Their study underscores the need for comprehensive models addressing the full lifecycle of phishing attacks to enhance
cyber defense. In addition to being excellent at identifying patterns in textual content, such as urgency, authority, and
emotional cues frequently found in vishing attempts, LSTM can process and evaluate sequential data, such as text,
while preserving context over lengthy periods. Because of this, they are very good at differentiating between legitimate
and fake texts. Additionally, LSTM and its hybrid model have been utilized by numerous researchers to identify vishing
and phishing [93[][73]].
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Table 2: Summary of the existing studies on voice phishing detection.

Phishing Types Strategies Methods Datasets Advantages Limitations
Voice phishing, Spoofing | Caller ID verifica- | Trace back incoming | N/A Real-time Caller ID Spoofing Detec- | End-User Response Dependence, Stake-
tion call to its originating tion, Minimal Call Setup Time Im- | holder Participation Dependence, Lack
gateway pact, Device Compatibility of Real-World Testing
Voice phishing Blacklisting and | ML Global phone book Caller Identification, Mobile Phish- | Inefficiency Handling New Phone Num-
whitelisting ing Attack Prevention, Comprehen- | bers
sive Solution Against Mobile Phish-
ing
Voice phishing, Deepfake | User authentication | AutoEncoder ASVspoof 2019 Synthetic Voice Detection, Deep- | Generalizability on  Non-English
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2.5 Zero-shot-Learning

Zero-Shot Learning (ZSL) is a new way of doing machine learning that focuses on finding or guessing examples
from classes that weren’t in the training dataset [94][95][96]. ZSL is different from traditional models since it doesn’t
only use labeled examples from all categories during training. It does not utilize the same sources of information to
help it figure out classes it hasn’t seen before [97][98]]. This extra information could be semantic vectors, attribute
annotations, or written explanations that connect categories that have been viewed with those that have not yet been
seen [99][100][101]. ZSL began in the field of cognitive science. Researchers found that people can often sort new
things by using what they already know and clues from the situation. In the early 2000s, this cognitive insight was
added to machine learning frameworks, notably through the creation of attribute-based models and transfer learning
algorithms. The growing interest in ZSL has been fueled by breakthroughs in deep learning and NLP, with support
from both research institutions and major technology firms. For instance, Alibaba introduced the quasi-fully supervised
learning (QFSL) framework, which has demonstrated considerable improvements in performance when compared to
standard supervised approaches, showcasing the potential of ZSL in real-world deployments.

As the volume of accessible data continues to grow, the need for effective organization and classification strategies has
become critical. One such solution found is semantic representation, also referred to as dataless classification, first
introduced by Chang et al. [102]. This methodology applies natural language processing to cluster and label data in a
meaningful way, enhancing both interpretability and retrieval. Semantic structures allow patterns to be more readily
identified and data to be processed with improved efficiency.

Larochelle et al. later introduced the idea of zero-data learning, where models rely only on class descriptions without
needing labeled training examples [103]]. Zero-Shot Learning (ZSL) expands on this, using ideas from cognitive science
to build models that can make predictions about new data by applying knowledge learned earlier [[104][[1L05]. This
approach is similar to how humans can recognize something unfamiliar—Ilike identifying a new animal as a cat or
bird—based on general traits and past experience [[106].

ZSL tackles the problem of imbalanced datasets by training on a limited number of classes while using extra semantic
information to recognize new, unseen categories [104][[L07]][108]. To better connect input data with label meanings,
Akata et al. introduced a label embedding model [[109]. Lampert et al. also developed an attribute-based method that
uses semantic features to identify categories not seen during training to deal with domain shift in ZSL. Kodirov et al.
proposed a semantic autoencoder, offering an alternative to traditional projection techniques [110].

Rao and Mane’s study explores the application of zero-shot learning (ZSL) in the context of adaptive cyber security
systems to detect previously unseen data by incorporating both labeled and unlabeled data [111]] and they introduced an
explainable artificial intelligence (XAI) approach designed to provide insights into how the models arrive making final
decisions based on the input features used for prediction. In another contribution, Zhang et al. present a ZSL-based
framework aimed at identifying previously unseen attack types. Their method involves learning a projection from
the feature space to a semantic space. Features of known attacks are mapped into this semantic domain, and then
reconstructed back into the feature space while minimizing reconstruction error to detect new attack instances [112]].

The potential of machine learning, particularly ZSL, is being explored in cybersecurity to enhance the detection and
mitigate the emerging threats and potential attacks. Rao and Mane proposed a ZSL-based approach to address the
issues of alarm flooding in cybersecurity systems. Their method integrates explainable Al to anticipate anomalies by
interpreting the behavior of the machine learning model, thus paving the way for intelligent flagging of suspicious
activity types [L13]]. This can improve the ability of Security Information and Event Management (SIEM) systems to
distinguish between normal and malicious traffic using contextual factors.

Similarly, Zhang et al. developed a zero-shot learning framework tailored to detect unknown cyber threats, and their
model used deep neural networks (DNNSs) to extract key features from network traffic and categorize it into known
or unknown attack types based on the extracted semantic characteristics. Based on the final results demonstrated that
their ZSL technique outperformed conventional models across two benchmark datasets and underlining its potential for
real-time threat detection in previously unencountered attack scenarios.

Komisarek et al. [[114] proposed an innovative flow-based anomaly detection method using zero-shot learning to identify
unknown cyberattacks. Their model examines the temporal behavior of network traffic and classifies data flows as
either regular or anomalous. Their approach, much like that of Zhang et al., consistently outperformed other modern
machine learning algorithms, reinforcing the strength of ZSL in cybersecurity applications.

In another study, Sarhan and collaborators explored zero-day attack detection using ZSL-enhanced machine learning
models. These models utilized attribute learning to map network-level features to semantic information derived from
known attack categories. During the inference phase, the model was able to link previously unseen (zero-day) threats
with known ones by analyzing patterns in the learned attributes [[115].
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To better quantify the efficacy of zero-shot approaches in cybersecurity, the Zero-day Detection Rate (Z-DR) was
introduced. This metric reflects a model’s capability to recognize previously unknown threats. In the same context,
Barros et al. [116] applied zero-shot learning to malware detection, classifying malicious software into both familiar
and novel families. Leveraging DNNs for feature extraction, their system demonstrated superior performance compared
to traditional techniques in identifying previously unseen malware variants.

Liu et al. [117] also came up with a new architecture. They built a spiral-reinforced self-evolving ZSL model that
uses a two-stage preview-and-review method to improve its learning over time so that it can better generalize to new
classes or threats. All of this research shows that zero-shot learning is becoming more important in cybersecurity, and
its capacity to apply what it knows to new situations makes it a strong candidate for improving threat detection systems.
Romera-Paredes and Torr then suggested a simple ZSL implementation that can do better than current methods by up to
17%, even though it only needs one line of code [118]].

Pourpanah et al. provided a detailed classification and critique of generalized zero-shot learning (GZSL) methods which
highlighting current gaps and future research needs [[119]. Wang et al. expanded this discussion by offering an in-depth
overview of ZSL settings, methodologies, and applications, emphasizing its cross-domain relevance [120]]. To improve
benchmarking in this area, Xian et al. [96]] introduced a new dataset and conducted comparative analyses of leading
ZSL and GZSL models. Finally, Sun, Gu, and Sun [121]] comprehensively reviewed the trajectory of ZSL, examining
its technological evolution, common use cases, ongoing research themes, and forward-looking prospects.

2.6 Research Gap

The majority of research publications examining voice phishing prevention and vishing detection have serious flaws in
the datasets that were utilized to train and assess the models. These restrictions pose serious problems that affect the
robustness, generalizability, and efficacy of the models. A few studies draw attention to the lack of real-world datasets
for vishing. This restriction makes it more difficult for the models to pick up real-world vishing patterns, and the
models are limited to simulated or fake vishing efforts due to the lack of real data, resulting in not accurately reflecting
the variety of strategies employed by attackers in real-world fraud attempts. Additionally, there is a lack of diversity in
the speaking styles, languages, and accents of the datasets since victims of vishing attempts are frequently drawn from
a variety of demographic and geographic backgrounds. This diversity issue could lead to models that function well
under certain scenarios but not under others. Therefore, when confronted with vishing attempts incorporating various
language nuances or speaking patterns, these models might not be able to generalize. The quantity of genuine calls
greatly exceeds the quantity of phone scams or fraudulent calls. Due to the models’ inclination toward the majority
class (legitimate calls), this mismatch presents a considerable barrier to training them and results in subpar identification
of occurrences of the minority class (vishing calls).

The absence of acoustic diversity in datasets indicates that they do not include a range of voice attributes, such
as tone, pitch, and background noise, and due to this issue, the models become highly sensitive to small changes
and are more likely to overfit. As such, these models generally perform poorly when tested on voice samples that
have various acoustic characteristics. Call information and temporal elements are essential for deciphering call
patterns and identifying anomalies that are absent from datasets that would affect model performance. Key signs
of fraudulent conduct, such as irregular call times, suspicious call frequencies, or abnormal call lengths, may go
unnoticed by models in the absence of these qualities. There are several benefits to using text-based datasets for
vishing detection in terms of privacy, ethical issues, and in cases of data protection laws. Redacting personal identifiers
like names and account numbers from text data can simply anonymize since they are private information, and by
doing this, can safeguard people’s privacy. Additionally, using text data has more benefits; text-based datasets can
be sourced, processed, and simulated easily, which increases their accessibility for research needs. They minimize
the gathering of sensitive data and streamline the anonymization process to comply with laws about data privacy,
such as the General Data Privacy Regulation (GDPR). The first mention of anonymization is found in the GDPR
[122]]. A natural person’s ability to be identified should be assessed by taking into consideration all the methods
that are reasonably likely to be employed, such as singling out, to identify the person either directly or indirectly
by the controller or by another party. Consideration should be given to all objective factors, including the costs
and duration of the identification process, while also keeping in mind technological advancements and the state
of the art when determining whether or not the means are reasonably likely to be used to identify the natural person [122].

There is another method for generating synthetic voice data is the Text-to-Speech system is considered a better way to
mitigate GDPR compliance risks. But, still, it has some challenges as synthetic data remains within GDPR compliance
Even though TTS-generated synthetic voices are not connected to real people directly, they might nevertheless cause
issues if they are trained using data that contains recognizable patterns, including distinct vocal traits or intonations

24



from particular persons. Under GDPR, the synthetic speech may qualify as personal data if it resembles the genuine
voice used for training. The input text used to generate the synthetic voice may still be subject to GDPR if it contains
personally identifiable information (PII), such as names, addresses, or other sensitive information, even though the
voice generated is artificial [123]]. So, translating input text into speech might potentially constitute a GDPR breach
if the information can be linked to a specific person. Therefore, information that does not relate to an identified or
identifiable natural person or personal data that has been rendered anonymous in a way that makes the data subject no
longer identifiable should not be covered by the principles of data protection [123]]. Zero-Shot Learning (ZSL) is a
workable technique because labeled vishing datasets are scarce. Without the need for further annotated data, it uses
semantic representations to categorize invisible social engineering techniques like impersonation or urgency [124]). This
enables models, even with insufficient training data, to generalize to novel fraud patterns.
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Chapter 3

3 Methodology

3.1 Dataset Used

We used the Fraud Call Dataset, compiled by Ashish Goraniya and made publicly available on Kaggle, for this study.
The dataset contained 5,000 text-based records, each representing a transcript of a voice call and categorizing the
communication as either fraud or normal. The original annotations were created by the dataset author; however, the
dataset documentation does not specify the methods used for annotation validation. Each message resembled a short
conversation between a scammer and a real person over the phone. As illustrated in Figure 1, the dataset was structured
in CSV (Comma-Separated Values) format for efficient processing, while Figure 2 displayed a snapshot of the raw text
data, highlighting the conversational nature of the messages. Despite the modest size of the dataset, it captured critical
social engineering elements such as urgency, impersonation, authority-based deception, and requests for sensitive
data. These traits made it a valuable resource for vishing-related research, as they could be readily identified and used
for detecting deception. One of the key challenges during dataset selection was the limited availability of labeled,
voice-based fraud datasets; most publicly available datasets were related to SMS or email. Building a large, labeled
corpus from scratch would have been highly resource-intensive and time-consuming. To address this limitation, we
adopted a Zero-Shot Learning (ZSL) approach, which leveraged the semantic relationship between input text and
descriptive fraud categories regardless of dataset size. This enabled the classification of unseen data without relying
on extensive labeled training examples by using the semantic meaning of the text and the description of fraud tactics.
This method proved especially effective for small, imbalanced datasets, allowing us to identify fraud based on social
engineering characteristics and to enhance model interpretability across evolving scam tactics.

Type .Text
fraud hello i m bank manager of SBI ur debit card is about to expire would u want to issue new card
fraud Todays Vodafone numbers ending with 4882 are selected to a receive a 350 award If your number matches call 09064019014 to receive your 350 award

normal Please dont say like that Hi hi hi

normal  Thank you

normal Oh that was a forwarded message | thought you send that to me

normal  Got it Seventeen pounds for seven hundred ml hope ok

normal Me and him so funny

normal  Sweetheart hope you are not having that kind of day Have one with loads of reasons to smile Biola
normal  When you log in let me know the date and time Dad is coming to fetch you home now

normal  What are we going to do in the shower baby

normal | had askd u a question some hours before Its answer

normal  Welli am definitely need to restock before thanksgiving i will let you know when Im out

normal He said Kiss kiss | cannot do the sound effects He is a gorgeous man is not he The kind of person who just needs a smile to brighten his day
normal Probably gonna swing by in a wee bit

normal  Ya very nice be ready on thursday

normal Hello We have braved the buses taken on the trains and triumphed we have made it to Birmingham Have a jolly good rest of the week
normal  Watching cartoon listening music amp at eve had to go temple amp church What about you

normal Do you mind if | ask what happened You dont have to say if it is uncomfortable

normal No problem | wi will send to your email

fraud You have won 1000 cash or a 2000 prize To claim call 09050000327

normal  Thats cool Sometimes slow and gentle Sometimes rough and hard

normal Im gonna say no Sorry | would but as normal am starting to panic about time Sorry again Are you seeing on Tuesday
fraud hello sir i am from jio customer care in 23 hours your sim wi will be closed do u want to activate it
fraud hello sir i am from airtel customer care in 23 hours your sim wi will be closed do u want to activate it

Figure 1: Dataset in CSV Format

The adoption of the text datasets in the vishing detection has numerous advantages on the privacy, ethic, and legal
from such as GDPR. Text data is also simple to anonymize just black out menacing items so no one’s name, phone
number, or account number can show through. This strategy not only helps people follow GDPR rules, but it also helps
researchers use data in a responsible way. According to GDPR [122]], you need to look at all the ways that a natural
person could be identified, whether by the controller or anybody else, directly or indirectly. Technological progress and
the cost and possibility of re-identification must also be taken into account. Text-based data presents lower compliance
risks than audio datasets. For example, Text-to-Speech (TTS) systems have been studied as a solution for generating
synthetic voice data without resorting to natural voices. However, challenges remain. If the TTS models are developed
based on the dataset with a particular speaker’s vocal characteristics or intonation, the generated voice will still have
some resemblance to the original speaker, which may violate GDPR if identifying the speaker and qualify as personal
data [123]. Similarly, if input text used in TTS contains PII, the synthetic TTS output generated could also contravene
GDPR if the information can still be personally attributed to someone, although artificially produced.
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fraud helleo sir ,i am from hdfc bank of india do you have £ill
application form for loan. i called you for werify your document, tell me
yvour aadhar number and otp of your mobile number.

fraud hello sir ,1 am from bank of baroda india do you have fill
application form for loan. i called you for verify your document, tell me
your aadhar number and otp of your mobile number.

fraud hello sir, i am from pavtm there are offer in paytm upgrade your
account so you can enjoy better cashback offrs.

fraud you won a lucky draw for shopping on an amazon, provide your bank
details for deposit your amcunt towards logistics charge.

fraud you won a lucky draw for shopping on an flipkard, provide your bank
details for deposit your amcunt towards logistics charge.

fraud you won a lucky draw for shopping on an myntra, provide your bank
details for deposit your amcunt towards logistics charge.

fraud hello sir we are from covid-1% health care center, for wvacclnation
call 7845963214

fraud hello sir, 1 am from covid-19 center, you have filled the form for
vaccination, we are for vefication of your document.

fraud hello sir, i am from covid-19 center, those who are vaccinated they
will get money by indian goverment please tell me account detaill to
deposit money in your account.

fraud hello sir, 1 am from covid-19 center, for vaccination you have to
pay money ,please pay your money on this upl myupi@axis

normal hello, how are you. i am fine, what about you.
normal hii,
normal hello,

fraud hello, you have won 10000 INR, do you want to deposit it in your
bank account.

fraud give me your bank account number and debit card number for deposit
money in your bank acecount.

fraud hello sir,i am from sbi bank,do you want a new credit card.give
your aadhar and mobile number for issue a credit card.

fraud hello sir, to get a 500 INR wvoucher for play rummy go to this link
http://zyz.abc

fraud hello, 1 am from indian army. by mistakely i have given your meobile
number in amozon during online shopping, that why you have got an otp,
please tell me that otp.

fraud As a wvalued network customer you have besn selected to receive 5000
INR prize reward! To claim call 09061701461. Claim code KL341. Valid 12
hours only.

Figure 2: Raw Text-Based Vishing Dataset (Non-CSV Format)

3.2 Proposed Methodology

In this research, we propose a way of incorporating ZSL (zero-shot learning) for unsupervised detection of vishing
(voice phishing) calls to mitigate the issues raised by the lack of labelled data. The performance of the ZSL model is
compared with Naive Bayes, Support Vector Machine (SVM), Logistic Regression, and Decision Tree as traditional
Machine Learning (ML) models and Long Short-Term Memory (LSTM) model as a Deep Learning (DL) model in
order demonstrate its effectiveness. Our choice of these models was due to their good track record in text classifications
as well as different ways to learn from data. We chose Naive Bayes for probabilistic classification, where it achieved
good performance on high-dimensional text and acts as a useful baseline. We select SVM since it is possible to conduct
classification procedures (e.g., phishing detection) by SVM. SVM has a very good performance among the two classes
when it comes to identifying less prominent patterns and may also be helpful in detecting advanced phishing attacks that
require complex social engineering activities [[125]. Logistic Regression is linear, performs well, and is interpretable,
and is also widely used in binary classification problems. We chose the Decision Tree model for its interpretability
and flexibility to model non-linear relationships, as well as its ability to shed light on relative feature importance.
Furthermore, the LSTM model is chosen as one of the deep learning methods, which has the capability to capture
sequential dependencies and the contextual meaning in text, being beneficial to interpret message patterns in vishing
detection. ZSL, on the other hand, overcomes the need for large labeled data by generating classes with no instances
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and uses language information in making predictions, thus making it a viable choice for such scenarios where there are
few known examples of fraud cases and learn from them.

The study used a step-by-step testing procedure, which meant that the size of the data taken so decided to start from
a 1000-entry dataset to 5000. This method made it possible to see how each model works with additional data and
how well they work when trained on smaller datasets. This kind of testing is helpful in real-life examples of fraud
detection with limited labeled data. In the last step, all of the models were compared using conventional assessment
scores. The goal was to prove that Zero-Shot Learning (ZSL) can still operate well even when it doesn’t have examples
with labels for each category. This method also helped us better understand how machine learning, deep learning, and
ZSL individually deal with the problems of detecting text-based vishing, especially when there aren’t many resources
available.

Figure 3 illustrates a framework for fraud detection, comparing the performance of traditional ML/DL models and a
ZSL training model using defined metrics.

ML Models/DL Model
Naive Bayes,
z Support Vector Machine
B o] o] e | s |
e odule i
Dataset with DecisionTree, Random
FraudHam Forest/LSTM

‘Word Embedding Block
and Feature Extraction

Performance .
— & Evaluation comparison
Metrics

Model
Embedding .| ZSL Training Model Prediction
Module(BERT, ‘ T

Figure 3: Proposed Architecture

3.3 Data Preprocessing

The dataset needs to be cleaned because it includes text data from the call transcript, and it contains unwanted characters
and special symbols. To improve the quality of the data, it should be cleaned using preprocessing techniques and remove
noise and inconsistencies. The clean data that is produced offers a solid basis for analysis. Therefore, preprocessing of
the data is required before the next steps. As depicted in Figure 4, the preprocessing workflow begins by converting all
text to lowercase to maintain uniformity. This is followed by the removal of unwanted tokens, including hyperlinks
and symbols. After that, phrases are lemmatized, which means that words are changed into their base forms, which
makes the language less complicated and helps algorithms understand better. These processes make sure that the data is
consistent and useful, which makes it a solid base for the next steps in the fraud detection process.

3.3.1 Lowercasing

Text typically uses full capital letters and abbreviations. This process is often skipped, but it is one of the easiest
text preprocessing techniques, and it is useful for very sparse datasets. It is found that non-identical case texts (e.g.,
"URGENT" and "urgent") lead to different results. This suggests that even though two words and two different word
vectors are generated in the later stages of word embedding, the computer thinks that in these cases, when the words are
similar but one is in caps and the other in lower case, they signify the same meaning. Since all characters are reduced to
lowercase and then represented as tokens, the best norm for processing the text is thus to make all characters lowercase
[126].

3.3.2 Remove special characters

Extraction of Special Characters in Context-sensitive Text Processing. Special characters such as punctuation, symbols,
and numbers are examples of special characters, which can often add noise in the text data, thereby making it hard
for machine learning models to make sense of it. In NLP, it is important to remove these tokens to clean the text for
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Figure 4: Data Pre-Processing steps

the analysis. By stripping away superfluous parts not contributing to the semantic meaning of words, this technique
enhances fraud detection. Stripping out abnormal characters from call transcripts, for example, helps fraud detection
models focus on words, and not punctuation or phone numbers [[126].

3.3.3 Tokenization

Tokenization is the process of breaking text up into smaller parts, like words, letters, and punctuation marks, which
are all called tokens. When there is a space or punctuation mark, this separation normally happens. This phase is very
important for the following stages of text processing since it makes it easier to get rid of unnecessary or irrelevant parts.

3.3.4 Stopwords Removal

Words like “the,” “are,” “is,” and” are mean less in natural language processing, except for a few edge cases. For instance,
in the text or document classification use case, these additional words are not considered for relevance. Keywords are
not extracted; the only extracted keywords are those that constitute the themes. As a consequence, the more stop words
are detected and cleaned, the better the work of the classification algorithms. It is also worth considering that for some
applications, such as conversational models, the use of explicit negation such as "No," "cannot," "won’t," and "not" is
crucial to understanding the sentence’s context and meaning [[126]].

3.3.5 Lemmatization

Lemmatization obtains the lemma of a word by eliminating or replacing its final suffix. In contrast to stemmed words,
lemmas are always meaningful words. One popular text preprocessing step in natural language processing that has
shown excellent results is lemmatization.

3.4 Class Resampling

Developing an effective classifier for binary tasks will be significantly hampered by imbalanced classes [127]].
A majority classifier, which labels all instances with the most represented class, would produce results that are
quite accurate because classes are expected to be extremely imbalanced[128]]. The precision, recall, and F1-score
are considered our main evaluation metrics, and would all suffer due to their failure on every item in the other
two classes. Class resampling approaches and several alternative solutions will be employed to overcome this issue [129].

3.5 Embedding Module

BERT, or Bidirectional Encoder Representations from Transformers, is a major NLP breakthrough, advancing the way
computers interpret the meaning of context in the text [[130]. BERT is specifically designed to produce a language
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model, and therefore, we use only the encoding portion. The sequence of tokens is input to the Transformer encoder.
The tokens are first converted to pre-trained vectors and fed into the network. The output consists of a series of vectors
(one for each of the input tokens) containing contextualized token representations. Here, BERT is engaged for feature
extraction, which comprises obtaining semantics as well as context and word embedding. BERT embedding is a
context-dependent word embedding, which takes the order of words in the context into consideration, and learns the
context-specific nuances [131]][132].

3.6 Zero-shot Learning

Zero-Shot Learning (ZSL) model for text-based vishing detection will first extract features using semantic embeddings
such as BERT. These embeddings will then be mapped to specified attributes. To provide efficient vishing detection
without requiring prior exposure to unseen data, the model will be trained on seen classes before being applied to
unseen classes to forecast attribute scores and categorize text into fraud or normal.

Figure 5 illustrates the Zero-Shot Learning (ZSL) model methodology for text classification, from feature extraction to
training on seen classes and inferring unseen classes for robust fraud detection.

ZSL Training
Model

Feature Extraction. => Attribute Mapping W Training with seen class BB, Inference on unseen [ C|assification

Input: Raw text data

Input: Text
embeddings &
predefined attributes

Input: Text
embeddings,
attribute scores, and
class labels.

Example: This is an
|| urgent request.
Please provide your
bank details
immediately

Input: Predicted
attributes and class
definitions

Input: Trained model
and unseen text data

N I

-~
Expected Output:
Textual descriptors
(like words and
phrases)

Expected Output:
Attribute Score(Social
engineering Tactics)

Expected output:
Attribute score for
unseen data

Expected output:
Predicted
class(fraud/Normal)

Expected output:
Trained Model

Figure 5: ZSL Training Model

ZSL can be conceptualized as a two-stage process, including the training and Inference stages.

1) Training stage: Acquiring Knowledge from Recognized Patterns In this stage model learns the semantic charac-
teristics linked to social engineering techniques, including urgency, authority, requests for sensitive information, and
impersonation, by training with a small set of labeled instances, such as messages which marked as "fraud" or "normal".
The approach builds a rich representation of fraud-related patterns by analyzing how these features appear in text rather
than depending solely on particular labels.

2) Inference phase: Generalizing to Unseen Cases

During the inference phase, Zero-Shot Learning (ZSL) allows the model to detect fraudulent messages it has never
encountered before which eliminating the need for labeled examples of every possible fraud scenario. The inference
process typically follows three key steps, which start with an input message, for example, “Your account is blocked.
To validate who you are, click here.” This is passed through the model and transformed into a semantic feature vector.
This representation captures both the grammatical structure and contextual cues of the message, and then the model
compares this encoded representation with the pre-trained semantic embeddings of various social engineering tactics,
including “impersonation,” “urgency,” “authority,” and “sensitive information.” In the final step, similarity scores are
calculated—often using cosine similarity—to measure the closeness between the input message and each tactic’s
conceptual embedding. If the message aligns closely with one or more of these high-risk tactics based on the score,
and scores are high, it is flagged as fraudulent, even if the specific message was never seen during training. This
approach makes ZSL particularly effective in dynamic fraud detection environments, where data is scarce and fraudulent
techniques continue to evolve [133]].
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3.6.1 Feature Extraction

This is an urgent request. Please provide
your bank details immediately. _

Embedding
[[0.45, -0.12, 0.56, ...] [0.57,-0.34,0.189, .1 L Embedding/Feature vectors

Figure 6: Feature Extraction

Figure 6 gives an overview of the feature extraction adopted in ZSL for text-based fraud detection. During training,
the model extracts features from text or other data types from the seen classes. These attributes can involve textual
descriptions. Preprocessing the input text, e.g., "This is an urgent request,” is the first part of feature extraction. After
that, it creates a compact numerical representation of words or sentences which are known as embeddings. By keeping
contextual information and the larger meaning, these embeddings represent the semantic meaning of the text. For the
purpose of improving some aspects of information representation to make the message more understandable for the
follow-up classification, key elements such as "urgent request” and "bank details" are encoded based on their importance
and role in the message.

3.6.2 Attribute mapping

The model learns to transform these features to a feature of attributes or embeddings. Attributes are interpretable
properties that are common in the seen and unseen classes. Embeddings are dense vector representations suited to
representing semantic relations between classes. Attribute transfer in the ZSL framework is illustrated in Figure 7,

Word Embeddings Word Embeddings for Predefined Attribute
for Input Sentence Terms
Urgency-related terms Sensitive Information

Figure 7: Attribute Mapping(Attribute-Based ZSL)

where the embedding of a text is compared with an attribute vector representation of prevalent semantic concepts that
code for typical fraud tactics. These features, like urgency, authority, and demand for personal details, are conceptual
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categories indicating a social engineering strategy. The model computes scores measuring the proximity of the input to
each of the attributes, based on similarity.

In this step, we need to find out the attribute score using Cosine Similarity

A-B n o AB;
cosine_similarity(A, B) = = 2=y AiBs

ClAllBl Y A2 B

A - B is the dot product of the vectors Aand B ,

|| Al and || B|| are the magnitudes (lengths) of the vectors A and B, respectively.

Pre-attribute

a-b=(0.5x0.6)+(0.3x0.4)+(0.1x0.2) lall= (0.5)2 + (0.3)2 + (0.1)2 =0.25+0.09+0.01=0.35~0.59
a-b=0.3+0.12+0.02=0.44 Ibll= (0.6)2 + (0.4)2 + (0.2)2 =0.36+0.16+0.04=0.56=0.75

Cosine Similarity=0.44/0.59x0.75 =
0.995

Figure 8: Cosine Similarity

Figure 8 illustrates the detailed cosine similarity calculation between the input text and predefined semantic attribute
embeddings. In this research, embeddings in the Zero-Shot Learning (ZSL) framework were matched using cosine
similarity. Cosine similarity quantifies how similar the vectors are in meaning, independent of length, for vishing
detection, which depends on the semantic embeddings of call transcripts. Cosine similarity concentrates on the direction
of vectors, which makes it more dependable for text embeddings than Euclidean distance, which is influenced by vector
size and high-dimensional characteristics. Additionally, prior research has demonstrated that cosine similarity performs
well on ZSL tasks, assisting in the classification of invisible fraud categories according to their semantic significance

[134][135].

3.6.3 Training with seen classes

Based on seen classes, the model learns the mapping from extracted features to the corresponding attribute or embedding.
In this stage, one learns from labeled data where the attributes of each class are known. The model is trained using
text embeddings, class labels, and suitable attribute scores. It develops the knowledge based on some combinations of
attribute scores, like high urgency and personal data requests are a strong indication of fraud. A model that can identify
and classify fraud based on these learned attribute score patterns is the end result of the learning process.

3.6.4 Inference on unseen classes

When dealing with a novel class, the model leverages the learned mappings to estimate attributes or representations
based on the new data features. During the extraction of features, the model first processes the text by transforming
it into a word embedding with a view to its semantics. These embeddings compute attribute scores by matching the
message with pre-defined categories, such as urgency, authority, and personal information request. The model uses this
scoring to estimate the probability that the message is a fraudulent request.
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3.6.5 Classification of unseen classes

The last step is to compare the predicted attributes or embeddings to a predefined set for new classes. The nearest class
label with attributes or embeddings closest to the outputs will be assigned by the model.
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Chapter 4

4 Evaluation of Proposed Model

The experiments and objective assessment of the model will be presented in this chapter, following the discussion of the
literature and technique explained in the previous two chapters. Section 3.1 presents the dataset that was used for the
experiments to evaluate how ZSL performs when handling small datasets. The studies were repeated using various
subsets—1,000, 2,000, 3,000, 4,000, and 5,000 entries—in order to achieve that. For consistency’s sake, the same
processes were also carried out for the DL model and classical machine learning, respectively. Lastly, we contrasted
ZSL’s performance with that of conventional ML and DL methods.

The suggested ZSL system was trained on a text-label data set corpus that had 1000 normal/fraud cases. We don’t need
to use any class sampling methods like SMOTE, even if the dataset is unbalanced, because ZSL works by checking the
semantic correlations between the seen and unseen classes instead of directly relying on the distribution of the labeled
data [[136],[[137]]. This ZSL model is founded on an understanding of social engineering strategies, including Urgency,
Authority, Sensitive Information, and Impersonation. In this study, these techniques were found manually and given
more meaning.

# Social engineering tactic definitions
categories = {

"Urgency™: "Creating a sense of urgency or pressure to make the user act quickly.",

"Authority": "Using authority or expertise to manipulate the target into complying with a request.”,
"Sensitive Information™: "Attempting to acquire confidential or sensitive information from the target.",
"Impersonation”: "Pretending to be someone else to gain access to confidential information.™

Figure 9: Social Engineering Tactics Definition

The specifications for the social engineering tricks are given in Figure 9. For semantic representations of these tactics,
the BERT model is used to encode a description of each tactic, and the resulting token-level embeddings are averaged
to form a single fixed-length vector, which we refer to as the tactic embedding. To check if an input message uses any
of these tactics, the input message is then matched with all tactic embeddings to measure the similarity of the input
message with each tactic using the cosine similarity that as pointed out in 3.6.2. Cosine similarity is a measurement
that calculates the cosine of the angle between two non-zero vectors of an inner product space. After acquiring
similarity scores of input text and tactics by checking high-risk fraud keywords, as well as causal context phrases, to
eliminate non-fraudulent messages that happen to contain words that are usually used in fraudulent messages. Finally,
the message is classified either “fraud” or “normal” with the detailed reasoning provided by the model for interpretability.

Text Label  Urgency Authority Sensitive liImpersonation Predicted Type  Prediction Reason Correct
Hello i m bank manager of SBI ur debit card is about to expire would ¢ fraud 05221 05179 0.5202 0.5412 fraud Fraud keywords matched: bank, debit; Multiple high-risk tactics >= 0.6 TRUE
Todays Vodafone numbers ending with 4882 are selected to a receive fraud 05979 0584  0.5186 0.5577 fraud Fraud keywords matched: call; Multiple high-risk tactics >= 0.6 TRUE
Please dont say like that Hi hi hi. normal 05033 04574  0.4735 0.4855 normal 5L says it's a casual message with low tactic risk TRUE
Thank you. normal 0.4523 0.4366 0.4462 0.4434 normal ZSL says it's a casual message with low tactic risk TRUE
Oh that was a forwarded message | thought you send that to me.  normal 05588 0.5357  0.5168 0.5772 normal No strong indicators TRUE
Got it Seventeen pounds for seven hundred ml hope ok. normal 05203 04793  0.4236 0.4994 normal 25L says it's a casual message with low tactic risk TRUE
Me and him so funny. normal 0.4912 0.4579 0.4777 0.5334 normal ZSL says it's a casual message with low tactic risk TRUE
Sweetheart hope you are not having that kind of day Have one with Icnormal 05709  0.5577  0.5167 0.5608 normal No strong indicators TRUE
When you log n let me know the date and time Dad is coming to fetc|normal 06083 0562 0.5264 0.5597 normal 25L says this is very likely not suspicious TRUE
What are we going to do in the shower baby. normal 0536 0.5051  0.4804 0.5186 normal Z5L says it's a casual message with low tactic risk TRUE
I had askd u a question some hours before Its answer. normal 05155  0.4829  0.4584 0.527 normal 5L says it's a casual message with low tactic risk TRUE
Welli am definitely need to restock before thanksgiving i will let you knormal 05468  0.5034  0.4974 0.5094 normal 5L says it's a casual message with low tactic risk TRUE
He said Kiss kiss | cannot do the sound effects He is a gorgeous man i normal 0.6569  0.6336  0.583 0.6265 normal 5L says this is very likely not suspicious TRUE
Probably gonna swing by in a wee bit. normal 04469  0.4477  0.4517 0.4773 normal 5L says it's a casual message with low tactic risk TRUE
Ya very nice be ready on thursday. normal 0.4925 0.4828  0.4784 0.4907 normal ZSL says it's a casual message with low tactic risk TRUE
Hello We have braved the buses taken on the trains and triumphed w«normal 05587  0.5208  0.4979 0.5437 normal No strong indicators TRUE
Watching cartoon listening music amp at eve had to go temple amp c|normal 05562 05219  0.4623 0.5794 normal 25L says this is very likely not suspicious TRUE
Do you mind if | ask what happened You dont have to say if it is uncor normal 05762 0.5316  0.5253 0.5431 normal Z5L says this is very likely not suspicious TRUE
No problem | wi will send to your email. normal 05415 04875  0.496 0.5272 normal Z5L says this is very likely not suspicious TRUE
You have won 1000 cash or a 2000 prize To claim call 09050000327. fraud 05904  0.5745  0.5369 0.5564 fraud Fraud keywords matched: call, you have won, cash; Multiple high-risk tactics >= 0.6 TRUE
Thats cool Sometimes slow and gentle Sometimes rough and hard.  normal 0.586 0.5527  0.4976 0.5591 normal Z5L says this is very likely not suspicious TRUE
Im gonna say no Sorry | would but as normal am starting to panic abo normal 05064  0.4856  0.4668 0.5036 normal 5L says it's a casual message with low tactic risk TRUE
Hello sir i am from jio customer care in 23 hours your sim wi will be cl fraud 05929 05412 0.5371 0.5646 fraud Fraud keywords matched: activate, customer care; Multiple high-risk tactics >= 0.6 TRUE
Hello sir i am from airtel customer care in 23 hours your sim wi will be fraud 0.6019  0.5464  0.5435 0.5658 fraud Fraud keywords matched: activate, customer care; Multiple high-risk tactics >= 0.6 TRUE

Figure 10: Zero-Shot Learning Predictions with urgency, authority, sensitive information, and impersonation risk
indicators

Examples of the detailed ZSL predictions for message-level fraud classification, incorporating both prediction labels and
interpretability features represented in Figure 10. Each message is classified into one of these four social engineering
tactics, and these tactics’ scores, ranging from O to 1, support the model to justify why a set of suspicious behaviors
is associated with each other. The predicted label also has an associated textual justification, showing whether fraud
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keywords matched or not, and high-risk indicators. This structured output inspires confidence in the ZSL model’s
decisions and reveals that it can achieve clear, context-sensitive classification, a prerequisite for contemporary fraud
detection systems.

4.1 Metric Used

To evaluate how effectively the Zero-Shot Learning model identifies fraudulent calls, a set of standard classification
metrics is used: precision, recall, accuracy, and the F1-score. Accuracy represents the ratio of correct predictions to the
total number of predictions, providing a general view of model performance.

The mathematical formulas used to compute the evaluation metrics are as follows:

¢ Accuracy:

A TP+TN
ccuracy =
Y= TP{TN+FP+tFN
¢ Precision:
Precisi TP
recision = —————
M= TPy FP
¢ Recall:
Recall e
ecall = ————
TP+ FN
e Fl-score:
2 x Precision x Recall
F1-score =

Precision + Recall

* TP =True Positives
e T'N =True Negatives
» F'P =False Positives
* F'N = False Negatives
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4.2 Performance Analysis of Zero-Shot Learning Model

Table 3: Performance of Zero-Shot Learning Model Across Different Sample Sizes

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.97 0.99 0.98 0.99 0.97 0.84 0.94 0.89
2000 0.97 0.99 0.98 0.98 0.97 0.80 0.88 0.84
3000 0.97 0.98 0.98 0.98 0.97 0.82 0.82 0.82
4000 0.97 0.99 0.98 0.98 0.97 0.85 0.84 0.85
5000 0.98 0.99 0.98 0.98 0.98 0.83 0.84 0.84

Table 3 presents the performance results of the Zero-Shot Learning (ZSL) model across datasets containing 1000
to 5000 entries. Throughout all dataset sizes, the model maintains strong overall accuracy, with the normal class
(label 0) consistently achieving scores above 0.96, and occasionally reaching as high as 0.98. The metrics for genuine
(non-fraudulent) communications—namely precision, recall, and F1-score—remain high, generally ranging from 0.97
to 0.99, which reflects the model’s reliable ability to correctly identify non-fraud cases.

As for the fraudulent class (label 1), the model demonstrates improving performance as the data set size increases.
Accuracy for this class climbs from 0.97 at 1000 samples to 0.98 at 5000 samples. Fraud detection precision, however,
shows 0.84 at 1000 samples, a dip to 0.80 at 2000 samples, and then a rise to 0.83 at 5000 samples. Recall reaches 0.88
and stays consistently above 0.84 across all sizes. The F1-score for fraud detection also improves steadily, indicating
a better balance between precision and recall. These trends suggest that the ZSL model becomes more effective at
identifying fraud as more data becomes available, showing promise in detecting uncommon or subtle instances of
fraudulent activity.

Figure 11 illustrates the model’s evolving performance through confusion matrices for datasets of increasing size,
from 1000 to 5000 samples. Each subfigure shows how classification outcomes change as the dataset grows. At 1000
samples (a), the model already shows reasonable skill in distinguishing between fraud and normal instances, though
some normal messages are incorrectly flagged as fraudulent. With 2000 and 3000 entries (b, c), both true positives and
true negatives increase. By 4000 samples (d), false positives decline, and predictions become more consistent. At 5000
samples (e), the model shows a good performance, meaning well-balanced classification between both classes. These
observations suggest that a larger and more varied dataset improves the model’s semantic understanding, and it can
identify social engineering signs more accurately.

Compared to standard supervised learning techniques, the ZSL model does display a slightly higher rate of false
negatives. While this may initially appear to be a drawback, actually, it highlights one of ZSL’s strengths because
traditional models that depend heavily on learning common keywords or patterns from training data, ZSL bases its
decisions on semantic relationships between class labels and input text. This means that if a message does not contain
clear signs of fraud—Ilike specific scam-related phrases or impersonation tactics—it might be classified as normal, even
if it is labelled as fraud in the dataset. This behaviour reflects the ZSL model’s ability to understand abstract meaning
rather than just memorising patterns. In practice, ZSL is less likely to raise unnecessary alerts for messages that do not
have proper suspicious indicators. In contrast, traditional models may flag such messages based on pattern frequency
alone, which can lead to more false positives.
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Figure 11: ZSL Confusion Matrix Results Across Increasing Sample Sizes

4.3 Performance Analysis of Machine Learning and Deep Learning Models

This section offers an in-depth evaluation of various machine learning and deep learning algorithms applied to datasets
of varying sizes, from 1000 to 5000 samples. Table 4 summarizes the LSTM model’s performance across datasets of

Table 4: Performance of LSTM Model Across Different Sample Sizes

Sample Size | Accuracy (%) | Precision | Recall | Fl-score
1000 94 0.84 0.94 0.89
2000 94 0.84 0.88 0.84
3000 92 0.78 0.46 0.60

] 4000 [ 93.50 | 078 [ 046 [ 060 |

| 5000 \ 92 | 086 [ 046 | 060 |

increasing size, from 1000 to 5000 samples. When trained on 1000 entries, the model performs strongly, achieving 94%
accuracy along with a precision of 0.84, a recall of 0.94, and an F1-score of 0.89. These results suggest that the model
is effective in fraud detection in smaller datasets, especially good at minimizing missed fraudulent cases because of
the high recall. At 2000 samples, the model maintains the same accuracy (94%), with no change in precision, while
recall dips slightly to 0.88. The F1-score remains relatively strong at 0.84, showing continued balance in prediction
performance. A shift becomes evident from 3000 samples onward. Although the overall accuracy stays steady at 92%
and improves to 93.5% for 4000 samples, both cases show a notable decline in recall to 0.46, and the F1-score drops to
0.60. The model is also becoming less accurate in finding fraud when analyzing the precision value. When there are
5000 samples, the accuracy goes to 92%, but, recall is still low at 0.46, even though the precision has gone up a little
(0.86). The F1-score stays at 0.60. The lower recall across the bigger datasets shows that the model is becoming more
biased toward finding typical messages.
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Figure 12 presents how the LSTM model performs in detecting fraud across datasets ranging from 1000 to 5000 entries.
Each subfigure includes metric plots alongside a confusion matrix, giving a clear view of how well the model classifies
the data. This evaluation helps highlight how the LSTM model responds to increasing dataset sizes and how effectively
it manages the challenges of imbalanced fraud detection.

Figure 12(a) shows the LSTM model’s results on a dataset containing 1000 samples. The training and validation
accuracy curves both show rapid improvement and steady performance. From the confusion matrix, it is clearly seen that
the model correctly identified 12 fraud cases, while 15 were missed. All normal messages were classified correctly. This
setup results in high recall for fraud detection, though the precision is moderate due to the number of false negatives.

Figure 12(b) displays performance using 2000 samples. The accuracy and loss plots reflect consistent learning progress
between training and validation sets. The confusion matrix indicates the same classification outcome as in the 1000-
sample case: 12 fraudulent instances detected and 15 missed. This consistency suggests the model retained its earlier
behavior, although the added data did not yet lead to a noticeable improvement in fraud detection capability.

Figure 12(c) evaluates the model trained on 3000 samples. The accuracy continues to increase, and the loss decreases
steadily for both training and validation. The confusion matrix shows that 52 fraudulent communications were identified
incorrectly, and 3 messages were identified correctly, which are fraudulent. The model did a good job of identifying
typical messages, but its capacity to identify fraudulent activity declined significantly. This decrease in recall implies
that the model became less sensitive to the minority class as the sample expanded.

Figure 12(d) presents the outcomes for 4000 samples. The curves indicate consistent progress in both training and
validation accuracy. From the confusion matrix, the model correctly detected 7 fraudulent calls, while 72 were not
recognized. Only 2 normal messages were misclassified. Although precision remained relatively high and recall for
fraud remained low indicating difficulty in detecting all fraudulent cases.

Figure 12(e) summarizes the final evaluation with the full dataset of 5000 entries. Accuracy trends showed stable
improvement, and the validation curve followed the training line closely. The confusion matrix reveals 49 fraudulent
messages correctly identified and 57 were missed, and only 8 normal cases were incorrectly flagged. The model
demonstrated high precision (0.86) for fraud, but recall remained at 0.46, indicating that when the model predicts some
fraud, a notable portion still goes undetected.
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Figure 12: Evaluation results from the LSTM model on different visual metrics

Table 5: Performance of SVM Model Across Different Sample Sizes

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.92 0.99 0.91 0.95 0.92 0.62 0.96 0.75
2000 0.90 0.99 0.90 0.94 0.90 0.47 0.94 0.63
3000 0.92 0.99 0.92 0.96 0.92 0.54 0.91 0.68
4000 0.93 0.99 0.93 0.96 0.93 0.56 0.93 0.70
5000 0.92 0.99 0.92 0.95 0.92 0.56 0.92 0.73

Figure 13 shows how the SVM model performs when trained on datasets ranging from 1000 to 5000 samples. Final
result includes a confusion matrix and ROC curve, providing a clear view of how well the model separates fraudulent
cases from legitimate ones. In addition, Table 5 lists detailed performance metrics such as accuracy, precision, recall,
and F1-score for both the fraud and normal classes, and it also gives information like when dataset grows reveal how
the model’s accuracy, bias, and ability to generalise are affected by the amount of data used for training.

Figure 13(a) represents the model’s performance on 1000 samples, achieving a high AUC of 0.96. While recall for
the fraud class is strong, precision is low due to 16 false positives. This indicates overfitting and poor generalization
despite promising ROC (Receiver Operating Characteristic) results. Figure 13(b) represents results on 2000 samples,
where AUC remains 0.96. Although recall is maintained, the model misclassifies 37 normal instances as fraud, causing
a drop in precision and highlighting instability in fraud detection reliability. Figure 13(c) represents the 3000-sample
evaluation, where the model detects 50 frauds but wrongly flags 42 normal cases. Despite a consistent AUC of 0.96,
rising false positives lead to declining precision, weakening practical trust. Figure 13(d) represents the model on 4000
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samples with a slightly higher AUC of 0.98. However, 53 normal messages are misclassified as fraud, indicating that
improved recall comes at the expense of low fraud precision. Figure 13(e) represents the full 5000-sample dataset,
achieving a high recall and AUC of 0.96. Still, 71 false positives reduce fraud precision significantly, showing that the
model remains biased and unreliable for deployment.
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Table 6: Performance of Logistic Regression Model Across Different Sample Sizes
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Figure 13: Evaluation results from the SVM model on different visual metrics

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.94 0.99 0.93 0.96 0.94 0.68 0.96 0.80
2000 0.94 0.99 0.94 0.97 0.94 0.60 0.94 0.73
3000 0.94 0.99 0.95 0.97 0.94 0.63 0.91 0.75
4000 0.93 0.99 0.93 0.96 0.93 0.56 0.93 0.70
5000 0.94 0.99 0.94 0.97 0.94 0.61 0.91 0.73
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Figure 14 illustrates the outcomes of the Logistic Regression model on datasets of sizes 1000, 2000, 3000, 4000, and
5000 entries. For each dataset, a confusion matrix is provided to summarize classification results, and a ROC curve that
evaluates how well the model separates fraudulent messages from legitimate ones. Table 6 includes metric values that
help assess whether the model is able to provide fair and balanced classification across both fraud and normal.

Figure 14(a) represents the model’s performance on 1000 samples, having a high AUC of 0.96. While recall for the
fraud class is strong, precision is low due to 16 false positives. This indicates overfitting and poor generalization
despite promising ROC results. Figure 14(b) represents results on 2000 samples, where AUC remains 0.96. Although
recall is maintained, the model misclassifies 37 normal instances as fraud, causing a drop in precision and highlighting
instability in fraud detection reliability. Figure 14(c) represents the 3000-sample evaluation, where the model detects 50
frauds but wrongly flags 42 normal cases. Despite a consistent AUC of 0.96, rising false positives lead to declining
precision, weakening practical trust. Figure 14(d) represents the model on 4000 samples with a slightly higher AUC of
0.98. However, 53 normal messages are misclassified as fraud, indicating that improved recall comes at the expense of
low fraud precision. Figure 14(e) represents the full 5000-sample dataset, achieving a high recall and AUC of 0.96.
Still, 71 false positives reduce fraud precision significantly, showing that the model remains biased and unreliable for
deployment.
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Figure 14: Evaluation results from the Logistic Regression model on different visual metrics

Table 7: Performance of Decision Tree Model Across Different Sample Sizes

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.80 0.96 0.80 0.87 0.80 0.38 0.78 0.51
2000 0.84 0.98 0.85 0.91 0.84 0.33 0.80 0.47
3000 0.80 0.98 0.79 0.88 0.80 0.29 0.84 0.43
4000 0.82 0.82 0.89 0.82 0.82 0.32 0.88 0.47
5000 0.85 0.98 0.85 0.91 0.85 0.39 0.86 0.53
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Figure 15 illustrates the efficacy of the Decision Tree model trained on varying dataset sizes, and results are represented
using a confusion matrix and ROC curve that displays the classification outcomes and assesses the model’s capacity to
distinguish between fraudulent and authentic cases. This visual amalgamation elucidates the model’s overall accuracy
and the equilibrium between the true positive rate and false positive rate, both of which are crucial in fraud detection
systems. Table 7 further supports this analysis by outlining the core performance scores, accuracy, precision, recall,
and F1-score, for both fraud and normal classes. The differences in these metrics across sample sizes indicate how the
model adjusts to more data, affecting its stability, prediction quality, and reliability. Figure 15(a) represents the result on
the 1000 sample with an AUC of 0.79, and 21 fraudulent messages were correctly identified, and 35 normal messages
were missed.

Figure 15 (b) displays results on the 2000-sample dataset and gets an AUC of 0.82, which shows it correctly identifies
28 fraud cases and misses 56 legitimate messages. Although there is a slight improvement in recall, the elevated false
positive count negatively impacts precision, highlighting the model’s difficulty in reliably separating the two classes.

In Figure 15(c), performance on the 3000-sample dataset is depicted. The model successfully flags 46 fraudulent
instances while missing 9, yet the number of false positives surges to 113. Despite maintaining an AUC of 0.81, this
substantial rise in misclassified normal messages reflects diminished fraud precision and increased vulnerability to class
imbalance.

Figure 15(d) shows the results for the 4000-sample dataset. The AUC improves modestly to 0.85, and the model detects
63 fraudulent entries. However, it incorrectly labels 132 legitimate messages as fraud. This trend, while suggesting
better sensitivity, also signals a drop in precision due to an excessive number of false positives.

Finally, Figure 15(e) presents an evaluation on a 5000-sample dataset. As a result, AUC shows 0.85 by correctly
identifying 85 fraud cases but wrongly classifying 135 legitimate instances as fraudulent. This persistently high false
positive rate continues to compromise precision, indicating that despite acceptable recall, the model’s reliability for
real-world fraud detection remains limited.

55



True Positive Rate

Decision Tree - ROC Curve

1.0

0.8

0.6

0.4

0.2

0.0

—— Decision Tree (AUC = 0.79)

T T
0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

(a.1) ROC Curve

Decision Tree - Confusion Matrix

120

Normal
100

80

True label

r 60

Fraud 6 21 L 40

F20

T T
Normal Fraud
Predicted label

(a.2) Confusion Matrix

(a) DT Performance Metrics (1000 samples)

56




True Positive Rate

Decision Tree - ROC Curve

1.0

0.8

0.6

0.4

0.2

0.0

—— Decision Tree (AUC = 0.82)

T T
0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

(b.1) ROC Curve

Decision Tree - Confusion Matrix

300
250
Normal 56
200
©
o
=
© +150
=3
r 100
Fraud 4 7 28
r 50
T T ==
Normal Fraud
Predicted label
(b.2) Confusion Matrix

(b) DT Performance Metrics (2000 samples)

57




True Positive Rate

Decision Tree - ROC Curve

1.0

0.8

0.6

0.4

0.2

0.0

—— Decision Tree (AUC = 0.81)

T T
0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

(c.1) ROC Curve

Decision Tree - Confusion Matrix
400

350

Normal 113

300

250

r 200

True label

r 150

Fraud 9 46
r 100

r 50

T T
Normal Fraud
Predicted label

(c.2) Confusion Matrix

(c) DT Performance Metrics (3000 samples)

58




True Positive Rate

Decision Tree - ROC Curve

1.0

0.8

0.6

0.4

0.2

0.0

—— Decision Tree (AUC = 0.85)

T T
0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

(d.1) ROC Curve

Decision Tree - Confusion Matrix

500
Normal 132
400
©
o
=
° - 300
=
=3
r 200
Fraud 4 9 63
r 100
T T ==
Normal Fraud
Predicted label
(d.2) Confusion Matrix

(d) DT Performance Metrics (4000 samples)

59




Decision Tree - ROC Curve

1.0

0.8

0.6

0.4

True Positive Rate

0.2

0.0 —— Decision Tree (AUC = 0.85)

T T
0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

(e.1) ROC Curve

Decision Tree - Confusion Matrix
700

600

Normal 135

500

- 400

True label

r 300

Fraud 14 85 L 200

r 100

T T
Normal Fraud
Predicted label

(e.2) Confusion Matrix
(e) DT Performance Metrics (5000 samples)

Figure 15: Evaluation results from the Decision Tree model on different visual metrics

Table 8: Performance of Random Forest Model Across Different Sample Sizes

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.95 0.99 0.97 0.98 0.96 0.81 0.96 0.88
2000 0.95 0.99 0.98 0.98 0.96 0.77 0.86 0.81
3000 0.95 0.99 0.96 0.97 0.95 0.67 0.89 0.77
4000 0.95 0.99 0.97 0.98 0.95 0.76 0.92 0.83
5000 0.95 0.99 0.96 0.97 0.95 0.79 0.92 0.80
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Figure 16 gives an overview of the Random Forest model’s performance across different dataset sizes. For each case,
it includes a confusion matrix that shows how the model made its predictions, along with an ROC curve that helps
illustrate how well it can tell fraud apart from genuine messages. There are apparent changes in the model’s handling
of different-sized datasets, and variations in metric values provide an accurate picture of the model’s stability and
flexibility. Table 8 shows exact values for significant metrics in both the fraud and normal categories, which lends more
credence to this. These figures demonstrate whether the model’s performance is plateauing or getting better as the
volume of data rises.

Figure 16(a) shows the model’s evaluation on the 1000-sample dataset. The classifier achieves a high AUC of 0.97,
successfully detecting 26 fraudulent calls while incorrectly labeling only 6 legitimate ones. These results show high
recall and minimal overfitting, even with limited training data.

In Figure 16(b), performance on 2000 samples is depicted. The AUC slightly declines to 0.95. The model identifies 30
fraud cases, misses 5, and incorrectly flags 9 normal messages. Although still strong overall, the slight uptick in false
positives suggests a minor reduction in precision.

Figure 16(c) represents outcomes using 3000 samples. The AUC remains steady at 0.95, and the model correctly
classifies 49 fraud cases. However, it also produces 24 false positives, signaling a trade-off where sensitivity improves
but precision begins to suffer.

Figure 16(d) examines the model trained on 4000 entries. With the AUC improving to 0.97, the classifier detects 66
fraudulent messages while wrongly flagging 21 normal ones. This reflects a good balance between recall and error rate,
indicating the model scales well with more data.

Finally, Figure 16(e) displays performance using the full 5000-sample dataset. The Random Forest maintains a strong
AUC of 0.97, correctly identifying 91 frauds. However, 37 legitimate messages are misclassified as fraudulent, slightly
reducing precision. Despite this, the model shows effective generalization and maintains reliable recall, making it
suitable for large-scale fraud detection tasks.
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Figure 16: Evaluation results from the Random Forest model on different visual metrics

Table 9: Performance of Naive Bayes Model Across Different Sample Sizes

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.87 0.99 0.86 0.92 0.86 0.51 0.96 0.66
2000 0.91 0.99 0.92 0.95 0.91 0.50 0.86 0.63
3000 0.90 0.99 0.91 0.94 0.90 0.48 0.87 0.62
4000 0.91 0.99 0.90 0.95 0.91 0.49 0.93 0.64
5000 091 0.99 0.91 0.95 091 0.54 0.90 0.67

66



Figure 17 shows how the Naive Bayes model performs on a 1000 to 5000 dataset, and the result includes a confusion
matrix showing how the model made its predictions, along with an ROC curve that helps explain how well it separates
fraud from genuine cases. These visuals make it easier to understand the model’s accuracy and how it balances between
catching real fraud and avoiding false alarms. As the dataset grows, watching how precision, recall, and false positive
rates shift helps reveal whether the model improves and how it handles class imbalance. Table 9 adds more details by
showing metric values for both fraud and normal messages.

In Figure 17(a), the model is applied to a dataset of 1000 entries. It achieves a high AUC of 0.95, correctly detecting
25 fraudulent cases with only 2 missed and mistakenly flags 24 legitimate messages as fraudulent, which negatively
affects precision. Figure 17(b) shows results using 2000 samples, and AUC drops slightly to 0.93, with 30 fraud cases
accurately identified, and the model misclassifies 30 legitimate messages and moreover resulting in a noticeable drop in
precision, despite recall remaining acceptable. This reflects challenges in maintaining clear class separation.

In Figure 17(c), the model is tested on 3000 samples. The AUC improves slightly to 0.94, and the model detects 48
frauds. Still, 51 normal messages are incorrectly labeled as fraudulent, showing a further dip in precision. Despite a
relatively steady recall, the high number of false positives indicates reduced effectiveness on larger datasets.

Figure 17(d) examines performance on a 4000-sample dataset. The classifier records an AUC of 0.96, correctly
identifying 67 fraud cases. However, 70 legitimate messages are incorrectly flagged, meaning precision continues to
decline. While fraud detection improves, the rising false positive count suggests the model becomes more aggressive at
the expense of accuracy.

Finally, Figure 17(e) denotes the results on the 5000-sample dataset, and gets an AUC of 0.95 since it identifies 89
fraud cases. But 77 legitimate messages are misclassified. This persistent issue with false positives reduces precision,
showing that while recall is strong, the model struggles with over-detection and balancing class representation in large
datasets.
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Figure 17: Evaluation results from the Naive Bayes model on different visual metrics
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4.4 ML Algorithm Performance Without Resampling

Tables 10 to 14 illustrate how different models performed under these imbalanced conditions. Overall, these classifiers
showed high results for the majority class (class 0) represents a legitimate class, with performance metrics achieving
notably high values. For example, the SVM consistently recorded accuracy rates above 80% for the normal class across
all sample sizes, and its F1-scores reflected similarly robust performance. Comparable patterns were observed in the
Logistic Regression and Decision Tree models, which also showed increased predictive strength for the majority class
as the dataset size grew.

On the contrary, performance drastically declined when the focus shifted to the minority class (class 1, representing
fraudulent calls). All five models, metrics such as precision, recall, and F1-score for fraud detection were markedly low
means the classifiers struggled to capture meaningful patterns associated with the minority class. Particularly, Random
Forest and Naive Bayes failed to detect fraudulent cases, since all metric values were set to zero. This outcome reflects
a strong skew in learning, where the dominance of the majority class causes the model to disregard minority class
signals. Although Logistic Regression and Decision Tree offered marginally better results, their fraud class F1-scores
remained below 0.21, reaffirming the inadequacy of these models in identifying rare but critical instances. To address
these issues, resampling was applied, as shown in Figures 15 to 19. This study used random undersampling, which
reduces the number of normal samples so both classes are balanced during training. Undersampling was chosen over
SMOTE or basic oversampling to avoid adding noise or overfitting, which can affect real-world performance.

Table 10: SVM Result without Resampling

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.81 0.88 0.90 0.89 0.88 0.23 0.19 0.20
2000 0.81 0.91 0.90 0.90 0.81 0.06 0.09 0.07
3000 0.77 0.90 0.84 0.87 0.77 0.06 0.11 0.08
4000 0.79 0.91 0.86 0.88 0.79 0.09 0.14 0.11
5000 0.84 0.91 0.91 0.91 0.84 0.16 0.15 0.16

Table 11: Logistic Regression Result without Resampling

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.84 0.88 0.95 0.91 0.84 0.33 0.15 0.21
2000 0.83 0.91 0.90 0.90 0.83 0.07 0.09 0.08
3000 0.79 0.90 0.86 0.88 0.79 0.07 0.11 0.09
4000 0.78 0.91 0.84 0.87 0.78 0.09 0.17 0.12
5000 0.84 0.90 0.92 0.91 0.84 0.12 0.10 0.11

Table 12: Decision Tree Result without Resampling

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.72 0.85 0.82 0.84 0.72 0.06 0.07 0.07
2000 0.81 0.91 0.87 0.89 0.81 0.08 0.11 0.09
3000 0.85 0.92 0.92 0.92 0.82 0.21 0.22 0.21
4000 0.80 0.91 0.87 0.89 0.80 0.10 0.15 0.12
5000 0.81 0.90 0.88 0.89 0.81 0.12 0.15 0.14
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Table 13: Random Forest Result without Resampling

Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.86 0.99 0.93 0.86 0.86 0.00 0.00 0.00
2000 0.91 0.99 0.95 0.89 0.91 0.00 0.00 0.00
3000 0.91 0.91 0.99 0.95 0.91 0.00 0.00 0.00
4000 0.91 0.91 0.99 0.95 0.91 0.00 0.00 0.00
5000 0.90 0.90 0.99 0.95 0.90 0.00 0.00 0.00
Table 14: Naive Bayes Result without Resampling
Sample Size 0 (Normal) 1 (Fraud)
Accuracy Precision Recall Fl-score | Accuracy Precision Recall Fl-score
1000 0.85 0.86 0.99 0.92 0.85 0.00 0.00 0.00
2000 0.90 0.91 0.99 0.95 0.90 0.00 0.00 0.00
3000 0.89 0.91 0.98 0.94 0.89 0.00 0.00 0.00
4000 0.91 0.91 0.99 0.95 0.91 0.00 0.00 0.00
5000 0.90 0.91 0.98 0.95 0.90 0.21 0.04 0.07
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Chapter 5

5 Comparison of Zero-Shot Learning (ZSL) with Traditional Machine Learning and Deep

Learning Models

This section provides a comparative analysis between Zero-Shot Learning and conventional machine learning techniques
in the context of fraud detection. ZSL consistently achieves higher fraud detection in both accuracy and precision across
sample sizes depicted in Figures 18 and 19, indicating its capacity to deduce a record of suspicious patterns without the
need for specific labels related to the task. It stands out as a scalable and computationally efficient solution due to its

semantic label definitions, especially in data-poor and dynamic threat scenarios.
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Figure 18: Fraud Accuracy Comparison Across Models
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Figure 18 compares the performance of ZSL, LSTM, and traditional models in detecting fraud. ZSL shows high
accuracy, staying between 0.97 and 0.98 across all dataset sizes, showing good generalization without label-specific
training. LSTM also performs well, starting at 0.94 and settling near 0.92 as data increases. In the case of SVM and
Logistic Regression, accuracy ranges from (0.92-0.94); however, Naive Bayes performs similarly to LSTM in early
stages, making it effective for simpler datasets.

For fraud precision of ZSL shows consistent scores between 0.80 and 0.85, which helps reduce false alarms, important
for maintaining user trust. LSTM also reaches high precision (up to 0.86) on larger datasets, showing that deep learning
improves with more data. In contrast, models like SVM, Decision Tree, and Naive Bayes stay below 0.65, making them
more likely to wrongly flag legitimate users.

ZSL performs well when compared with traditional and deep learning models by achieving comparatively high accuracy
without relying on a labeled dataset, since it uses semantic descriptions of fraud tactics. Unlike LSTM, which needs
more data and resources, ZSL is efficient, adapts quickly, and suits changing fraud patterns. This directly answers the
third research question in Section 1.3.

Text label  Urgency Authority Sensitive Iiimpersona Predicted Type Prediction Reason Correct

Congrats 1 year special cinema pass for 2 is yours Dont missout  fraud 0.5292  0.4852 0.4832  0.5134 normal 75L says it's a casual message with low tactic  FALSE
Todays Vodafone numbers ending with 4882 are selected to a recei fraud 0.6035 0.5912 05164  0.5619 fraud Fraud keywords matched: call; Multiple high-  TRUE
Please dont say like that Hi hi hi normal  0.5072  0.4619  0.4733  0.4881 normal Z5L says it's a casual message with low tactic  TRUE
Thank you normal 04005 0.3776  0.4007  0.3802 normal ZSL says it's a casual message with low tactic  TRUE
Oh that was a forwarded message | thought you send thattome  normal  0.5605  0.5387  0.5113  0.5731 normal No strong indicators TRUE
Got it Seventeen pounds for seven hundred ml hope ok normal  0.5054  0.4645  0.4073  0.4941 normal 7SL says it's a casual message with low tactic  TRUE
Me and him so funny normal  0.4483  0.3944  0.414  0.4803 normal 7SLsays it's a casual message with low tactic  TRUE

Figure 20: ZSL semantic evaluation of message content.

Figure 20 illustrates how ZSL evaluates message content based on social engineering attributes such as urgency,
authority, sensitive information, and impersonation. The model leverages semantic similarity to these concepts rather
than relying on prior labeled data, demonstrating its ability to interpret context and intent across diverse message types.

Figure 20 shows a case where ZSL misclassified a fraud message as normal. The message included promotional text
like (“Congrats 1-year special cinema pass for 2 is yours Don’t miss out"), which may seem suspicious to a human.
However, ZSL predicted it as a low-risk one because its semantic scores for urgency, authority, sensitive info, and
impersonation were all below the fraud threshold.

When we trained a traditional machine learning or deep learning model on this message, it would probably call it a
fraud because it puts labels on datasets instead of semantic information, since these models rely a lot on labeled samples
and have a hard time handling new or unclear cases. In the instance of ZSL, it uses pre-trained language understanding
and label definitions to figure out the context so that it can better deal with fraud tendencies that are new or hard to see.

This example directly supports the first research question in Section 1.3, which explores how Zero-Shot Learning (ZSL)
can be used to detect fraud messages using semantic description rather than task-specific labeled data, which highlights
how ZSL works differently from traditional models, rather than learning only from labeled training data.
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Chapter 6

6 Conclusion

This research investigated the use of Zero-Shot Learning (ZSL) to detect fraudulent vishing attempts by analyzing
text-based transcripts of voice calls and a comparative study with traditional machine learning (ML) algorithms,
deep learning models like LSTM, and the ZSL framework shows its strengths of managing limited data scenarios
and identifying key social engineering tactics such as urgency, impersonation, authority, and sensitive information
solicitation. ZSL can classify messages by understanding their meaning, even without using labeled fraud data,
especially in the case of unlabeled text.

A central challenge in vishing detection is the lack of comprehensive labeled datasets, which undermines the effectiveness
of supervised learning approaches. In response to the second research question discussed in Section 1.3, this study
demonstrated that ZSL offers a practical solution to recognize fraudulent patterns across unseen or rare cases by using
pretrained language models that extract the semantic description and label descriptions. Supervised ML and DL models
that depend on abundant labeled data, whereas ZSL enables a more flexible and generalizable detection mechanism by
interpreting text through the lens of defined fraud-related concepts.

Despite its advantages, ZSL also presents some limitations when dealing with vague or contextually complex messages,
especially those that employ subtle manipulation tactics; its performance can decline. Moreover, the quality of
classification depends on how well the social engineering definition is defined; a poor categorization of terms such
as “authority” and “urgency” based on the score may lead to ambiguity in predictions. The dataset itself may also
be biased. The Fraud Call Dataset may not accurately reflect the range of actual vishing situations across various
populations, cultures, or languages because it was constructed using publicly accessible examples. In wider applications,
this kind of selection bias can reduce the model’s efficacy. Furthermore, identifying characteristics of social engineering
like urgency or authority-based deceit requires some human judgment, which varies from person to person. These
differences might have an impact on the model’s interpretation and the labeling of the data.

This research addressed the first research question in Section 1.3 by demonstrating that Zero-Shot Learning (ZSL) can
identify fraudulent vishing attempts by examining text-based transcripts without depending on task-specific labeled
data. Additionally, it addressed the second study issue by proving that ZSL can detect uncommon or invisible fraud
patterns even with little data. The third study question was also addressed by the comparison analysis, which showed
that ZSL offers flexibility and generalization under low-resource circumstances, whereas classic ML and DL models
function better when there is a wealth of labeled data available. All things considered, ZSL provides a context-aware,
label-efficient, and scalable method for vishing detection.

Future studies could look into how few-shot or self-supervised learning techniques could help Zero-Shot Learning to
make it better with limited data, and also generating synthetic vishing examples just by incorporating voice-based cues
(e.g. pitch, tone, and timing) could also serve to enhance detection accuracy. Another promising avenue that can be
pursued is the development of hybrid systems that try to combine ZSL-derived semantic scores with the more traditional
classifiers, which can potentially enhance both model interpretability and predictive performance. Further refining
and standardizing the definitions of social engineering tactics by leveraging threat intelligence data could also help to
strengthen the semantic consistency of ZSL-based systems. In future attempts, researchers can focus their efforts on
making the fraud tactic labels clearer and more specific. Labels such as “urgency,” “authority,” and “impersonation” can
often overlap, which in turn may further confuse the model. Working more closely with cybersecurity professionals or
using more reliable threat data can also help to create much better definitions. This would, in turn, help to make the
predictions generated by the model more accurate and consistent. In reality, ZSL allows firms to implement flexible and
scalable fraud detection systems without needing a lot of labeled data. By reducing dependence on particular historical
datasets, cybersecurity teams are better equipped to recognize and address emerging scam techniques. ZSL-based
systems can identify new vishing attempts early and enhance overall operational security by comprehending the intent
behind communications rather than just comparing them to historical examples.

Further studies could look at how well ZSL performs in real-time fraud detection settings when the input is live call
transcription systems, and also studying the technique in different languages and locations could also help determine
how ZSL works in diverse linguistic and cultural contexts. The study comes to the conclusion that Zero-Shot Learning
offers a scalable and trustworthy framework for spotting vishing scams when dealing with a limited labeled dataset,
since getting labeled datasets in terms of vishing is quite challenging, or an unlabeled dataset. Its ability to reason
over message intent without labeled training data makes it a valuable tool for proactive, context-aware cybersecurity
solutions.
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Appendix A Code Samples

A.1 Zero-Shot Learning Code Sample

import torch

import pandas as pd

import matplotlib.pyplot as plt

from transformers import AutoTokenizer, AutoModel, pipeline

from sklearn.metrics.pairwise import cosine_similarity

from sklearn.metrics import classification report, confusion_matrix, ConfusionMatrixDisplay, precision_score, recall_score, fl score
import gc

# Load dataset

file_path = "D:/Anju_phython/ThesisZSL/fraud_call_30@8_entries.csv”
df_input = pd.read_csv(file_path, encoding="I50-8859-1")

df_input = df_input[['Text®, 'Type']].dropna()

df_input[ 'Text'] = df_input[ Text'].astype(str)

df_input[ Label’] = df_input[ ' Type'].str.lower()

# Load models

model_name = "bert-base-uncased”

tokenizer = AutoTokenizer.from pretrained(model_name)

model = Autolbodel.from_pretrained(model_name)

zsl classifier = pipeline(“zero-shot-classification”, model="facebook/bart-large-mnli”)

# Social engineering tactic definitions

categories = {
"Urgency™: "Creating a sense of urgency or pressure to make the user act quickly.",
"Authority™: "Using authority or expertise to manipulate the target into complying with a request.”,
"Sensitive Information™: "Attempting to acquire confidential or sensitive information from the target.”,
"Impersonation”: "Pretending to be someone else to gain access to confidential information."

1
J

# Encode tactic descriptions

@torch.no_grad()

def encode_text(text):
inputs = tokenizer(text, return_tensors="pt”, truncation=True, padding=True, max_ length=128)
outputs = model(**inputs)
return outputs.last_hidden_state.mean{dim=1).squeeze()

category_embeddings = {label: encode text(desc) for label, desc in categories.items()}

J

# Encode tactic descriptions

@torch.no_grad()

def encode text(text):
inputs = tokenizer(text, return_tensors="pt", truncation=True, padding=True, max_length=128)
outputs = model(**inputs)
return outputs.last hidden_state.mean{dim=1).squeeze()

category_embeddings = {label: encode text(desc) for label, desc in categories.items()}

# Compute tactic scores

def classify text(text):
input_embedding = encode text(text)
return {

label: round{cosine_similarity([input_embedding.numpy()], [emb.numpy()}])[@][@], 4)

for label, emb in category_embeddings.items()

# Fraud keywords

fraud_keywords = [
"kyc", "otp", "bank account", "verify", "bank", "blocked", "suspend", "login",
"reward", "offer", “"gift", "price", "free", "urgent", "immediately",
"update", "call", "click", "activate", "deactivate", "confirm",
"customer care", "support", "security"”, "limited time", "you have weon",
"cash", "lottery”, “password”, "link", "balance”, "credit", "debit",
"aadhar card", "win", "shopping spree", "custcare", "selected number”,
"voucher", "congrats", "exclusive", "special offer", "miss out",
"identity proof", "id number", “government id", "personal id", "official id",
"your id", "proof of identity", "national id", "document verification”,
"aadhar number/card"”, "pan card", "income tax department”

# Strong fraud keywords (for stricter rule checks)
strong_keywords = [
"kyc", "otp”, "blocked", "suspend”, "click", "password”, "link", "account”, "win", "lottery”

# Casual override patterns

casual_phrases = [ 86
"call you later", "no network"”, "if urgent”, "sms me",
"can't talk™, "please message", "talk later”, "pick them up"”,

"name your price”, “"make the call”, "give me a call”, "let me know","call and meet”




casual_phrases = [
“call you later”, “no network”, "if urgent”, “sms me",
“can't talk", "please message”, “talk later”, “pick them up",
“name your price”, "make the call”, "give me a call”, "let me know","call and meet"

1

# Casual context exceptions for fraud keywords
casual_context_phrases = [
“feel free", "free time", "are you free", "free to", "free for",
“call me", "give me a call", “can you call”, "i'll call”, "talk later",
"click here to join", “click for infa", "support my page”, "support me",
"pan card application”, "aadhar update”, "govt id proof", "submit your id",
"help me verify", "verify your details", "bank holiday”, "bank timing",
“"urgent request”, "this is urgent for me", "lottery movie night",
“voucher for shopping”, “gift from mom", “password reset for account”,”tcll free", "reply toll free", "customer satisfaction”,

“offer of money”, "end of the month”, “hope with the offer”,"account refilled”, “account balance”, "prepaid balance”, “keralacircle”, “transaction id"

1

# Final fraud prediction logic
def predict_type(row):
text = row[ 'Text']
urgency = ron[ *Urgency']
authority = row['Authority’]
sensitive = row['Sensitive Information®]
impersonation = row['Impersonation’]

suspicion = zsl_classifier(
text,
candidate_labels=["This message is suspicious or scam-related.”, "This message is normal."],
multi_label=False

)

suspicion_score = (
suspicion['scores'][@] if suspicion['labels'][@] == "This message is suspicious or scam-related.”
else 1 - suspicion['scores’][@]

)

matched_keywords = [kw for kw in fraud_keywords if " {kw} " in f" {text.lower()} "]
strong_matched = [kw for kw in strong_keywords if kw in text.lower()]

# [@ Casual context override for fraud keywords
if any(phrase in text.lower() for phrase in casual_context_phrases):
return “normal”, “Fraud keyword used in casual context”

matched_keywords = [kw for kw in fraud_keywords if " {kw} " in f" {text.lower()} "]
strong matched = [kw for kw in strong_keywords if kw in text.lower()]

# Casual context override for fraud keywords
if any(phrase in text.lower() for phrase in casual context phrases):
return "normal”, “Fraud keyword used in casual context”

casual check = zsl_classifier(
text,
candidate_labels=["This is a casual personal message", "This is a scam or business message"],
multi_label=False

)

casual_label = casual_check['labels’][@]

casual_score = casual_check[ "scores’][@]

if any(phrase in text.lower() for phrase in casual_phrases) and max(urgency, authority, sensitive, imperscnation) < 8.55:
return "normal”, "Matched casual expression, likely normal™

if "call” in text.lower() and "make the call" in text.lower()
return "normal”, "Keyword 'call’ used in harmless context”
if "urgent" in text.lower() and "sms" in text.lower() and
return "normal”, "Casual context with urgent keyword"

no network” in text.lower():

if (
casual label == "This is a casual personal message" and
casual_score > 8.7 and
max(urgency, authority, sensitive, impersonation) < 9.55

return "normal”, "ZSL says it's a casual message with low tactic risk™

if suspicion_score < @.3 and not matched_keywords:
return "normal”, "ZSL says this is very likely not suspicious”

keyword_boost = 8.85 * len(matched_keywords) if matched_keywords else @
urgency += keyword_boost

authority += keyword boost

sensitive += keyword_boost

impersonation += keyword_boost

reasons = []
if matched keywords:
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reasons = []
if matched_keywords:
reasons.append("Fraud keywords matched: " + ", ".join(matched_keywords))

if sum([urgency »= 0.6, authority »= 8.6, sensitive >= 8.6, impersonation >= 8.6]) »>= 2:
reasons.append("Multiple high-risk tactics »= 8.6")
return "fraud”, "; ".join(reasons)

if sum([urgency > ©.55, authority > ©.55, sensitive > ©.55, impersonation > @.55]) »= 2 and strong matched:
reasons.append("Moderate tactics + strong fraud keywords")
return "fraud”, "; ".join(reasons)

if urgency > 8.6 and sensitive < @.4 and impersonation < ©9.4:
reasons.append("High urgency, no manipulation — likely normal™)
return "nermal”, ".join(reasons)

reasons.append(“No strong indicators")
return "normal”, “"; ".join(reasons)

# Apply to dataset
results = []
for _, row in df_input.iterrows():
text = row['Text']
label = row['Label’]
scores = classify_text(text)
result = {
"Text”: text,
“Label”: label,
**scores
]
pred_type, reason = predict_type(pd.Series(result))
result["Predicted Type"] = pred_type
result["Prediction Reason”] = reason
results.append(result)
del result, scores, pred_type, reason
ge.collect()

# Save and Evaluate

output_df = pd.DataFrame(results)

output_df['Correct'] = output_df['Label’] == output_df[ 'Predicted Type']
accuracy = output_df[ 'Correct’].mean()

# M Classification Revort and Confusion Matrix
Ceg B e R

# Classification Report and Confusion Matrix

y_true = output_df[ 'Label’]

y_pred = output_df[ 'Predicted Type']

precision = precision_score(y_true, y_pred, pos_label="fraud', zero_division=8)
recall = recall score(y_true, y pred, pos_label="fraud', zero_division=0)

1 = f1_score(y_true, y pred, pos_label="fraud’, zero_division=8)

report = classification report(y_true, y pred, digits=2)

conf_matrix = confusion_matrix(y_true, y_pred, labels=['fraud', 'normal'])

print(“\n@ Accuracy: {:.2f}%".format(accuracy * 109))
print("\nll Classification Report:\n")

print(report)

print(“\nH Confusion Matrix:\n")

print(conf_matrix)

# Save results to file
output_df.to_csv("D:/Anju_phythen/ThesisZSL/fraud_detection_output_zsl_final34.csv", index=False)
print|(]” OQutput saved as: fraud7detectionioutputizslifinal.csv”ﬂ

# Plotting Metrics

plt.figure(figsize=(8, 5))

plt.bar(['Accuracy', 'Precision’, 'Recall’, 'F1 Score'], [accuracy, precision, recall, f1], color="skyblue')
plt.ylim(@, 1)

plt.title("ZSL Fraud Detection Metrics (on 3000 samples)")

plt.ylabel("Score™)

plt.grid(axis="y"')

plt.tight_layout()

plt.show()

# Confusion Matrix Plot

disp = ConfusionMatrixDisplay(confusion_matrix=conf_matrix, display labels=["Fraud”, "Normal”])
disp.plot(cmap="Blues’)

plt.title("Confusion Matrix™)

plt.tight_layout()

plt.show()

Figure 21 : Python code used for ZSL-based fraud detection.
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