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ABSTRACT
Computer vision holds the capabilities of performing duties by replicating tasks that the human
visual system accomplishes. For this reason, computer vision is being employed as a tool to
modernise and advance the management of traffic on a global scale. Traffic management remains an
issue in many regions of the world, evidenced by barriers such as street obstacles, inefficient road
signals, vehicles speeding, traffic congestion, and underdevelopment of freeways. Due to this,
computer vision-driven management systems have been developed to combat such problems,
demonstrated by their role in travel assistance and navigation, parking management and
enforcement, real-time traffic control, and license plate recognition (Buch et al., 2011).
Subsequently, this research explores how vehicle detection can be applied to support traffic flow
analysis within Hawkes Bay, New Zealand through the use of computer vision approaches. This
research assumes a design-based approach, comprised of two iteration-based approaches employed
to develop a prototype for vehicle detection utilising an Nvidia Jetson Nano. The approaches are
analysed according to accuracy, processing time, cost, and overall suitability. Results show that the
prototype has great potential as an alternative approach to current traffic flow analysis. Finally,
recommendations are offered for future research and other users working with similar devices.

Keywords: “Computer Vision”, “Computer Vision and Traffic Management”, Machine Learning”,
“Deep Learning”, “Benefits of Computer Vision”, “Object Detection in Computer Vision”, “Object
Detection”, “Object Recognition”, “Vehicle Detection”, “Traffic Analysis Computer Vision”
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CHAPTER 1: INTRODUCTION
1.1 Introduction
As software solutions continue to progress in their quality and efficiency, focus is placed on what
instruments and approaches may be deployed to achieve better results. Examining innovative
technologies draws attention to computer vision, a field of computer science that enables
computers to process, perceive, and identify images, mimicking how humans make sense of the
physical world through different learning architectures (Elgendy, 2019).
In recent years, one significant area of interest for computer vision lies within its ability to
support traffic management systems. Since computer vision holds the capabilities to classify and
detect objects, people, and visual details in real-time, the ways in which it may assist the
development of traffic management solutions are vast. Current examples of computer vision-driven
software solutions can be demonstrated within travel assistance and navigation, parking
management and enforcement, real-time traffic control, automated vehicle identification and
license plate recognition (Buch et al., 2011). In these traffic management solutions, many of
computer vision’s capabilities are employed in conjunction with one another, however, what defines
the bounds of how it is utilised is determined by the software solutions’ objectives.
In the context of this research, computer vision concentrates its efforts on the capabilities of
object detection. Object detection can be understood as a technique that enables software solutions
to detect semantic objects of certain classes within images, video files, or real-time recording
(Grauman & Leibe, 2010). Established domains of object detection are demonstrative in software
solutions harnessing facial detection and pedestrian detection capabilities. Subsequently, this
research sets out to investigate how computer vision can be utilised to support a traffic
management prototype by providing a cost-effective and efficient way to support traffic flow
analysis.
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1.2 Background
This research aims to develop a vehicle detection prototype for traffic flow analysis within Hawkes
Bay, New Zealand through harnessing the capabilities of computer vision. The function of computer
vision within this context is to introduce an innovative method that can be utilised to gain insight
into busy and peak traffic times. These insights can then be used for a variety of motivations, such as
enabling planning and development of new routes, as well as assist in scheduling maintenance on
particular streets or roads. Furthermore, although this research is concerned with utilising vehicle
detection specifically for traffic flow analysis, vehicle detection can assist in additional areas of traffic
management, including general car park management applications, detecting vehicles parking in
prohibited areas, detecting whether vehicles are obstructing entrances, and general surveillance of
vehicles.
Presently, the primary way traffic flow analysis is conducted within the Hawkes Bay region is
through the employment of pneumatic tube-based sensors alongside Metrocount traffic counters
(“RoadPod,” n.d.). The pneumatic tube-based sensors are placed alongside the roads and the
counter module registers the pulses produced by each vehicle as they drive over the tubes
(“RoadPod,” n.d.). Additionally, reliance is placed on people to monitor an intersection for a specific
period of time within the Hawkes Bay region. However, this approach leaves room for human error,
can take up a lot of time, and overall, may be considered a mundane task to carry out. Hence, it is
significant that the proposed vehicle detection prototype is optimised to accurately detect the
number of vehicles. Due to the significance of accurate vehicle detection, an evaluation tool is
employed to carry out assessments. Consequently, evaluative measures are set in place to ensure
that the accuracy and function of the prototype are analysed accordingly.

1.3 Problem Statement
1.3.1 Purpose of Research
This research is concerned with examining how computer vision can be used for vehicle detection
within the Hawkes Bay region. The purpose of this is to serve as an innovative method to current
traffic flow analysis techniques as described above in the section 1.2 Background.
This research comes about when considering how innovative technologies may be used to
contribute to increasing the efficiency of current traffic management approaches. This is because in
recent years, the use of computer vision has been noted as a successful innovative tool in aiding
many different areas of general traffic management (Gulati & Srinivasan, 2019; Song et al., 2019).
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Subsequently, looking into the literature surrounding computer vision-driven traffic management
and examining the current ways traffic is managed and monitored within the Hawkes Bay region
motivated the design and development of a computer vision-driven prototype for vehicle detection.
This prototype may serve as an additional method to capturing traffic flow data and was evaluated
in regard to accuracy, time and cost.

1.3.2 Research Questions

The primary research question is:
1. How can computer vision be used to support traffic flow analysis?

Accompanying questions of this research include:

2. What is required within the planning, development and implementation phases of a
prototype that performs accurate vehicle detection?

3.

How will the performance of a vehicle-detection prototype be measured?

4. What are the barriers to the development of a vehicle-detection prototype?

1.3.3 Study Aim and Objectives
The central aim of the research is to investigate, develop, and test the employment of a vehicledetection prototype within Hawkes Bay, New Zealand.

Based on this aim, the three central objectives of the research are:

1. To document the planning, development and implementation phases of vehicledetection prototype.
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2. To design and develop a computer vision-driven prototype that performs accurate
vehicle detection for traffic flow analysis.

3. To test and assess the performance of a vehicle detection prototype based on
evaluation criteria.

1.3.4 Significance of the Research
This research offers a unique perspective as well as serves as a contribution to the small amount of
existing literature covering the role of computer vision-driven traffic solutions within New Zealand.
Hence, the significance of this research is how it informs of how such a solution might be developed,
integrated, and customised within a New Zealand traffic context. The research also draws attention
to a current traffic flow analysis implement to highlight what changes may be made to strengthen
existing processes.
Furthermore, this research explores how incorporating emerging technologies, specifically
computer-vision based approaches within traffic flow analysis in New Zealand, can offer affordances.
The significance of this comes from noting how computer vision is explored and employed on a
global scale. For instance, successful uses cases abroad include the use of computer vision to
automate traffic lights to decrease congestion and save costs (Osman et al., 2017), assess the retro
reflectively of road signs to save time and manual maintenance (Ai & Tsai, 2016), and estimate traffic
flow through automation, minimising the margin of error and offering higher rates of accuracy
(Fedorov et al., 2019). Thus, successful use cases such as the ones highlighted above inform on how
computer vision is one of the most popular emerging technologies used within traffic management.
However, looking into New Zealand’s’ usage of computer vision illustrate very little use cases,
leading the research to highlight any barriers that may be preventing further usage.

1.3.5 Limitations
The limitations of this research will be explored within this section.
Firstly, one limitation to note is the lack of information reporting on the specifications of the current
traffic flow analysis approaches employed within New Zealand. Although it is apparent what tools
are implemented to carry out traffic flow analysis within New Zealand, not having the definite
information reporting on factors such as accuracy, time efficiency, and cost make it difficult to
compare the research’s’ prototype against it. Fortunately, the objective of this research is not to
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assess the prototype against present approaches, however; it is something to consider if looking to
implement a computer vision-based solution within a commercial traffic management setting in the
future.
A second potential limitation can be evidenced when addressing the time period for the
research. Although the research is carried out over two semesters, one drawback to consider is
COVID-19. COVID-19 may impact the research by limiting access to resources required to carry out
the research. One example of this could be through long wait periods when purchasing required
products online from overseas vendors. Subsequently, to minimise this possibility, a strict timeline
will be implemented.
A third limitation to consider is cost restrictions. To carry out the research, certain
components of the research must be accounted for that require up-front costs. These costs include,
but are limited to, additional learning resources, software tools, and hardware infrastructure. To
ensure that the research is carried out to a sufficient standard, alongside remaining within the scope
of cost restrictions, free and open-source tools will be utilised when possible.

1.3.6 Timeline
To ensure that the research was completed within the required timeframe and was conducted in a
timely manner, a timeline was implemented. As this research was carried out part-time over two
semesters, the components and chapters of the research were broken down into the months
spanning from April to November. Below, Table 1 offers a more detailed table of the allocated
targets set out for each month.
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Timeline for the Research
Month

Targets

April

This month was dedicated to ensuring that the research proposal is submitted, the
ethics form is filled out and the research is presented.

May

This month was used to form the foundation of the research and included drafting
up the introduction portion of the research. This is comprised of many
preparatory sections, including the research background, problem statement,
purpose of the research, research questions, objectives, significance, and
limitations.

June

This month was allocated to conducting research and writing up the literature
review.

July

This month was concerned with outlining the research methodology and process.
This month was also used to ensure all of the required hardware components
have been ordered for the proposed prototype.

August

This month was used to complete trialling and finetuning of the computer vision
prototype.

September

This month was concerned with writing up the research findings as well as the
discussion.

October

This month was used to focus on offering up conclusions and recommendations
for future research based off of the research findings.

November

Because the deadline is due on the 22nd of November, the last few weeks were
dedicated to any last-minute changes to editing/referencing.

Table 1. A timeline set out for the proposed research.
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1.3.7 Structure of This Report
This research is comprised of 7 chapters that report on the investigation, development, and testing
and trialling of a computer vision-driven prototype to perform vehicle detection within Hawkes Bay,
New Zealand.
Chapter 1 provides a brief introduction into the research, completed through offering a background,
as well as outlining the purpose, questions, objectives and aims of the research. Focus is placed on
the significance of the research, and limitations pertaining to fulfilling the research’s objectives are
addressed.
Chapter 2 presents a literature review, covering relevant academic research within the field of
computer vision and its role within traffic management. The sources examined throughout the
literature review only include primary, peer-reviewed sources, and are divided into thematic
subheadings. These subheadings include machine learning, deep learning, and computer vision,
object recognition, detection, and tracking, as well as benefits and challenges.
Chapter 3 is comprised of the methodology portion of the research, addressing uses of a designbased research approach, as well as examining the proposed study design, the required software
and hardware used, and ethical considerations.
Chapters 4 and 5 address the different approaches taken to design and development, testing,
analysis, and redesign of the prototype.
Chapter 6 addresses the overall findings of the research, reporting on the insights, benefits, and
barriers faced. Additionally, a discussion surrounding the findings of the research is presented,
alongside acknowledging the significance of the findings in relation to the research questions and
presenting future improvements.
Chapter 7 is comprised of the conclusion, offering future directions for the research.
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CHAPTER 2: LITERATURE REVIEW
2.1 Introduction
The literature review seeks to create familiarity with the use of computer vision and its present role
within traffic management systems. The sources examined throughout the literature review only
include primary, peer-reviewed sources available from the databases Google Scholar, ProQuest, and
ERIC, and are divided into thematic subheadings. Keywords used to select the sources included
“Computer Vision”, “Computer Vision and Traffic Management”, Machine Learning”, “Deep
Learning”, “Benefits of Computer Vision”, “Object Detection in Computer Vision”, “Object Recognition
in Computer Vision”, Technical Issues in Computer Vision.”
Firstly, this chapter makes known the common terms surrounding computer vision, looking into the
function of deep learning and machine learning and acknowledging how these are related. Once
established, the approaches of object recognition, object detection, and object tracking are analysed
in context to their varying approaches and uses. Current benefits surrounding the application and
state of computer vision-driven traffic management systems are then examined. Lastly, technical
issues are posited.

2.2 Machine Learning, Deep Learning, and Computer Vision
2.2.1

Machine Learning

Machine Learning (ML) can be understood as a field of computer science that focuses on the study
of computer algorithms to carry out intelligent predictions based on a given data input (What Is
Machine Learning, 2019). As ML algorithms are given more data, they are able to perform better and
change or alter how they process data over time by providing feedback on previous performances.
This, in turn, serves as an extension off of traditional statistical modeling approaches (Panch et al.,
2018). Additional reasons for the growing interest in ML include advancements in big data, a
significant increase in computational power, and large progress in the general development and
design of ML algorithms (Qolomany et al., 2019).
As illustrated below in Figure 1, some of the most popular and widely used ML algorithms
fall under either the categories of supervised learning or unsupervised learning. Supervised learning
techniques places focus on either classification to predict a data label by mapping inputs to outputs,
or regression, with the objective to predict a data quantity (Abu-nimeh et al., 2007). Conversely,
unsupervised learning techniques focus on providing either clustering, which concentrates on finding
any fundamental groupings among data, or dimension reduction, which focuses on reducing the
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number of variables within data to localise the necessary information (Kanungo et al., 2002; Nguyen
& Holmes, 2019). A more in-depth definition, as well as an example of supervised learning and
unsupervised learning, will be examined below.

Figure 1. Broad classification of machine learning techniques (From ResearchGate, n.d.)

Supervised Learning
Supervised learning algorithms require constant supervision of the ML process, carried out by
labeled sample input datasets and setting out boundaries for the algorithm to function (Salian,
2018). The sample input datasets are then split into a training, and a testing dataset, with the
training dataset allocated an output variable requiring prediction or classification. When testing, the
algorithm compares any new input to the sample input data used to train the algorithm to predict
the appropriate label (Salian, 2018). The primary purpose of supervised learning is to allow the
ability to scale the scope of the data, as well as create predictions of ambiguous data based on prior
labelled sample datasets (Salian, 2018). There are many types of ML approaches that fall under
supervised learning, with one of the most popular being logistic regression. Logistic regression can
be understood as an algorithm concerned with transforming data outputs using functions. This is in
order to predict the probability of an outcome between two variables to solve classification
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problems (Levy & O’Malley, 2019). Conversely, a second popular mode of supervised learning is
linear regression, which focuses on the relationship between a dependant variable and one or more
variables to solve regression problems (About Linear Regression, n.d.). Both regression approaches
can be illustrated below in Figure 2.

Figure 2. Diagram of linear regression and logistic regression. (From Javatpoint, n.d.)

Unsupervised Learning
Conversely, unsupervised learning focuses on the use of algorithms to seek out concealed patterns
within datasets that have not been pre-labelled. Unsupervised learning does not require the same
level of human guidance that supervised learning involves, as it is concerned with discovering the
underlying structures of the data which cannot be predetermined (Jones, 2017). Thus, the primary
purpose of unsupervised learning approaches is to uncover previously unidentified patterns within
datasets. One example of an unsupervised learning approach can be illustrated when examining Kmeans clustering, an approach that intends to partition data into clusters that hold similar data
points. Once clusters have been established, underlying patterns can be identified (Wagstaﬀ et al.,
2001). To carry out K-means clustering, a target number “K” must first be given which demonstrates
how many clusters will exist within the data. Once established, each of the K points, also known as
“centroids”, can be placed in arbitrary positions that are representative of the centre of the cluster
(Tripathy et al., 2013). The following two steps are then completed: firstly, once the centroids have
been allocated a space, each unique data point within the data may be assigned to the K cluster with
the closest centroid by calculating the distance between them (Tripathy et al., 2013). The second
step is to ensure that each of the centroids are recomputed. To achieve this, all of the data points
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assigned to each of the clusters are then multiplied and divided by the total number of data points
within the cluster. These two steps are repeated until none of the data points changes over to other
clusters (Tripathy et al., 2013). Below, Figure 3 illustrates the use of the K-means clustering
algorithm to dissect patterns from pixels within an image file.

Figure 3. K-means clustering diagram (Tripathy et al, 2013).

2.2.2 Deep Learning
Deep Learning is a subset of machine learning and is based on the communication nodes present
within the biological systems of humans (Deep Learning on AWS, n.d.). Deep learning can oftentimes
be used interchangeably with machine learning, however; there are some distinct differences
between the two. To understand the differences, it is important to understand the general concept
of deep learning architectures. To achieve this, the structure of an artificial neural network (ANN)
will be examined.
The architecture of the ANN is comprised of three layers. As illustrated below in Figure 4, the
first layer is the input layer, where data is taken into the system for further processing within the
succeeding layers (Bre et al., 2017). Once data is taken into the input layer, it is transferred through
to the hidden layer where the artificial neurons take in a set of weight data inputs and generate a
data output through completing an activation function (Bre et al., 2017). Lastly, the output layer
takes the data and produces the given outputs (Bre et al., 2017).
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Figure 4. The architecture of an artificial neural network (Bre et al, 2017).

Subsequently, deep learning serves as an extension off of a typical ANN, offering an additional two
or more layers, hence gaining the term “deep” learning (Dargan et al., 2019). There are many
different deep learning neural network (DNN) algorithms, with some of the most common being
convolutional neural networks (CNNs), recurrent neural networks, recursive neural networks, and
unsupervised pre-trained networks (UPNs). Common characteristics of deep learning approaches are
that they are considered to have strong learning ability, as well as are extremely powerful and
efficient when utilising significantly large datasets (Dargan et al., 2019).
One difference between machine learning and deep learning is that deep learning focuses
on creating algorithms in a number of layers to generate an ANN that then is able to learn and
interpret data autonomously, adapting to new situations (Ceron, 2019). Conversely, machine
learning requires algorithms to understand the data, learn from the data, and then make decisions
based off of the data. Machine learning algorithms also do not learn to adapt, sticking to how they
are programmed to function (Ceron, 2019). Another difference is that deep learning requires highend graphical processing units, hardware that offers incredibly high performance to process
workloads, and overall time requirements are larger (Ceron, 2019). Although these factors can be
considered constraints, a higher level of accuracy is often attributed to deep learning approaches
(Kowsari et al., 2017).
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2.2.3

Computer Vision

As established in Section 1.1 Introduction, computer vision is a field of computer science that
enables computers to process, perceive, and identify images or video (Elgendy, 2019). The primary
objective for computer vision is to allow for computers to automate visual tasks that the human
brain accomplishes intuitively. To achieve task automation, computer vision models rooted in fields
such as physics, statistics, and general pedagogy theory are implemented to comprehend visual
data. Some examples of computer vision techniques can be demonstrated in subdomains such as
image classification, object detection, object tracking, semantic segmentation, and instance
segmentation (L. Liu et al., 2020). Taking these subdomains into account, and depending on which
technique is used, computer vision supports capabilities that are illustrated through software such as
facial recognition, surveillance, biometrics, and self-driving cars.
Hence, machine learning and deep learning approaches are related to computer vision in the
way that they help computers to understand the data given to them through information
processing. However, to understand how machine learning and deep learning fall under the field of
computer vision, an example below will be given. As demonstrated above in Section 2.2.2 Deep
Learning, an example of a deep neural network (DNN) is a convolutional neural network (CNN). If a
developing computer system's objective was to offer speed detection, such an approach would be
implemented to achieve this. One example of this approach can be shown within recent research
conducted into obstacle detection and classification for high-speed autonomous driving (Prabhakar
et al., 2017). To ensure a car is able to achieve full detection and classification of objects, the PASCAL
VOC image dataset was selected, chosen as it is comprised of many objects common within traffic
contexts such as vehicles, pedestrians, and animals. Once the dataset was selected, it was then used
to train a region-based convolutional neural network, with a Titan X GPU running on it, processing
ten frames per second (FPS). Due to such a high frame rate, the system was considered suitable for
high-speed driving of autonomous vehicles, and the results from object classification and detection
demonstrated full invariance when tested in different conditions such as changes in lighting or
climate (Prabhakar et al., 2017).
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2.3 Object Recognition, Object Detection, and Object Tracking
As this research is concerned with creating a computer vision-driven prototype offering the
affordance of vehicle detection, this section places focus on not just how object detection functions,
but also concerns itself with exploring additional surrounding computer vision approaches. These
additional approaches include object recognition and object tracking. Moreover, these approaches
are explored within this section since they share a dependence on one another. For instance, object
detection relies on the initial establishment of the recognition of object classes to function. Similarly,
object tracking relies on the accurate detection of object classes to track the object classes across
video frames. Object tracking may then be employed on either previously recorded data or in real
time to deliver the most up to date insights. Once this section examines the general functionality of
these affordances, some of the most common approaches used within object recognition, object
detection, and object tracking in the present day will be examined.

2.3.1

Object Recognition

Object recognition is a computer vision technique that enables software solutions to recognise
object classes within images, video files or livestream video sequence recordings. Once object
classes have been recognised within data, they are then assigned a label that serves as a title (Bansal
et al., 2020). The process of object recognition is comprised of the following steps. Firstly, data is
collected from images or video files. Once obtained, features can then be extracted from the data
through the use of a feature extraction algorithm. This algorithm may concern itself with acquiring
certain features within each piece of data it is feed and is performed to differentiate between
subsequent object classes later on in the learning process (Object Recognition, n.d.-a). Once this
process has been completed, the features that have been extracted can then be added to the
selected object recognition model which will classify the features into different groupings. These
groupings will then be used to help assist in analysing newly input data, and in turn, perform
recognition of the object classes that exist within the data (Object Recognition, n.d.-a). Overall,
there are many different types of feature extraction algorithms and object classification models that
work together to achieve object recognition. An illustration of the general workflow of the object
recognition process can be evidenced below in Figure 5.
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Figure 5. Workflow of the general object recognition process (“Object Recognition,” n.d)

2.3.2 Object Recognition Approaches
Below, a brief discussion of a few object recognition approaches will be explored, including both
feature extraction techniques and classification techniques.

Feature-based Algorithms
Features specific to object classes are what can be extracted from input data to ascertain recognition
of that object class in proceeding data. Thus, feature-based algorithms are concerned with
extracting features of an image, primarily colour, corners, or edges, to assist in object recognition.
Colour can be understood as one of the most important features when identifying objects. For
instance, if a bird is green, it can be identified as a parrot, or if a fruit is red, it can be understood to
be an apple. These conclusions are based on confidence values that determine accuracy, meaning
that there is room for error. Also, this approach can be more sensitive to colour and intensity of light
source (Bansal et al., 2020). Conversely, benefits of this approach include that it offers a high level of
robustness within complex backgrounds, and it does not need to consider image size or orientation
(Bansal et al., 2020).
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Equally, corner descriptors may be employed as interest points, where the similarity
between two images can be matched. Some of the cons that should be taken into account when
employing this approach include that it is dependent upon a threshold, as well as that it does not
always offer stability surrounding the output results in the presence of noise (Bansal et al., 2020).
Correspondingly, the third feature-based approach to consider is the edge approach. The edge
approach may be employed to assist in locating the edges of an object. There are five edges of the
object that are captured, as demonstrated below in Figure 6. Each of these edges are used to isolate
and extract edges of object classes to assist in the object recognition process. The cons that are
involved in employed the edge approach include that it does not always perform well within a
background cluttering context, and it is not scale invariant (Bansal et al., 2020).

Figure 6. The different edges employed to extract edges of object classes in image data (Bansal et al., 2020)

Texture-based Algorithms
Tactile texture can be understood the feeling of a surface, whereas visual texture refers to the
visualisation of the outline or contents of an image (Armi & Fekri-Ershad, 2019). Within the context
of image processing, the texture of images is significant to consider as it assists in determining
spatial variation, achieved through pinpointing the brightness intensity of pixels (Armi & FekriErshad, 2019). Furthermore, texture may be employed to represent an object class in regard to
coarseness, smoothness, and regularity of an image, and in this way, it is used in conjunction with
additional feature descriptors to support the object recognition process (Bansal et al., 2020). There
are many different approaches that can be selected when considering a texture-based algorithm,
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however they largely fall under one of two categories, with these being either statistical or structural
(Bansal et al., 2020). Additional categories may also include model-based or transform-based
texture-based approaches (Armi & Fekri-Ershad, 2019).
There are two major challenges that come with implementing texture-based algorithms,
with these being rotation and noise image (Armi & Fekri-Ershad, 2019). Consequently, methods
employed to classify against these challenges must be workable to uphold the accuracy of image
results (Armi & Fekri-Ershad, 2019). Conversely, some of the benefits that stem from employing
texture-based algorithms include that it offers high computational speed, serves as an efficient
approach to employing multi scale analysis of images, and there is generally no occurrence of
information loss during the course of data processing (Bansal et al., 2020). Below, Figure 7 provides
an illustration of the general workflow of a texture-based algorithm for image feature extraction.

Figure 7. Workflow of a general texture-based algorithm (Armi & Fekri-Ershad, 2019)
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Shape-based Algorithms
The shape of an object class within an image can largely assist in identifying the object. However, it
can be challenging to determine an object class off of its shape alone. Hence, there are two steps
that can be taken to implement the shape-based approach. The first step is to ensure that the
features are extracted from the image and the second step is to conduct a measurement on the
similarity between features extracted on differing object classes (Bansal et al., 2020). Moreover, the
shape-based approach concerns itself with two methods, these being either region-based or
contour-based. In regard to the region-based method, the area of the object class is determined by
considering all of the pixel information within the shape of the object. In contrast, the region-based
method utilises local features, as it requires extraction of boundary information (Bansal et al., 2020).
One example of a shape-based algorithm is the Histogram of Orientated Gradients (HOG)
feature descriptor. The HOG feature descriptor is an approach used to determine the shape
appearance of an object class within an image, achieved by calculating the occurrences of gradient
orientation in localised segments of an image (HOG Descriptor, n.d.). Completion of this process may
include the employment of a detection window, or through regions of interest (ROI) (HOG
Descriptor, n.d.). A brief summary of the HOG algorithm is comprised of the following steps. Firstly,
the image data is divided into regions, also referred to as cells. For each cell, a histogram of gradient
direction for each pixel within the cell is computed (HOG Descriptor, n.d.). Following, each cell is
then discretised into angular bins based on gradient orientation, with each pixel contributing to its
own matching angular bin through weighted gradient (HOG Descriptor, n.d.). Cell groupings are also
understood as spatial regions called blocks, providing the foundation for grouping and normalisation
of histograms (HOG Descriptor, n.d.). The block histogram is also represented by the normalised
groups of histograms (HOG Descriptor, n.d.). Below, Figure 8 illustrates the implementation of the
HOG algorithm.
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Figure 8. The implementation of the HOG algorithm (HOG Descriptor, n.d.)

HOG feature descriptors can be very useful in many subdomains, particularly within the traffic
management industry. One example of this may be evidenced by research conducted by Zhang et al
(2018) who examined the application of the HOG algorithm to use in parallel with Kalman filters to
establish real time vehicle detection. Overall, results demonstrated that the use of the HOG
algorithm with an added AdaBoost classification was able to improve the detection rate of targeted
vehicles (Zhang et al., 2018).
There are challenges that come with using HOG, with some of the challenges including large
computation costs, variance to object rotation. Furthermore it is not the most time efficient
regarding the period it takes to extract features and then train the classifier (Bansal et al., 2020).
Conversely, benefits of this approach include that it is not affected by photometric and geometric
transformation, and that it appears to show sufficient results in invariance to changes in brightness
or shadows (Bansal et al., 2020).

2.3.3 Object Detection
Object detection can be understood as a computer vision technique that enables software solutions
to detect and locate objects of certain classes within images, video files or livestream video
sequence recordings. Sometimes, object detection is used interchangeably with the technique of
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object recognition. However, there is a difference between the two. For instance, object recognition
is concerned with recognising the object within image data, whereas object detection places focus
on understanding not only what the object is, but also locating its position within the given data
(Vipul, 2018). To further make sense of how object detection functions, it is important to
differentiate between some of the common terms commonly used when performing this approach.
Below, the definitions of some of these terms will be briefly examined in accordance to their role
and function within object detection.

Object Classification
Object classification is one of the first steps necessary in completing object detection, used to
predict the class within an image. Object classification is also the core step in completing object
recognition (Vipul, 2018). The first step of object classification is to feed a computer vision algorithm
input data. Generally, the input data includes images comprised of differing objects that the
algorithm uses to learn and predict the objects in future data. Once the algorithm is given the input
image data, it then outputs the same image data with a class label, such as one or more integers
assigned to objects within the image data (Brownlee, 2019).

Object Localisation
Once the computer vision algorithm has completed object classification, it is then able to move on to
object localisation. Object localisation is a computer vision approach used to determine where an
object is situated within an image or video file. In order for the algorithm to be able to correctly
identify the location of a specific object, differing approaches are employed, with one of the most
common being bounding box regression. Bounding box regression is a common method used to
refine or predict localisation boxes within data. Usually, the bounding-box regressors are trained to
identify the pre-defined object classes through regressing either fixed anchor boxes or region
proposal networks (Lee et al., 2019).
Hence, the function of object detection serves to fulfil two main objectives: to comprehend
each object class, also known as object classification, and to understand where objects are located
within an image, also referred to as object localisation (Zhao et al., 2019). So, while employed, object
localisation and object classification tasks together perform the task of object detection (Brownlee,
2019). Furthermore, a similiar approach is evident when addressing semantic segmentation.
Semantic segmentation refers to a task where specific pixels within an object are highlighted instead
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of using bounding boxes (Brownlee, 2019). Overall, semantic segmentation holds a lot of potential as
it can be used in many applications for varying uses. Some of these include helping applications
achieve scene understanding, as well as eliminating unwanted objects from images, copy-pasting
objects from one image to another, or enhancements and adjustments made to class-based images
(Csurka et al., 2013).

2.3.4 Object Detection Approaches
Now that a brief analysis of the function of object detection has been given, it is also important to
note a few of the most common and popular approaches taken to implement object detection in
applications in the present day. Below, a brief discussion and architecture of a few of these
approaches will be explored. These will include YOLO, R-CNN, Fast R-CNN, Faster R-CNN, SSD,
Mobile-SSD.

YOLO
You Only Look Once, commonly abbreviated to YOLO, is an effective object detection network
approach first termed in the seminal 2015 paper by Redmon et al (2015), that has risen in popularity
in recent years. Like most object detector approaches, YOLO is concerned with determining the
location of where specific objects are present, as well as correctly classifying the objects. However,
what sets the YOLO approach apart from other object detection methods is that it uses a single
neural network and harnesses the power of regression. Consequently, the YOLO approach saves
time and is easier to optimise for different applications (Menegaz, 2018). The network architecture
of the YOLO algorithm has been inspired by the GoogLeNet approach to image classification in that it
is comprised of 24 convolutional layers, as well as two completely connected layers (Redmon et al.,
2015). However, in contrast to GooLeNet, the YOLO algorithm does not utilise inception modules,
and instead, employs 1 x 1 reduction layers and 3 x 3 convolutional layers (Redmon et al., 2015). An
illustration of the full network architecture can be demonstrated below in Figure 9.
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Figure 9. Architecture of the You Only Live Once (YOLO) algorithm for object detection (Redmon et al, 2015).

Unlike other approaches, the YOLO approach has been produced by being trained on a loss function.
The power of utilising a loss function within context to a neural network, and in this specific case the
YOLO approach, is that it is able to check how accurate the results are. This is achieved through
mapping values or integers to a specific event. Once achieved, it then automatically characterises
these values or integers into a real sum, quantifying where the results weigh up against reality
(Sagar, 2019). Overall, the YOLO approach can be considered one of the fastest general-purpose
methods to efficient real-time object detection as it can be easily applied to a number of differing
applications in many domains (Redmon et al., 2015).

R-CNN
Regions with convolutional neural networks, often abbreviated to R-CNN, is another approach that
may be used for object detection. R-CNN was introduced by Girshick et al (2014), where it was
recommended to combine regional proposals with convolutional neural networks, hence creating
the term “R-CNN.” However, what sets R-CNN apart from other approaches is its implementation.
For instance, the first step within R-CNN is harnessing selective search, a region proposal algorithm
that functions by identifying a number of bounding-box object region candidates, also referred to as
regions of interest or “ROI” (Weng, 2017). Once identified, CNN features are then taken from each
region in order for them to then be classified (Weng, 2017). To further explain the functionality of
the architecture, the construction of R-CNN can be broken down into the following components:
firstly, an input image is taken, and 2000 region proposals are extracted (Girshick et al., 2014). Once
extraction had been achieved, features are computed for each region proposal by using a
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convolutional neural network and then are classified by employing class-specific support vector
machines (SVMs) (Girshick et al., 2014). The network architecture for R-CNN can be illustrated below
in Figure 10.

Figure 10. Architecture of the R-CNN algorithm for object detection. (Girshick et al., 2014.)

Since the creation of R-CNN, there has also been additional developments: Fast R-CNN, and Faster RCNN. The reason for these developments’ stems from some of the problems that have arisen when
using simply R-CNN alone. For instance, one issue is that R-CNN is not effective enough to be
implemented in real-time. Taking a reported 47 seconds to process one single image, R-CNN does
not hold the capabilities of being able to carry out real-time image processing (Salman Khan et al.,
2018). Additionally, with training the convolutional neural network to recognise a single image, 2000
region proposals are needed every time, posing as time-poor (Girshick, 2015).

Faster R-CNN
Due to the issues surrounding R-CNN, the same creator produced an improved and revised approach
named “Fast R-CNN.” The leading difference between these two approaches is that Fast R-CNN
implements several changes to increase training and testing speed, while simultaneously improving
detection accuracy (Girshick, 2015). These differences can be demonstrated within their approaches
in architecture. For instance, unlike R-CNN which feeds 2000 region proposals through to the
convolutional neural network each time, Faster R-CNN generates a convolutional feature map by
feeding the input image through to the convolutional neural network. Once the feature map is
generated, regions of proposals are identified and a region of interest pooling (ROI) layer is then
used to scale each of the regions of proposals to fixed sizes (Girshick, 2015). These are then fed to a
complete connected layer. Lastly, a softmax layer, also understood as the final layer within the
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neural network-based classifier, may be utilised for predictions of the class of the proposed regions,
as well as offset values within the bounding boxes (Girshick, 2015).

Faster R-CNN
Although Fast R-CNN serves as a faster and more efficient approach to object detection, it also uses
selective search to identify region proposals, slowing down object detection time. To solve this, the
Faster R-CNN approach was created and removed the need for selective search by using its own
network to predict region proposals. The region of interest pooling layer is then employed to
reshape region proposals, and the image is classified within the proposed region, alongside
offsetting value prediction for bounding boxes. An illustration of the faster R-CNN architecture can
be illustrated below in Figure 11.

Figure 11. Architecture of the Faster R-CNN algorithm. (Nguyen et al., 2018).
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SSD
First introduced by W. Liu et al in 2015, single-shot detection, commonly abbreviated to SSD, is
another approach that may be used for object detection. SSD’s name comes about when addressing
that it utilises a singular deep neural network (DNN) to perform object detection through a single
forward pass, or a shot. Hence, it should be noted that SSD contrasts approaches such as R-CNN that
utilise two shots, making it a slower option for real-time object detection. W. Liu et al (2016) posits
that the power of SSD is that it not only rivals the speed of the previous state of the art models, but
it is also considerably more accurate than approaches such as Faster R-CNN that perform region
proposals and pooling. To achieve these two tasks, SSD is comprised of a particular architecture that
can be illustrated below.

Figure 12. Architecture of the SSD model for object detection (Liu et al., 2016).

The architecture of SSD can be broken down into two central units, these being the base network
and the extra feature layers. The base network is the general layers of an image classification
network and in this instance, builds off of the use of the VGG-16 convolutional neural network
architecture pre-trained on the ILSVRC CLS-LOC dataset (W. Liu et al., 2016). Subsequently, the
VGG16 layer is utilised to extract feature maps of input images. Once the data has been through the
base layer, it runs through the feature layers by predicting offsets to default boxes of diverse scales,
aspect ratios and their accompanying confidences (W. Liu et al., 2016). Overall, SSD eliminates the
requirement for operating region proposal networks and in its place, implements the use of default
boxes and multiscale features, offering a faster and more accurate approach to real-time object
detection.
An example of its effectiveness can be illustrated when addressing testing results. For
instance, W. Liu et al., (2016) undertook trialling and testing of SSD, noting that the SSD512 model
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demonstrated to be three times faster than Faster R-CNN approach, as well as outperformed in
terms of accuracy when tested on the PASCAL VOC and COCO datasets. Additionally, functioning at
59 frames per second (FPS), the SSD300 model also proved to be a faster approach to real-time
object detection than the real-time YOLO model (W. Liu et al., 2016).

2.3.5 Object Tracking
Object tracking can be defined as the process of an application maintaining the ability to stay
focused on specific objects that have been detected and determining the placement of the object
over various video frames. This can be employed on batched video files or in real time. The process
of object tracking can be broken down into three main components. The first step includes taking a
set of bounding box coordinates from object detection approaches. Once these coordinates have
been obtained, an individual ID for each of the initial detections must be created. The final step is
then to track each of the detected objects as they change location through each video frame, while
simultaneously upholding the assignment of each of the IDs (Rosebrock, 2018). Overall, the process
of assigning IDs to each object allows the ability to track them across the video frames.

2.3.6 Object Tracking Approaches
Below, some of the common approaches taken to implement object tracking in applications in the
present day will be explored.

SORT
Simple Online and Real-Time Tracking, often abbreviated to SORT, is one of the most common
approaches used within object tracking as it is able to associate objects effectively in real-time
(Bewley et al., 2016). Once objects have already been detected through an object detection
approach, SORT may then be linked up to the detection approach to match detected objects across
frames. This way, the SORT tracker does not need to comprehend what the objects are, and instead,
utilises statistical heuristics to achieve object tracking. One of the main tools SORT uses to achieve
object tracking involves the use of intersection-over-union (IOU) evaluation metrics between each
object target’s bounding boxes (Bewley et al., 2016). As mentioned above, each bounding box is
given its own individual ID. Correspondingly, the SORT tracker works by matching the individual ID of
the bounding box in each frame until it can no longer locate the ID of the bounding box. Hence, if the
ID of the bounding box is not recognised in subsequent video frames, the SORT tracker then
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acknowledges the object has disappeared (Bewley et al., 2016). The creators of the SORT tracker
recognise that one of their objectives was to illustrate that object tracking only requires rudimentary
computer vision techniques to serve as an effective approach (Bewley et al., 2016). Consequently,
this objective is supported by the results of the SORT tracker: due to the simplicity of the tracking
method, it is able to update at a rate of 260 Hz. This rate is reported to be 20 times quicker than
other offered state-of-the-art object trackers (Bewley et al., 2016).

Deep SORT
Two years after the creation of SORT, the performance was improved by integrating appearance
information through a pre-trained deep association metric, known today as Deep SORT. The reason
for the developments made to the original SORT tracker stem from it not being able to accurately
track through the occlusions that naturally appear in the frontal-view camera scenes in real-time
(Wojke et al., 2017). Thus, the original association metric existing within the SORT tracker is
exchanged for a more cognisant metric that pools together both appearance and motion
information (Wojke et al., 2017).
Once developed, the Deep SORT tracker’s performance was assessed using the MOT16
benchmark, a standard framework used for multi-object tracking. MOT16 was used to evaluate
tracking functionality on seven diverse test sequences and included evaluating how the Deep SORT
tracker performed within frontal-view scenes, as well as top-down surveillance setups. Additionally,
the MOT16 includes seven metrics used to evaluate the object tracker’s efficacy. The seven metrics
of the MOT16 benchmark include (1) multi-object tracking accuracy (MOTA) which summarises
tracking accuracy, (2) multi-tracking object precision (MOTP) which summarises tracking precision,
(3) mostly tracked (MT) which is the percentage of ground-truth tracks that maintain at least 80% of
the same label over their life span, (4) mostly lost (ML) which is the percentage of ground-truth
tracks that maintain at most 20% of their label over their life span, (5) identity switches (ID) which is
the amount of time the ground-truth track’s identity changes, and (6) fragmentation (FM), which is
the number of times a track is disturbed by a missing detection (Wojke et al., 2017).
To offer additional insight, the Deep SORT tracker’s performance was also evaluated against
other published object tracking methods through using the MOT16 benchmark. As demonstrated
below in Table 2, the Deep SORT tracker revealed to have a total of 781 ID switches, and when
compared against the SORT tracker’s total amount of 1423, illustrated a decrease of 45% (Wojke et
al., 2017). In addition, the Deep SORT tracker illustrates a significant increase in the number of
mostly tracked objects and a decrease in mostly lost objects (Wojke et al., 2017). Overall, results
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illustrated that it can track through longer periods of occlusion, confirming that it is a strong
competitor when looking to select an object tracking approach for real-time deployment (Wojke et
al., 2017).

Table 2. Comparison of the deep SORT tracker performance (Wojke et al., 2017).

POI
Another common approach to object tracking is known as Person of Interest, often abbreviated to
POI. Created in 2016, the development of POI came about when the creators observed that current
multiple object tracking (MOT) trackers ignore the detection and learning-based appearance feature
play, and instead, place sole focus on the hand-crafted feature and association algorithms (Yu et al.,
2016). The reason that ignoring this can pose as problematic is because detection and learningbased appearance features play an integral role in data association-based MOT (Yu et al., 2016).
Thus, the inspiration for the POI tracker was realised.
The components of the POI tracker can be broken down into four segments: detection, the
appearance feature, and the online and offline tracker. Firstly, for the detection, a detector based on
Faster R-CNN was utilised and the model was adjusted from the VGG-16 convolutional neural
network on the dataset ImageNet. A multiscale training strategy was adopted, and features were
combined at a range of different levels and scales (Yu et al., 2016). Once the method of object
detection was established, the appearance feature was then implemented to understand the affinity
value in data association. In the case of facial recognition, it is noted that the affinity value should be
significantly larger for persons of the same identity and smaller for those with different identities,
and to achieve the extraction of feature appearance, a network was employed similar to GooLeNet
(Yu et al., 2016). To train the network, a dataset was utilised containing over 19,000 identities. Once
the appearance feature was established, an online tracker was implemented by utilising the Kalman
filter for the prediction of movement, and the Kuhn-Munkres algorithm for data association among
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other components such as the affinity matrix and data association method (Yu et al., 2016) A full
visual of the online tracker can be viewed below in Figure 13.

Figure 13. A step-by-step depiction of the Person of Interest (POI) online tracker (Yu et al., 2016).

The final component was to also make available an offline version of the POI tracker. To achieve this,
the offline version was an upgraded form of the H2T and based upon the K-Dense Neighbours
method (Yu et al., 2016). Once the development of the POI tracker was completed, the online and
offline versions of the POI tracker were then compared to two other state-of-the-art object trackers,
one being an online version and one being an offline version for a fair comparison. Results indicated
that the offline version does not hold any advantages over the online version and may be considered
an unexpected finding, as the offline version is thought to be less simple than the online version (Yu
et al., 2016). Overall, it was illustrated that the POI tracker is an effective approach to object
tracking, presenting promising results through online and offline versions (Yu et al., 2016).

2.4 Edge Computing, Fog Computing, and Cloud Computing
When utilising computer vision approaches, it is significant to identify the way in which data will be
processed for computations and how workloads will be handled and stored. Subsequently, edge
computing, fog computing, and cloud computing are architectures that offer processing and data
storage capabilities. Accordingly, these architectures will be briefly considered in accordance to their
roles in supporting the use of data.
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2.4.1 Edge Computing
The first architecture may be evidenced by edge computing. The term edge computing comes about
when addressing its main objective, being that it is concerned with processing data at the edge of a
network (Huang & Wu, 2018). Edge computing can also be defined as a distributed computing
paradigm, where the management of data is completed closer to enterprise applications, such as
local servers or Internet of Things (IoT) devices (What Is Edge Computing, n.d.). Taking this into
account, computer vision approaches greatly rely on the speed at which data may be handled to
offer real-time results. Thus, by enabling data processing at different points, as well as allowing data
to be processed wherever it is required the most, edge computing offers enterprises the ability to
achieve immediate insights that can be transformed into significant processes and practises (Edge
Computing, n.d.).

2.4.2 Fog Computing
Fog computing is another approach that can be taken to deploying computer vision applications. Fog
computing, also referred to as fogging or fog networking, can be defined as a scenario where a large
amount of heterogeneous, ubiquitous and decentralised devices connect with one another to
undertake processing and storage tasks (Naha et al., 2018). These tasks can vary from supporting
new services and applications, to assisting with basic networking functions. Furthermore, users that
rent out these services are able to receive incentives as compensation (Naha et al., 2018). Thus, fog
computing is incredibly similar to edge computing in the way that data is managed and processed
closer to where it is originally created. Due to this, the terms edge computing and fog computing are
often used interchangeably. However, one of the key differences between the two is the location of
where the processing of the data takes place (Naha et al., 2018). For instance, edge computing
focusses on processing data directly on the devices close to where sensors are located. Whereas, to
contrast, fog computing ordinarily sends the computing power to a local area network (LAN). Once
the data has been sent to a LAN, it is then processed either through a node, hub, router, or gateway,
and the results of the processing are then sent through to the elected devices (Klonoff, 2017).

2.4.3 Cloud Computing
Lastly, another option may be demonstrated by cloud computing. Cloud computing can be defined
as the on-demand delivery of computer services, including networking, software, storage, servers
and databases. The delivery of these services is offered through the Internet, also recognised by the
term the “cloud” (What Is Cloud Computing?, n.d.). Many of these services are given acronyms, with
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some of the most popular being SaaS, meaning software as a service, IaaS, meaning infrastructure as
a service, and SaaS, meaning software as a service (What Is Cloud Computing?, n.d.). Furthermore,
these service models are offered for remote use, allowing users utilising applications the ability to
employ them remotely, as well as only needing to pay for as much of the service as they require
(Wilson, 2018).

Comparisons and Differences
Below, some of comparisons and differences between these architectures will be identified in
relation to latency, security, and scalability.

Latency
As aforementioned, one of the most important aspects to ensuring fast results from computer vision
driven systems is ensuring data can be processed at suitable speeds. However, the choice of which
architecture to choose is dependent upon the objectives of the computer vision application. For
instance, for an application requiring real-time results, such as the case with many traffic
management solutions, edge computing may be considered one of the strongest options due to the
way in which it delivers low latency closer to the devices. Furthermore, it performs better in remote
locations where there is limited Internet connectivity, harnessing its ability to provide local storage
(Dennis, 2019). Hence, one key example of using edge computing can be evidenced through the
concept of self-driving cars. With the need for quick reaction times for a moving vehicle, high latency
or service outages can be critical. This means that sensors located around the vehicle must feed
through the data in real time to deliver local processing on an onboard computer (Jackson, n.d.).
In comparison, fog computing can support the latency of Internet of Things (IoT) applications
through its emergence as a middle level between processing on the edge of a network and
processing through cloud computing. For instance, it is reasoned that many IoT applications
requirements cannot be met with the current employed edge-cloud model (Bellavista et al., 2020).
Due to this, the importance of fog computing in this context is that it is able to lighten the load that
cloud computing and edge computing carry when addressing cloud processing and network hops
(Bellavista et al., 2020). Additionally, it is also significant to note that fog computing is considered
fairly novel, however it is receiving an increase in attention due its ability to act as a compromising
conduit between the edge and cloud. However, this can also be viewed as a barrier towards its
usage (Bellavista et al., 2020).
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Similarly, cloud computing can run into issues regarding latency in differing scenarios,
depending upon what is required. For instance, Simranpreet et al (2019) reasons that one way
latency occurs in cloud computing is when there is a delay in the network, usually due to congestion.
Moreover, there are three types of latency that occur between the cloud and the end user (Bali &
Khurana, 2013). The first can be demonstrated by intra cloud latency, where latency occurs when
two virtual machines (VMs) on the same server connect with one another (Bali & Khurana, 2013).
The second can be evidenced by network latency, where applications spend too much time waiting
from responses from data centres. Due to the wait time, bandwidth may not be properly expended,
and the overall performance will be lacking (Bali & Khurana, 2013). The final can be exhibited when
addressing processing delays causing latency, occurring when routers take too much time to process
the data (Bali & Khurana, 2013). Additionally, although cloud computing architectures offer the
ability to process big data, they can also fall short of meeting the requirements that many IoT
devices need such as instantaneous response time (Bellavista et al., 2020).
As evidenced above, one of the most effective approaches to lowering latency is to remove
the distance with private interconnections by employing edge computing, however, it is also
recommended to adopt a five step interconnection orientated architecture (IOA) strategy to align
with this (5 Steps to Solving Latency, 2019). An IOA strategy can be understood as a set of best
practises that may be employed to assist enterprises in adopting a digital transformation, achieved
through leveraging the power of digital ecosystems (Ho, 2018). The five steps of the IOA strategy can
be described as follows. First, the primary step is to localise and optimise the network through
employing interconnection hubs, also referred to as edge nodes, closer to network users. The next
two steps are to divide traffic flows to plan for multicloud network integration and establish
multicloud connectivity by integrating cloud services. Once achieved, internet at the edge can be
offloaded through bringing all traffic into the previously setup interconnection hubs. The final step is
to connect to ecosystems for data exchange (Ho, 2018). Overall, It is reasoned that an IOA strategy
enables users to employ a more flexible, IT architecture and in turn, allows the ability to optimise
networks for lower workload and application latency (Ho, 2018).

Security
When handling data processing and data storage, it is imperative to ensure that the security of the
data is upheld. Taking this into account, the way each of the three architectures enforce their modes
of data security will be evidenced as follows.
Firstly, in regard to edge computing, the risks associated may be considered higher than
other architectures due to the disregard for security threats in edge computing platforms and their
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supported applications (Xiao et al., 2019). To elaborate, Xiao et al (2019) note that although edge
computing provides a more practicable domain of computing expertise for many applications, it has
also brought about security threats due to the way it escalates the real-world attack surface from
four different angles. These angles can be understood as follows. Firstly, in comparison to a cloud
computing server, edge computing servers offer weaker computation power, meaning that there is a
higher level of vulnerability to existing attacks. Secondly, edge computing-driven Internet of Things
(IoT) devices do not exhibit to users whether or not they have been compromised. This is because
often IoT devices do not have user interfaces and so a user may have limited, if any, knowledge as to
the running status of the device. Therefore, if any there is anything out of the usual, the user may
not be able to discern this (Xiao et al., 2019). Thirdly, many edge computing-driven devices do not
implement standard operating systems (OSes) or communication protocols, and instead, have their
own OSes or protocols. However, the problem with this is that they often do not abide by any
standardisation regulation, which centres around problems surrounding the design and
development of a unified preserving instrument for edge computing (Xiao et al., 2019). Finally, the
fourth issue arises when addressing coarse-grained access control. For instance, general purpose
computers have access control models that consist of four types, these being no Read & Write, Read
Only, Write Only, and Read & Write (Xiao et al., 2019). These models are not as straightforward in
edge computing due to more complicated systems, and thus require fine-grained access control.
However, the disadvantage to this is that present-day access control systems are coarse-grained
(Xiao et al., 2019).
On the same note, fog computing systems also have no defined security processes in place
or standard security certifications, making it difficult to determine the security of such applications
(Khan et al., 2017). Furthermore, Khan et al (2017) note that there are additional vulnerabilities that
surround fog computing. For instance, fog computing is considered to have relatively smaller
computing resources, making it challenging to guarantee that a comprehensive security plan can be
set out to detect and stop high-level, targeted and distributed cyber-attacks (Khan et al., 2017). In
addition, fog computing can also be seen as an appealing target for cybercriminals for the following
reasons. Firstly, there are commonly large volumes of data used within fog applications that are
often of interest to cybercriminals. Hence, holding the ability obtain access to large volumes of data,
coupled with the fact that fog computing applications are often more accessible than cloud
computing systems, increase the probability of cybercrime (Saad Khan et al., 2017).
To contrast, Singh et al (2016) reasons that although cloud computing architectures have
been successful in drawing in users, they may still be considered an emerging technology, and so,
bring with it some challenges. One of these challenges include data scavenging, where attackers may
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be able to recover removed data due to the data still residing on the device. This is often due to data
related vulnerabilities such as data colocation that is holding the data of unknown competitors
(Singh et al., 2016). Furthermore, GiladMaayan (2019) cautions that there are many different
challenges that come with utilising cloud computing services, outlining a few of the most significant
that users should take into account. Firstly, GiladMaayan (2019) reinforces the challenge of data
breaches, noting that because a portion of controls are transferred to third party providers when
switching to cloud services, this allows users to be prone to attacks. On this same note, the potential
for data loss is also heightened when adopting a cloud-based approach. For instance, multiple end
users collaborating on documents in the cloud simultaneously may lose data through issues like
accidental file deletion, password sharing and use of personal devices. Furthermore, it is also critical
to consider the insider threats of users utilising cloud services as they can intentionally and
unintentionally cause common security failures. Lastly, GiladMaayan (2019) emphases the
significance of exercising vigilance by investing in distributed denial of service (DDoS) protection
services to protect against such cyber-attacks, as well as secure socket layer (SSL) encryption to
ensure there is a secure communication based on components such as IP addresses, geography, and
device identification (GiladMaayan, 2019).

Scalability
One of the third most important factors to consider when deploying computer vision applications is
its scalability. Scalability in the context of computing can be understood as a system or a number of
techniques that offer a way to efficiently guarantee that the quality of services provided is
maintained as the amount of users increases (Steed & Oliveira, 2010). Taking this into account, the
scalability of each of these three architectures will be examined below. Firstly, scalability is not
accomplished in regard to edge computing. To understand some of the challenges edge computing
faces when dealing with scalability, Shi et al (2016) outline some of the following fundamental
features that are not supported. The first of these can be understood as extensibility. In comparison
to a mobile system, edge computing Internet of Things (IoT) devices hold the potential to be
incredibly dynamic. However, this element raises doubt as to whether edge computing can reliably
add, change and replace services dependent upon the requirements of the end user (Shi et al.,
2016). Due to this, it has been recommended that edge computing architectures consider adopting a
flexible and extensible design of a service management layer in their operating systems (OS) (Shi et
al., 2016). Furthermore, a second issue to consider is the way that security may negatively impact
edge computing. For example, it is posited that security requirements present on the edge of the
network can slow latency. However if latency occurs, particularly if it occurs in the communication
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between nodes, it holds the potential to slow down the effective progression of scaling (Shi et al.,
2016).
Conversely, fog computing architectures can also fall victim to issues relating to scalability.
Karagiannis et al (2020) suggests that this is due to node placement in the fog computing
architecture. To elaborate, Karagiannis et al (2020) offer that fog computing nodes span the cloud to
the edge of the network, meaning that the nodes may need to scale up to a large extent. Though,
this also means that during the discovery phase, the amount of possible positions for node
placement is vast, and thus, requiring the need to examine all of the possible options for node
placement can significantly contribute to overhead. The issue with this is that increasing the amount
of overheard can dramatically compromise the scalability of fog computing systems (Karagiannis et
al., 2020). Consequently, to ensure that overheard from new compute nodes joining does not
negatively compromise scalability, Karagiannis et al (2020) recommend that future node discovery
systems may be designed by not only taking into account fault tolerance, but also features related to
scalability.
In contrast to the above two architectures, cloud computing may be considered one of the
best routes to opt for when prioritising scalability for applications. This is due to cloud computing
offering users the option to scale up their resources as required (Vennam, 2020). The way this works
is by cloud computing providing elasticity, meaning that instead of obtaining resources at excess
capacity that may not be required and remain idle, users are able to scale up and down in response
to peaks and dips in cloud traffic (Vennam, 2020). Conversely, although cloud computing offers users
unlimited cloud resources, the scalability of the software services is considered limited at times due
to their underlying architecture (Brataas et al., 2017). For instance, Brataas et al (2017) conducted
analysis into the scalability of cloud computing services, detailing that scalability is fundamentally
dependent upon the control and data flow. Therefore, implementation of cloud computing
architectures can lead to the following issues. The first issue is under-provisioning together with
service level objectives (SLOs) violations, such as low throughput or low response times leading to
displeased users (Brataas et al., 2017). The second issue that can arise is the opposite occurrence:
overprovisioning. Overprovisioning, accompanied by low utilisation of the obtained resources, can
then lead to high costs for users (Brataas et al., 2017).
Consequently, it is important to take the above architectures into account when looking to
deploy a scalable application, particularly one that harnesses computer vision approaches, as these
typically require a level of scalability. However, the level that is required is understandably
determined by the objectives of the application.
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2.5 Benefits of Computer Vision-Driven Traffic Management
This research is also concerned with understanding what benefits computer vision may offer within a
traffic management context. Consequently, some examples of these benefits will be addressed
below.
While the use of computer vision-driven traffic management solutions is still a relatively new
concept, many benefits are now becoming noticed. One example can be illustrated by research
conducted by Fedorov et al (2019), who estimated the traffic flow rate by using a video surveillance
camera comprised of visual data. To accomplish this research, a modified version of a Faster R-CNN
two-stage detector, as well as a SORT tracker, were employed. In addition, a region-based heuristic
algorithm was used to sort what direction vehicles were moving. Once trials had been completed,
the results demonstrated that the system was able to comprehend the number of vehicles within its
field of view, as well as understand and report on the direction of vehicle movement during heavy
traffic with a less than 10% recorded mean error percentage (Fedorov et al., 2019).
A second benefit of using computer vision techniques within traffic management can be
illustrated by its uses within real-time video processing. One example of this can be illustrated by
Gulati & Srinivasan (2019), who conducted research into various types of detector systems for traffic
management supported by computer vision techniques. During the research, it was noted that
current conventional detection systems used within traffic management include RADAR, LASER,
infrared, ultrasonic and magnetometer, all holding different competencies. However, when
comparing video image processing against conventional detection systems, it was acknowledged
that it held the most capabilities, including detection, presence, speed, occupancy, classification, and
count of vehicles. Additional benefits include the abilities to offer real-time traffic detection,
comprehensive area detection, as well as cost-effective quotes for installation and maintenance of
traffic management solutions (Gulati & Srinivasan, 2019).
Furthermore, the benefits of computer vision use are not restricted to land transport,
evident in a ground delay case study into air traffic management undertaken by Y. Liu et al (2019).
Within this research, machine learning algorithms were used to analyse air traffic management
actions. To achieve this, first, the impacts that weather and arrival demand hold in relation to
ground delay program incidence were modelled. Data analysis was conducted using a support vector
machine (SVM) to uncover how regional convective weather influences GDP incidence, finding that
the influence is dependent upon direction and distance of the airport’s convective activity. Once
established, the techniques of logistic regression (LR) and random forest (RF) were trained and their
performance was compared to predicting GDP incidence using an SVM-generated regional weather
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variable, weather, and arrival demand. Overall, the RF approach found to be more of a suited
method, showing that it outperformed LR in regard to its prediction power. Transferability among
the models was also examined across different airports, illustrating that RF demonstrated good
temporal predictability and transferability as a learning model (Y. Liu et al., 2019).
A fourth benefit of using computer vision within traffic management can be demonstrated
by the way it can reduce traffic jams and congestion on busy roads through automation features.
One example of this can be evidenced by research undertaken by Osman et al (2017), where a costeffective intelligent and automated traffic control system was designed and implemented. There
were two major components of the system that was detrimental to its success, including image
processing and network settings. Image processing was run on a server because processing done
through embedded devices would cost significantly more. Another reason that image processing was
completed through a server was that it was more time-efficient. In regard to network settings, a
network was created in between the traffic controller and the server by utilising HTTP protocol,
alongside general network techniques. This decision made due to their stable and well-established
communication protocols for images and other data (Osman et al., 2017).
Computer vision offers a way to accurately detect and count vehicles of differing shapes and
sizes. One instance of this can be demonstrated by Song et al (2019), who conducted research into
computer vision-based detection and vehicle counting system through implementing deep learning
techniques within highway scenes. The reasoning behind this research was to address an issue
surrounding vehicle counting within vision-based systems. For instance, due to the differing sizes of
vehicles, inaccurate vehicle detection affects the accuracy of vehicle counting. To attain the desired
outcome of increased accuracy, a new highway definition vehicle dataset was introduced and
utilised. Comprised of 11,129 images and 57,290 annotation boxes, the dataset offers images that
have smaller objects annotated in the proximal road area, thereby presenting vehicle objects with
massive scale changes. Additional affordances of the dataset include high definition images and
sufficient lighting conditions when compared to similar datasets commonly utilised for traffic
management. Once the dataset was established, video data of highway traffic scenes were entered,
and the road surface area within the video data was extracted and divided into a remote area and a
proximal area. The segmentation method utilised included Gaussian mixture modelling,
strengthening the accuracy of object detection results when using deep learning approaches. Then,
the YOLOV3 deep learning approach was employed to detect vehicles within the highway traffic and
the ORB algorithm was employed to offer multi-object tracking. Finally, trajectory analysis was
completed on the data. Overall, results showed that the average accuracies of vehicle driving
direction and counting of vehicles offered 92.% and 93.2%, illustrating that this deep learning
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approach can provide higher detection accuracy, especially for smaller vehicle objects (Song et al.,
2019).
Another benefit of using computer vision within traffic management systems includes the
way it can work alongside additional technologies to assist in road sign retroreflectivity. For instance,
in 2009, the Federal Highway Administration (FHWA) issued the Manual on Uniform Traffic Control
Devices (MUTCD). This incorporated the federal rule on minimum requirements for traffic sign
retroreflectivity, ensuring that transportation agencies must evaluate how to comply (Ai & Tsai,
2016). However, as traditional manual methods have been assessed as either financially infeasible or
impractical, it calls into question how might new innovative approaches be able to assist this. Hence,
Ai & Tsai (2016) put forth an automated sign retroreflectivity condition evaluation methodology
through harnessing the powers of mobile LIDAR and computer vision. To achieve this, the proposed
methodology focusses on three components. The first component introduces traffic sign detection
and colour segmentation methods to evaluate the retroreflectivity of different traffic sign colours.
This was achieved individually through automation by use of a computer vision algorithm. The
second component focusses on accomplishing traffic sign-associated LIDAR point extraction to
register the LIDAR point cloud with the correct image pixels, as well as ensure the LIDAR points
match up with the appropriate sign and colour information. Following, the third component uses
retro-intensity normalisation to normalise each retro-intensity value based on the distance of the
beam and angle. Once the methodology was completed and assessed, results illustrated that not
only can this approach offer a potentially effective outcome with consistent retroreflectivity
evaluations, but it also shows that it can identify traffic signs comprised of differing elements which
have declining retroreflectivity (Ai & Tsai, 2016).
A final benefit to note may be evidenced by the way in which computer vision can be utilised
for automatic number plate recognition. For instance, Volna & Kotyrba (2013) conducted research
into the creation and testing of a vision-based system for license plate recognition through the use
of neural networks. To achieve this, a step by step process was implemented. Firstly, images of
vehicles were acquired to train the neural networks. Once acquired, pre-processing of the images
was completed in several segments. These segments included loading in the images as the JPEG
format, converting to greyscale, and balancing the brightness of the images. Then, localisation of the
edges of the images were determined by pixel colour. Lastly, binarisation of the images was
performed to reduce unnecessary image information, and the number plate of the vehicle was
localised. Once pre-processing was completed, character recognition was achieved through the
employment of artificial neural networks, with one neural network employed to recognise character
recognition within the number plate, and another used to recognise digits through harnessing
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backwards propagation. Once the prototype was created, it was tested through a series of images
that varied in quality. For instance, some images were taken in bad lighting and weather conditions.
Overall, results showed that the prototype offered an average success rate of 80%, demonstrating
that this prototype could be used to assist in tracking vehicle speed if used in conjunction with a
database in the future (Volna & Kotyrba, 2013).

2.6 Challenges of Computer Vision-Driven Traffic Management
While understanding the benefits of using computer vision within traffic management, there are also
technical challenges that accompany it. Below, this section will focus on providing a foundation of
some of the issues that arise upon the implementation of computer vision approaches.

Big Data Issues
Big data can be understood as information that exceeds processing, storage, and computing capacity
of traditional databases and data analysis approaches (Najafabadi et al., 2015). Taking this into
account, computer vision approaches depend on big data to fulfil their objectives. For instance, one
example can be evidenced by a scenario concerned with employing an object detection algorithm
for real-time detection. In this context, not only does object detection require initial training data,
but it also must analyse the data presented in real-time. Thus, such a reliance on big data often
opens itself up to different vulnerabilities.
To prevent some of these barriers, Qiu et al (2016) undertook research into the use of
machine learning processes for big data processing, finding that there are five critical issues that
machine learning may be met with when handling big data. These issues include the (1) volume of
data, (2) variety of data, (3) velocity of data, (4) veracity of data, and lastly, (5) the value of data.
However, it should be noted that outside of the research conducted by Qiu et al (2016), these five
issues are acknowledged as “the five Vs” of big data, common characteristics that are attributed to
processing enormous amounts of information (Jain, 2016). Consequently, to be familiar with how
such a dichotomy exists, it is important to not only understand what each characteristic represents,
but to also dissect the role machine learning holds in handling each characteristic. To start, the first
characteristic of big data is (1) volume, representing the quantity of data that is available. Although
large scales of readily available data are often advantageous, there is also a drawback. For instance,
as enterprises regularly amass terabytes to petabytes of information, the volume of big data can be
considered insurmountable (Hadi et al., 2015). Because of information overload, the volume
characteristic is considered one of the most significant and distinctive components of big data
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analysis, prompting the need for specific requirements that must be met to assist in managing it
(Hadi et al., 2015). Thus, the role of computer vision approaches in handling large volumes of big
data can be considered an issue in not only its management, but also in the way that it must deal
with the scale of differing data sources. This encourages the exponential growth of big data that
cannot be managed with simple algorithms with central processing and storage alone, and instead,
encourages options centred around distributed frameworks with parallel computing (Qiu et al.,
2016).
As illustrated above, the second characteristic of big data is variety. The variety of data
refers to the various data sources, data types, and all other presentational forms that information
exists in. For instance, data is able to come in a (1) structured form that is organised information
conforming to a certain format, a (2) semi-structured form, which is data that holds some
organisable properties, and lastly, a (3) completely unstructured form, which is data that holds no
organisational properties (Patel et al., 2019). However, the variety of these differing data types
stimulates the generation of heterogeneous, high-dimensional and non-linear data, bringing with it
an array of differing challenges (Qiu et al., 2016). One example of an issue stemming from data
variety can be illustrated when addressing the example of live camera feeds for surveillance use. For
instance, the analysis of combined data types is problematic when considering how to manually
monitor hundreds of live camera feeds to target points of interest in real-time (Hadi et al., 2015).
Additionally, high-dimensional data can be dealt with by employing approaches underpinning data
dimensionality reduction, such as principal component analysis (PCA), locally linear embedding (LLE),
linear discriminant analysis (LDA), and Laplacian Eigenmaps (Qiu et al., 2016). These approaches can
be used to find important low-dimensional structures among the quantity of high-dimensional data
(Qiu et al., 2016).
The third characteristic of big data is velocity. The velocity of data refers to the speed at
which data is processed. This makes the velocity of data one of the most important characteristics in
terms of real world applications, as some activities require immediate responses to ensure
maximum efficiency (Hadi et al., 2015). For instance, time-sensitive cases, such as stock market
predictions and earthquake predictions, require the need to process results in a short period of time
to exist (Qiu et al., 2016). Another issue that stems from high data velocity is the tendency for data
distributions to change over time, bringing about the requirement for learning algorithms to gain
knowledge of data as a stream (Qiu et al., 2016). To remedy this barrier, solutions such as streaming
processing theory are required, as they aim to process data in a faster and more efficient manner.
The option of stream processing rivals older models such as batch processing that serve as
ineffective when handing with real-time applications (Qiu et al., 2016). Thus, as further software
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solutions are harnessing the powers of computer vision to fulfil their objectives in the present day,
the speed at which computer vision is able to process data is critical.
The forth characteristic of big data is veracity. The veracity of data refers to the level of trust
that users hold in determining big data to be accurate and reliable when using it to drive enterprise
decisions (Hadi et al., 2015). The veracity characteristic was not considered a serious concern due to
the reason that algorithms were trained with data that came from reputable and limited sources
(Qiu et al., 2016). However, due to the rapid growth and consumption of big data in recent years,
the source and quality of data is not always able to be traced back. This issue reinforces the
importance of directing attention onto proper management and due diligence when dealing with
data that is deficient or bears a level of unreliability (Qiu et al., 2016). In the present day, the
uncertainty of data within applications is an accepted reality, however; with this comes a variety of
methods that can be used to address and manage it. For instance, some of these methods include
using text analysis through supervised learning algorithms, utilising implicit features, as well as
employing explicit fact-checking, and adopting the appeal to authority approach (García Lozano et
al., 2020).
The final characteristic of big data to consider is data value. Value of data refers to the
amount of significance or benefit that data can bring to the proposed process, pursuit or predictive
analysis (Hadi et al., 2015). Thus, this characteristic signals the question of how might data value
pose as a concern within a big data context, and can be answered by understanding that deriving
value from high volumes of data is not clear-cut (Qiu et al., 2016). For instance, one example of this
scenario can be evidenced when addressing the case of using surveillance videos within criminal
cases. Often, police require only a few video frames that exist within a large video file, but to gain
access to these few video frames can be time-consuming (Qiu et al., 2016). However, to adhere to
time constraints, there are different options that can be utilised by computer vision approaches,
such as knowledge discovery in databases (KDD) as well as data mining technologies (Qiu et al.,
2016).

Privacy Issues
As evidenced above, computer vision greatly relies on big data to function. Hence, another point to
consider are the precautions that must be taken to uphold and preserve privacy in certain aspects of
data usage. These precautions must be taken to negate any negative consequences that may stem
from poor differential privacy (Ji et al., 2014). Overall, differential privacy can be defined as an
instrument that is able to output information of an underlying dataset as well as withhold specific
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data so that it is able to serve its intended purpose. Thus, this instrument completes its objective by
offering the required information, such as patterns or insights in the underlying data, but ensuring
that sensitive information existing within that same dataset is not comprised (Ji et al., 2014).
Furthermore, it should be noted that differential privacy is not regarded as a binary notion, but
rather, a matter of accumulative risk (Differential Privacy, n.d.). What this means is that the privacy
of an individual is not considered either breached or anonymous, but instead, is given parameters
that quantify data loss through different mathematical functions (Differential Privacy, n.d.).
Another reason behind the need for a mathematical function of differential privacy can be
demonstrated when addressing its practical utility within enterprise and software development
contexts. In recent years, enterprises have been subject to a significant number of data breaches
globally. Aside from compromising sensitive information, these data breaches have also bought with
them destructive after-effects to enterprises, with some of these including financial harm,
reputational damage, civil liabilities, and operational downtime (Graham, 2019). In addition, with
many enterprises collecting and storing individuals’ sensitive information, the individuals themselves
are often given no option to have their information deleted or usage restricted. Overall, these
concerns can place enterprises in a difficult position when looking to analyse their data to gain
insights. Thus, employing a framework that harnesses the mathematical functions of differential
privacy can be used as a method of protecting the enterprise, as well as the individuals’ data that
they are utilising.
Many heuristics may be employed to protect the anonymity of individuals within research
databases, with anonymisation being one of the most common techniques. However, adopting
heuristics alone is not always significant enough to protect individuals’ data. To demonstrate this,
one significant case of a privacy breach can be evidenced by research conducted by Sweeney (2000).
In this research, Sweeney (2000) underwent an investigation into exploring whether it was possible
to determine how many individuals within geographically situated populations had groupings of
similar demographic values, and if so, and whether they occurred frequently. To achieve this, US
census summary data was collected and analysed, containing individual’s characteristics such as
gender, zip code and date of birth. Once the analysis of the data was completed, the results
illustrated that even few groupings of individual’s characteristics often combined in their respective
geographic locations were enough to identify some of the individuals (Sweeney, 2000).
Computer vision adoption has raised privacy concerns within the facial recognition, facial
expression recognition, and scene recognition domains in recent years (Das et al., 2017). This is
largely due to the reason that cameras have become ubiquitous, as well as users’ not being aware of
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their presence (Das et al., 2017). This reality not only calls for users to be granted the right to be
aware of where cameras are situated, but also acknowledges that computer vision-driven solutions
must have adequate control over the real-time collection and usage of this data (Das et al., 2017).
Coincidentally, the approaches that computer vision use, such as machine learning and deep
learning, to complete its own objectives, such as object or scene recognition, can be used to protect
the privacy of the data. One example of this can be evidenced by Ji et al (2014), who undertook
research into exploring the interplay between machine learning and differential privacy, focusing
attention on approaches that lean into the use of privacy-preserving algorithms, as well as learningbased data release mechanisms (Ji et al., 2014). When discussing general ideas of differentially
private machine learning algorithms, it was noted that many of the algorithms initially utilise clean
data, and then to privatise the data, an exponential mechanism or a Laplacian mechanism is
employed to produce a noisy version, meaning that random or irrelevant information is added to the
data (Ji et al., 2014).
To ensure that the use of computer vision is not impeded upon due to its potential for
differing privacy concerns, there are additional approaches to privacy reinforcement, such as
frameworks. One case in point may be evidenced by the research conducted by Chen et al (2017),
who underwent an investigation into the creation of a privacy-affirming framework. Throughout the
research, Chen et al ( 2017) explored the role that computers hold specifically within the domain of
computer vision-driven surveillance, noting that one of the biggest concerns presented is the human
element. For instance, it was reasoned that data collection of an individual itself is not a concern, but
rather, it is the act of its use to inform or influence decisions about the individual that is highly
concerning (Chen et al., 2017). As a result, the research proposes a framework drawing on this line
of rationale, and in this manner, advocates for the exclusion of human intervention. This rationale
was reinforced by examining existing computer vision-driven surveillance solutions and their present
issues. One example can be illustrated below in Figure 14, where one privacy framework employs
facial detection and then distorts the face in the recorded video footage before presenting it to a
human operator (Chen et al., 2017).
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Figure 14. An example of a privacy affirming framework (Chen et al., 2017).

However, one of the flaws in this privacy affirming approach is that it does not take into account
additional contextual information that the human operator still receives, such as time and location
of the individuals, as well as clothing, and other distinguishable features (Chen et al., 2017).
Allowing for this possibility, a privacy affirming framework was proposed that was comprised of
abstraction and distributed computing. Upon creation of this framework, it is acknowledged that
one of the key concepts in the general domain of computing is abstraction, as it allows for the ability
to save time and costs by placing focus on high-level processes, hiding unnecessary data, and only
presenting crucial information (Chen et al., 2017). In addition to abstraction, there has also been a
rise in optimised computer vision algorithms, as well as smart cameras, which possess some onboard processing capabilities. These innovations can be employed to allow for smart cameras to be
used in a distributed manner, meaning that there is less pressure on centralised computational
processing, thus improving security (Chen et al., 2017).

Technical Barriers
There are some current technical barriers that computer vision faces upon its implementation, such
as class imbalance problems, the limitation of model generalisation, absence of scene
understanding, and issues faced during image synthesis. Below, the significance and the true
meaning of these technical issues will be considered.
One of the most common issues surrounding the implementation of computer vision
approaches can be evidenced when addressing class imbalance problems. Class imbalance can be
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defined as a classification issue, where the distribution of instances across a given dataset is either
one-sided or skewed. Class imbalance problems can largely vary, however more severe instances
such as where high class imbalance occurs may call for specialised techniques and approaches to be
efficient (Brownlee, 2019). Hence, it is evident that effective classification using imbalanced data is
an exceptionally important area of research due to the reason that high-class imbalance inherently
exists within many real-world applications, such as cancer detection and fraud detection (Johnson &
Khoshgoftaar, 2019). However, it has been noted that only a small amount of empirical research
exists surrounding the use of deep learning with existing class imbalance. As a result, present
research focusses its efforts on computer vision tasks with convolutional neural networks (CNNs)
and neglects to consider the effects of big data (Johnson & Khoshgoftaar, 2019). To address this
concern, recommendations have been put forth such as comparing class imbalance results across a
variety of performance metrics, as well as reporting on statistical evidence, to assist in identifying
the best approaches to applications that may contain class imbalance in the future (Johnson &
Khoshgoftaar, 2019).
A second technical issue to consider when implementing computer vision approaches can be
evidenced by model generalisation limitations. Model generalisation can be defined as a model’s
ability to adapt properly to previously unseen or used data and draw the same distributions as the
ones drawn from the one used to create the initial model with the original data (Generalisation,
n.d.). Furthermore, the act of data collection, data cleaning, data preparation and building models
can all bring different challenges, however; one of the most significant of these challenges is
determining how to distinguish if the model will predict future distributions (Bateman, 2018). Taking
this into account, computer vision functions by exploiting a dataset to train and assess a model,
achieved by splitting up datasets into a training set and a test set (Dai & Lin, 2018). However, the
downside to this approach is that the trained model then has the same data distribution across the
training and test sets. What this means is that when the model is employed with a real-world
setting, there is a likelihood that the data distribution will vary from the data used throughout
training and testing, such as different camera angles or object scales (Dai & Lin, 2018). Furthermore,
it has been demonstrated that disparities in data distributions can result in a significant decrease in
accuracy over a large variety of differing deep learning network architectures (Dai & Lin, 2018; Recht
et al., 2018). Consequently, if variations in data distributions within real-world settings cannot
always be visible, this could pose as a significant threat within its applicability to particular use cases
that operate in real-time.
A third technical issue to consider when implementing computer vision approaches can be
demonstrated when addressing the role of scene understanding. Unlike humans’ innate cognitive
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perception, computer vision does grasp the relationship between objects, the characteristics of
objects, or the layout of a 3D scene (Dai & Lin, 2018). Due to this reason, scene understanding can
be defined as the way computer vision systems are able to build a representation of the content of
any visual input data they are given (Lapedriza, 2016). Thus, the objective of scene understanding
can differ depending upon the desired objectives of the computer vision driven solution (Lapedriza,
2016). Therefore, it can be challenging for computer vision approaches to cater to applications that
require a higher level of cognitive understanding, such as the case with robotic interaction and
autonomous vehicles.
Another technical issue to note is relational modelling. Relational modelling can be defined
as the capabilities that computer vision approaches hold to effectively map the relationship between
two objects. Thus, it is essential that the relationships and interactions of object entities are
modelled effectively to accomplish comprehensive scene understanding. One of the matters that
arise from relational modelling is evident when addressing the initial use of image data. For instance,
in the early stages of computer vision implementation, algorithms are employed to train neural
networks through being fed image data to establish relationships. However, problems may occur
when the same image data presents two different meanings. One example of this can be evidenced
by two images containing a human and a horse. In one image, the human may be located on top of
the horse. However, in another image, the horse may be presented as trampling the human. Thus,
this may confuse the algorithm and affect the overall relationship being established between the
two objects (Dai & Lin, 2018).
A final issue to note may be evidenced by the rising use of meta-learning. Meta-learning can
be defined as a subfield within computer science concerned with supporting learning algorithms to
improve their learning function over multiple learning episodes, also referred to as “learning to
learn” (Hospedales et al., 2020). In recent years, meta-learning may be employed to assist neural
architecture search, a technique used to automate the design of artificial neural networks (ANN).
However, currently, neural architecture search is limited to single combinations of existing network
modules, meaning that the meta learner does not hold the intuition and awareness required to
produce unique network modules (Dai & Lin, 2018). Furthermore, due to the current mechanisms
and algorithms that the learning processes use, present research into the use of meta-learning is in
its early stages.
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CHAPTER 3: RESEARCH METHODOLOGY
This chapter presents the research methodology. This is achieved by detailing how the
traffic management prototype is developed, tested, and analysed. To achieve this, this chapter is
split into several subsections.
These subsections include the research questions and objectives, the elected study design, the
adapted design-based approach, the hardware and software instruments, and ethical
considerations.
In the first subsection of the research, the research questions and objectives are readdressed.
The second subsection concerns itself with study design. Furthermore, the main method of research
is specified through acknowledging the design-based research methodology. Additionally, this
subsection focuses on addressing possible issues that may be encountered through implementing
the design-based research methodology, proposing how these may be mitigated.
What follows is an examination into how the research adheres to the elected design-based research
methodology. This is achieved by comparing the elected research's approach against the designbased research methodology through each of the four phases of the methodology.
Following, the software and hardware tools are identified.
The final subsection addresses ethical considerations, noting loyalty to Nissenbaum's (2004) theory
of contextual integrity, as well as detailing precautions pertaining to data management, privacy, and
security.

3.1 Research Questions and Objectives
The primary research question is:
1. How can computer vision be used to support traffic flow analysis?

Accompanying questions of this research include:

2. What is required within the planning, development and implementation phases of a
prototype that performs accurate vehicle detection?
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3.

How will the performance of a vehicle-detection prototype be measured?

4. What are the barriers to the development of a vehicle-detection prototype?

The central aim of the research is to investigate, develop, and test the employment of a vehicledetection prototype within Hawkes Bay, New Zealand.
Based on this aim, the three central objectives of the research are:

1. To document the planning, development and implementation phases of a modern
vehicle-detection prototype.

2. To design and develop a modern computer vision-driven prototype that performs
accurate vehicle detection for traffic flow analysis.

3. To test and assess the performance of a prototype based on evaluation criteria.

3.2 Study Design
The research takes the form of a design-based research methodology. The design-based research
methodology is comprised of several key characteristics that make it an appropriate option for this
research. To demonstrate its suitability, a definition and as well as characteristics of the designbased research methodology will be offered. Following, the reasons for this methodology selection
will be outlined. Finally, potential challenges that arise when employing this methodology will be
identified, and in response, provisions taken to mitigate these challenges will be identified.

3.2.1 Characteristics
A design-based research methodology can be defined by its approach to placing focus on the design
and testing of a meaningful intervention (Anderson & Shattuck, 2012). In this context, a meaningful
intervention may be regarded not only as the simple act of designing and testing, but also a way of
representing specific academic claims and welcoming the relationship between theory, design, and
practise (Anderson & Shattuck, 2012).
57

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection
Four features must be aligned with a design-based methodology to ensure effective interventions.
These features include learning frameworks, outlined affordances of the selected instructional tools,
demonstration of domain knowledge, and contextual limitations (Anderson & Shattuck, 2012).
Similarly, the design-based research methodology is often split up into four stages. These stages
include the analysis of practical problems, development of solutions, iterative cycle testing, and
reflection of design principles. One illustration of this can be evidenced below in Figure 15.
Taking these four stages into account, the importance of iterations can be acknowledged
through the significance of iterative refinement and recognising the importance of evolution within
the design and practise (Anderson & Shattuck, 2012). Lastly, one final feature of the design-based
research methodology to note is that it aims to bridge the gap between theoretical literature and
design implementation through its introspective and cyclic nature (Bakker & Smit, 2017).

Figure 15. The four stages of the Design-based Research (DBR) methodology (Hong et al., 2018)

3.2.2

Selection Rationale

The primary motivation for selecting the design-based research methodology can be demonstrated
through the objectives both the methodology and the research share in common. As the core
objective of the research is based upon the creation of a prototype through the implementation of a
phase-based approach, this complements the phases also laid out within the design-based research
methodology. This can be further illustrated below.
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of the testing and
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approaches to traffic
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necessary.

management using

previous strengths and

computer vision.

weaknesses of the
literature.

Current approaches
can be viewed within
the literature review
chapter of this
research.

Table 3. Similarities between the DBR methodology and the research’s' approach

3.2.3

Potential Challenges

Upon selecting the design-based research methodology, it is essential to identify any potential
challenges that may be presented when aligning it with the research in order to mitigate them.
Below, some of the potential challenges that come with electing the design-based research
methodology will be outlined.
Firstly, it must be noted that one of the most significant challenges that come with utilising
the design-based research methodology is how it operates in different research contexts. For
instance, the design-based research methodology places significant emphasis on objectivity,
reliability and validity, illustrating that these features are vital in ensuring that scientifically sound
research is effectively produced (The Design-Based Research Collective, 2003). However, when these
features are managed in a different context, such as in a controlled experimentation environment,
the way they are prioritised may also vary (The Design-Based Research Collective, 2003). This in itself
places the researcher in a difficult position, as on the one hand, it is vital that objectivity is
advocated for when facilitating meaningful interventions. However, on the other hand, the
researcher may find themselves in both of the roles of advocate and critic (The Design-Based
Research Collective, 2003). Although coupling empirical research with the design-based research
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methodology is considered a needed tension, one recommendation in this case is to employ specific
instruments that bring the researcher’s own implicit notions into focus (The Design-Based Research
Collective, 2003).
A second challenge that may come about may be demonstrated by uncertainty arising when
implementing this approach (Easterday et al., 2014). For instance, it has been posited that the
efficacy of the design-based learning methodology is strongly dependent upon who conducts it. This
bears a significant contrast to other approaches such as grounded theory or further dedicated
experiments that commonly explain and outline their processes in particular detail (Easterday et al.,
2014). Although this flexibility gives researchers the ability to adopt a range of differing design
processes that may fall under the design-based learning methodology, it is reasoned that some of
these processes fail to wholly define the advanced phases of design (Easterday et al., 2014).
Similarly, an additional issue to address is that some of these design frameworks also fail to properly
convey how they accompany research components (Easterday et al., 2014).
Taking these challenges into account, there are a few provisions that may be taken to help
mitigate them. Firstly, this research may place significant focus on the approach to the design-based
learning methodology by acknowledging the research’s questions and objectives and ensuring they
fall in line with the defining key phases. Next, the way in which the design-based methodology
complements its research counterpart may be realised through ensuring that a clear definition of its
key phases are offered (Easterday et al., 2014). Through presenting a well-defined classification of
each of the phases, Easterday et al (2014) reasons that it resolves any uncertainty, informs new
researchers through illustrating best practises, and overall, strengthens communication among the
research community.
A third challenge that may arise when implementing the design-based research approach is
the strength in relationship between stakeholders, participants, and the researchers that have
elected this approach (Mohd Hajaraih, 2015). Furthermore, there are a few different aspects that
can place a significant strain on the relationship between parties of interest, and thus, threaten the
overall results of the research. For instance, due to the nature of the design-based research
methodology, it can be challenging to attain long-term commitment from participants, businesses,
or other parties involved. Furthermore, stakeholders may request different research goals, or
likewise, may not agree to the research objectives or hold additional reservations (Mohd Hajaraih,
2015). In addition, researchers may find it difficult to communicate to participants the importance
and meaning of the research and the accompanying designed intervention (Mohd Hajaraih, 2015).
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Taking this into account, there are a few provisions that can be taken to help mitigate these
issues. The first provision is to ensure there are strategies in place to foster a collaborative and
productive research environment (Mohd Hajaraih, 2015). In the case of this research, these
strategies are comprised of a comprehensive timeline detailing an action plan breaking down the
research and the prototype into smaller components. In addition, it has been reasoned that
successful implementation of the design-based methodology is conducted within a single setting
over a significant period of time (Mohd Hajaraih, 2015). Subsequently, this research adheres to
conducting development and testing within the same single setting within Hawkes Bay.

3.3 Adapted Study Design Research Approach
Once the design-based research methodology had been identified, it was then applied to the
research by adapting each stage of its phase-based approach. To convey the way the design-based
research methodology was adapted to the research, each of its four phases will be outlined below
with an accompanying table.

Analysis
As the first phase of the design-based research methodology is concerned with the analysis of
practical problems, the research focussed on analysing present-day literature surrounding the usage
of computer vision.

Phase 1 – Analysis:
Analysis of practical
problems by researchers
and users faced when
implementing solutions
(Hong et al., 2018).

Summary of the Adapted Study-Design Research Approach:
-

Adopted an academic foundation through analysis of the use
of computer vision in the present day, taking note of
approaches and software/hardware instruments utilised.

-

Completed a literature review encompassing computer vision
fundamentals.

-

Used the literature to guide the research through assessment
of current day barriers to assist in effective implementation.

Table 4. Applying phase 1 of the DBR methodology to the prototype
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Development
Once analysis of the present literature was completed, the second phase of the design-based
research focused its efforts on the design and development of the prototype.

Phase 2 - Development:
Development of solutions
informed by present-day
design principles and
technological innovations
(Hong et al., 2018).

Summary of the Adapted Study-Design Research Approach
-

Outlined weaknesses in current approaches to computer vision
usage in traffic management.

-

Acknowledged weaknesses through designing a prototype utilising
recent technological innovations. This was achieved through
implementation of alternative instruments.

-

Identified and adhered to relevant present-day software design
principles.

-

Obtained the instruments and developed the computer vision
prototype.

Table 5. Applying phase 2 of the DBR methodology to the prototype

Testing
Once development of the prototype was completed, the third phase of the design-based research
was concerned with testing the prototype.

Phase 3 – Testing
Iterative cycles of trialling
and fine-tuning of
solutions in practise
(Hong et al., 2018).

Summary of the Adapted Study Design Research Approach:
-

Opted to implement iterative cycles of testing of the traffic
management prototype

-

Identified and recorded the results from the testing of the
prototype. Results were then used to inform suitability of
design principles.

Table 6. Applying phase 3 of the DBR methodology to the prototype
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Redesign
The final phase of the design-based research concentrated on developing design principles that may
be implemented in additional iterations.

Phase 4 – Redesign

Summary of the Adapted Study Design Research Approach:

Reflect upon iterations to employ
additional design principles. Use
the design principles to improve
performance of future solutions in
following iterations (Hong et al.,
2018).

-

Opted to implement iterative cycles of redesign to
assist the testing phase of the traffic management
prototype

-

Reflected upon the results of the prototype in each
iteration.

-

Researched and employed modern-day design
principles to redesign

Table 7. Applying phase 4 of the DBR methodology to the prototype.

3.4 Selected Hardware and Software
Before development and design, the tools required to create the traffic management prototype
were identified. This was achieved through examining past and current instruments implemented
within the current body of literature, as well as looking into recent technological innovations in the
domain of computer vision. Below, each of the selected hardware and software components will be
briefly examined in regard to their function and rationale behind selecting them. Following, the
selected hardware and software components, alongside their specifications, will be listed.

3.4.1 Hardware: The Nvidia Jetson Nano Developer Kit & Accompanying Items
The Nvidia Jetson Nano Developer Kit can be understood as a small yet strong computer that
enables users to run multiple neural networks in parallel, and in turn, allows the ability to harness
capabilities such as image classification, segmentation, object detection, recognition and tracking
and implement them into applications in real time (Getting Started With Jetson Nano Developer Kit,
2019a). Below, Figure 16 illustrates the Jetson Nano alongside its components.
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Figure 16. The components of the Nvidia Jetson Nano Developer Kit (Nvidia, n.d).

The rationale behind selecting the Nvidia Jetson Nano Developer Kit over alternative modern day
embedded system options is as follows. Firstly, analysing the current literature concerned with the
use of embedded systems for computer vision in traffic management illustrate that one of the most
popular choices are the range of Raspberry Pi embedded devices (Bhusari et al., 2015; Lokesh &
Reddy, 2014). Due to this, there is a gap in the literature surrounding the employment of the Nvidia
Jetson range for traffic management, and in particular, the newest model Nvidia Jetson Nano
Developer Kit, released in March 2019. Furthermore, selection of the newly released Nvidia Jetson
Nano Developer Kit for this research falls in line with the elected design-based research
methodology which advocates for the use of technological innovations.
Additionally, further choice behind the selection of the Nvidia Jetson Nano Developer Kit can
be evidenced when noting Section 1.3.5 Limitations, which addresses cost limitations for the
research. With a price point of $136.00 New Zealand dollars, it is an effective choice when seeking a
cost-efficient embedded system for computer vision development (NVIDIA® Jetson NanoTM
Developer Kit, n.d.). One final reason for the choice in the Nvidia Jetson Nano Developer Kit can be
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evidenced by the objectives set out by the research, as well as analysing the requirements necessary
to design and develop the vehicle detection prototype. For instance, as the research places focus on
specifically vehicle detection approaches, it requires an significant amount of processing power.
Hence, comprised of a Quad-Core ARM Cortex -A57 MPCore central processing unit (CPU), the
Nvidia Jetson Nano Developer Kit offers a sufficient processing power suitable for modern computer
vision applications (Hardware For Every Situation, n.d.).
To use the Nvidia Jetson Nano Developer Kit, a micro SD card, micro USB power supply, WIFI
supply, a computer display using either HDMI or DP, and a USB keyboard and mouse are required.
Taking this into account, it is recommended to utilise a micro SD card that holds 16 gigabytes (GB)
minimum (Getting Started With Jetson Nano Developer Kit, 2019). Thus, a 64GB micro SD card was
obtained for the prototype. Moreover, it is also recommended to use a 5v2A micro-USB power
supply and so this was also obtained (Getting Started With Jetson Nano Developer Kit, 2019). Below,
Table 8 provides a further illustration of the specifications of each of the hardware components
obtained and utilised for the purpose of design and development of the prototype.
The Nvidia Jetson Nano Developer Kit also has camera capabilities, illustrated by the two
MIPI CSI camera connectors located above in Figure 16. The camera connectors allow the cameras to
be attached to the Nvidia Jetson Nano Developer Kit to perform real time computer vision actions
such as object localisation, recognition, detection and tracking. To utilise this feature for the
development of the prototype, a Raspberry Pi V2 Camera Module was obtained. The choice to
obtain the Raspberry Pi V2 Camera Module was made because it is one of the most popular choices
for a MIPI CSI camera. This is primarily due to its cost effective price point of $48.00 New Zealand
dollars, as well as its compatibility across a wide range of differing edge computing devices (Buy a
Camera Module V2 – Raspberry Pi, n.d).
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Hardware Used
Selected Hardware

Technical Specifications/Additional Information

Nvidia Jetson Nano Developer Kit

SanDisk MicroSD Card - 64 GB

CPU: Quad-core ARM A57 @ 1.43GHz
GPU: 128-core Maxwell
Memory: 4 GB 64-bit LPDDR4 25.6 GB/s
Storage: Uses a microSD (not inclusive)
Camera: 2x IPI CSI-2 PHY lanes
Connectivity: Gigabit Ethernet, M.2 Key E
Display: HDMI and DP
USB: 4x USB 3.0, USB 2.0 Micro-B
Speeds: Up to 170 MB/s Read, Up to 90 MB/s Write

HP X900 Mouse

Wired USB connection

Keyboard

Wired USB connection

Computer Monitor

Apple Mac 21 inch Desktop

Belkin Power Adapter

Power Supply: 5V==2A

Belkin Micro USB Cable

Length: 3.3FT/1M cable

Ethernet Cable

Length: 20 metres

Raspberry Pi V2 Camera Module

Size: 25 mm x 24 mm x 9 mm
Video Modes: 1080p30, 720p60 and 640 x 480p60/90
Still Resolution: 8 Megapixels
Sensor: Sony IMX219
Sensor Resolution: 3280 x 2464 pixels

Table 8. The hardware components obtained and utilised for the design and development of the prototype.

3.4.2 Software Stack: Nvidia Jetpack SDK & Accompanying Requirements (All Iterations)
Once the hardware tools and accompanying items were identified, the next step was to select all of
the required software to run on the Nvidia Jetson Nano Developer Kit. The underlying software
considered foundational is the Nvidia Jetpack Software Development Kit (SDK). The Nvidia Jetpack
SDK is one of the most comprehensive solutions for building applications and solutions leveraging
deep learning on the Nvidia Jetson Nano Developer Kit. This is because the Nvidia Jetpack SDK is
comprised of many different components that may be used for design and development, including a
range of software libraries and application programming interfaces (APIs) (JetPack, n.d.).
Furthermore, the Nvidia Jetpack SDK also includes the latest operating system (OS) images for the
Nvidia Jetson range, as well as sample applications and demos, developer tools, and documentation
(JetPack, n.d). Also, it should also be noted that each time the Jetpack SDK is updated to a newer
version, so too are the versions of the libraries included within the Jetpack SDK version. Due to this,
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both versions of Jetpack 4.2 and 4.4 have been obtained and utilised for the purpose of design and
development of the prototype by being written to two identical micro SD cards. The reason for this
is to test out approaches that utilise both older and newer versions of the software. Some examples
of libraries included within the Jetpack SDK that are utilised within the design, development and
testing phases of the prototype include TensorRT, CuDNN, CUDA, and OpenCV. Subsequently, each
of these, alongside others used within the prototype, will be examined in brief below.

Ubuntu
Ubuntu is a complete Linux distribution that is freely available for use within communities and
enterprise contexts that functions as a complete operating system (What Is Ubuntu?, n.d.). One of
the largest affordances that Ubuntu offers is its open-source nature. This is reflected in the beliefs
laid out in the Ubuntu Manifesto, where it is posited that Ubuntu will always be freely available to
users (What Is Ubuntu?, n.d.). Some of the features that Ubuntu offer include a wide variety of
development tools and libraries, as well as the offers out of the box support for Nvidia GPUs, and
comes preinstalled on a range of different laptops including Dell, HP and Lenovo (Desktop for
Developers, n.d.) Additionally, it is frequently updated with new features. For instance, one of the
latest releases, Ubuntu 20.04, offers new default themes and improved WIFI settings, alongside
Linux 5.4 kernel and the quickest and most responsive GNOME desktop running the default version
v3.36 (Desktop for Developers, n.d.). Subsequently, Ubuntu will be the operating system used within
the development of the prototype.

TensorRT
Nvidia TensorRT can be understood as an highly efficient deep learning inference runtime SDK for
image classification, object segmentation, and object detection neural networks. One of TensorRTs’
main functions is that it is able to make deep learning inferences run faster (JetPack, n.d.).
Furthermore, TensorRT also is able to reduce the runtime for convolutional and deconvolutional
neural networks, and in doing so, delivers low latency and high-throughput for applications that
harness deep learning inference (JetPack, n.d.; NVIDIA TensorRT, 2016). TensorRT will be used in
different iterations of the prototype.
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TensorFlow
TensorFlow is an open-source platform that supports developing and training machine learning
models (TensorFlow, n.d.). Moreover, TensorFlow offers a comprehensive and flexible range of
different tools, software libraries and learning resources, affording researchers and developers the
ability to work with state of the art technologies to easily design, create and deploy machine
learning applications (TensorFlow, n.d.). TensorFlow is a popular option among developers and large
enterprises as it offers many useful features. Some of these features include the use of high-level
APIs such as Keras, the ability to conduct powerful experimentation for research, alongside
compatibility when working with cloud, on premise, in browser or on device solutions (TensorFlow,
n.d.) Tensorflow will be utilised within chosen open-source epositories via Github.

CuDNN
Nvidia Cuda Deep Neural Network library (CuDNN) can be defined as a library that offers a range of
highly-efficient primitives for deep learning frameworks (NVIDIA CuDNN, n.d.). In addition, CuDNN is
able to deliver a range of highly tuned implementations for standard practises. Some of these
implementations may include forward and backwards convolution, as well as pooling and activation
layers (NVIDIA CuDNN, n.d.). There is great reliance on cuDNN for high-performance GPU
acceleration as it allows for users such as researchers and developers to spend less time on fine
tuning low level GPU performance, and more time on training neural networks as well as designing
and developing software applications. Nvidia CuDNN supports and accelerates many of the most
widely utilised deep learning frameworks including PyTorch, Keras, Caffe2, MATLAB, and Tensorflow
(NVIDIA CuDNN, n.d.).

CUDA
Nvidia Compute Unified Device architecture (CUDA) is a parallel computing platform and
programming model developed by Nvidia that allows the ability to harness general computing on
graphical processing units (GPUs), speeding up processing through using GPU power (CUDA Zone,
n.d.) To elaborate, this also means that the sequential part of the data workload runs on the central
processing unit (CPU), while the compute intensive component of the software solution is powered
by GPU cores that run in parallel with one another (CUDA Zone, n.d.). Overall, comprised of workings
such as libraries, a complier, and development tools, CUDA provides developers with all necessary
requirements to run GPU accelerated applications (CUDA Zone, n.d.).
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OpenCV
OpenCV can be defined as an open source computer vision, deep learning and machine learning
library built to provide a common foundation for the development of compute vision applications
(About, n.d.). OpenCV is comprised of over 25,000 optimised algorithms that offer many different
functions (About, n.d.). Some of these include algorithms that harness facial detection and
recognition, movement classification, as well as algorithms that provide the ability to track camera
movements, deploy object tracking and extract 3D models from objects (About, n.d.). Furthermore,
OpenCV also offers interfaces for C++, Python, Java, and MATLAB and supports a wide of operating
systems (OS) including Windows, Linux, Android, and Mac (About, n.d.).

Software Used across all approaches/iterations
Software Stack

Version

Technical Specifications/Additional Information

Ubuntu

18.04

Linux distribution offering an open-source operating
system (OS)

Nvidia Jetpack SDK

4.2& 4.4

SDK for building AI applications

CUDA

10 & 10.2

Parallel computing platform

CuDNN

8

Library offering deep learning frameworks

TensorFlow

N/A

Software library for dataflow and differentiable
programming

TensorRT

N/A

SDK for deep learning inference

Python

2.7 & 3.6

Code used to execute models on both approaches

SSD-MobileNet Model

V2

Neural Network used to run on the Jetson Nano

COCO dataset

N/A

Used within the first approach to train data

Open Images dataset

V6

Used for second approach to train data

Repositories from GitHub

N/A

Two repositories forked and cloned across the approaches

Table 9. Software obtained and utilised for the development and design of the prototype.
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3.5 Ethical Considerations
The nature of computer vision relies on the use of visual input data to ensure the efficient practise of
its role in supporting any operating traffic management system. However, computer visions’ role in
supporting the process of datafication for research, development and design of software solutions
holds the potential to open itself up to a number of ethical issues. Subsequently, this is one reason
why Nissenbaums’ theory of contextual integrity should be noted (Nissenbaum, 2004). The theory of
contextual integrity is an ethics approach often used within research into technological
developments, as it rejects the dichotomy of public versus private data use, and instead, encourages
researchers to observe the collection and use of data as an informational norm (Zimmer, 2018).
Hence, this approach pays attention to how the data is used in each context of the research, making
it simpler to recognise and justify valid or problematic use of data.
Nissenbaum (2004) also provides a research heuristic comprised of nine steps that have
been referred to as a resource during the research. This resource has been valuable in the way that
is has supported the design and development of the prototype by ensuring that any potential
violations of data use are diminished. To understand how this has been used, the steps will be
outlined below. The first step is to define the new practise in regard to its information norms, and
once achieved, the following step is to identify the fundamental context of where the practise take
place. The first step should not be too well defined to leave room for any nested contexts that may
be discovered at a later stage. The following steps place focus on identifying the information
subjects, senders and recipients, as well as the transmission principles. Following, the informational
norms should be detailed, and a prima facie assessment must be employed to assist in identifying
any discrepancies in the above steps. The seventh step is then to employ an evaluation by
considering the moral and political elements that may be affected by the practise. Once achieved, a
second evaluation must be completed that targets whether the practise holds any negative impacts
on the objectives set out within that particular context. Finally, the last step is to draw a conclusion,
based on the two previous evaluations, as to whether the practise infringes upon contextual
integrity (Nissenbaum, 2004).
Subsequently, Nissenbaums' (2004) theory of contextual integrity will be adhered to in
conjunction with the accepted ethical principles set out by the EIT Research Ethics and Approvals
Committee. Furthermore, it should be noted that as this research does not deal with personally
identifiable information, nor does it require participants, it has been deemed low risk by the
Research and Ethics & Approvals Committee. Approval for this research has been granted under the
reference number “PG 20/03” by the EIT Research and Ethics & Approvals Committee. Confirmation
of research approval can be viewed under APPENDIX A – ETHICS APPROVAL.
70

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection

CHAPTER 4: APPROACH 1
4.1 Introduction
Abiding by the design-based research methodology, iterations of the vehicle-detection prototype
were employed. The first iteration took into account the phases of environment set up, design and
development, implementation, analysis, and redesign of the prototype. Subsequently, these will
each be outlined below.

4.2 Environment Set Up
Before researching into vehicle detection approaches, the vehicle detection environment was
prepared for design and development. To achieve setting up the environment, the following steps
were completed.

Step 1. Writing the Jetson Nano OS image to the MicroSD card
The first step was to write the image to the micro SD card, completed by downloading the Jetson
Nano Developer Kit SD card image available on the Nvidia website (Getting Started With Jetson Nano
Developer Kit, 2019a). Following the download of the image, a graphical program titled Etcher, which
allows users to flash operating system (OS) images to SD card or USB drives, was utilised. To achieve
this, Etcher was firstly downloaded and installed onto the computer at the computer lab room at
EIT. Once installed, the Etcher application was launched, the option “select image” was selected, and
the zipped Jetson Nano Developer Kit SD card image file was selected.
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Figure 17. The graphical user interface (GUI) for the Etcher application.

Once selected, the microSD card was inserted into a USB-C micro/SD card reader and the reader was
connected to the computer. The Etcher application then prompted the flash command which was
selected as shown below.

Figure 18. Flashing the SD card via Etcher
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Once the image was written, the SD card was then ejected via the Files application, and the microSD
card was removed from the computer.

Step 2: Setup
Following, the Nvidia Jetson Nano Developer Kit was setup. To achieve this, the developer kit was
unpackaged and placed on top of the developer kit box. The microSD card with the newly written OS
image was then inserted into the slot located underneath the Jetson Nano module (Getting Started
With Jetson Nano Developer Kit, 2019a). Following, the USB keyboard and mouse were connected,
alongside connecting to the computer monitor via a HDMI cable. For livestreaming capabilities, the
Raspberry Pi V2 camera module was also connected to the Jetson Nano. Lastly, the Jetson Nano was
connected via a 5V2A Micro USB power supply, prompting the Jetson Nano to power on and boot
automatically. A green LED light lit up upon start up indicating that it had powered on correctly. A
photo of the complete Jetson Nano developer kit module after set up can be illustrated below.

Figure 19. The Jetson Nano Developer Kit after set up
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Step 3: First Boot
As this was the first time that the Jetson Nano kit was powered on, it required initial set up
configurations. This was demonstrated by the Jetson Nano prompting review and acceptance of the
Nvidia Jetson software end user license agreement (EULA), as well as requests for the user to select
their system language, layout of keyboard, and time zone (Getting Started With Jetson Nano
Developer Kit, 2019a). Once preferences were set, a username and password were required to be
created, and the final step was to log in to the system. An illustration of the screen after logging in
can be demonstrated below.

Figure 20. The screen after logging into the newly set up Jetson Nano Developer Kit.

ITERATION 1:
The below phases fall under the commencement of the first approach to design and development of
the vehicle detection prototype.

4.3 Design and Development
After much research, the decision was made to opt for open-source code available through several
repositories on the website, GitHub. The reason for the choice to opt for open source code was
because it is cost effective, and oftentimes can be taken and optimised specific to the intended use
case, cutting back on time and often offering a high level of useability. However, in order for the
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code to successfully run, it needed to be compatible with the current systems hardware and
software requirements. A list of the requirements the code had to fulfil can be evidenced below in
Table 10.

Ubuntu 18.04
Python (version 2 or 3)
Main system requirements:

Tensorflow GPU support
Offers support for MIPI CSI camera
Jetpack 4.4

Table 10. Selection criteria for selecting code from GitHub.

Taking into account these requirements, one open-source repository that appeared to offer
compatibility was taken from GitHub and compiled for usage on the Jetson Nano. The open-source
code that was selected can be evidenced by the GitHub repository titled
“jetson_nano_detection_and_tracking” (Macenski, n.d.). This code was selected as it stated that its
motivation was to offer users a set of tools that can be complied and installed on the Jetson Nano
(Macenski, n.d.). Once installed, this repository gives users full control over a range of different pretrained deep learning models (Macenski, n.d.). Another reason for selection of this code was that it
offered the models SSD MobileNet V1, SSD MobileNet V2, and SSD Inception V2. The benefits of
utilising single shot detector (SSD) for object detection can be evidenced above in Section 2.3.2
Object Detection Approaches.
Furthermore, all three models came pre-trained on the common objects in context (COCO)
dataset. The COCO dataset offers features such as object segmentation, recognition in context,
330,000 images with around 200,000 being labelled, as well as 80 object categories, 91 stuff
categories and 5 captions per image. Taking this into account, there are many different traffic
objects, including vehicles, that make the COCO dataset an appropriate option for vehicle detection
(COCO - Common Objects in Context, n.d.) To use the code, the repository was cloned and then
installed via the terminal window. Once installed, it was then possible to test out the code on the
Jetson Nano.
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4.4 Testing
Before code implementation and testing, it was imperative to ensure that the code was run within
the correct directory. Once it was established that the directory was located in the correct place, it
was then possible to implement the code for testing. To implement the code, commands were run,
as evidenced below in Figure 21.

Figure 21. Commands to execute SSD-MobileNet V1 for first approach

To understand all of the code executed, each of the commands will be explained in brief. Firstly, the
“python 3” command allows the Jetson Nano to know to run the code using the third version of
Python. Following the python code input, comes the input “jetson_live_object_detection.py”, which
is also the title of the main object detection program. Inputting this into the terminal allows the
Jetson Nano to run this model. Finally, the “ssd_mobilenet_v1_trt_graph.pb True” command directs
the Jetson Nano to run the SSD-MobileNet V1 model.
Upon executing the above code, an error message occurred. This error message stated that it
“failed to load the native TensorFlow runtime.” The Jetson Nano was then rebooted, and the code
was run again, however the same error message occurred.

4.5 Analysis
To understand why and how the issue occurred, it was important to look into troubleshooting to
assess whether the issue could be easily solved or addressed. Thus, research into TensorFlow GPU
versions was completed, alongside checking TensorFlow support for CUDA versions. Querying the
error message in development forums such as GitHub was also completed, as evidenced below.
After analysis into the issue, it was posited that the primary cause for the issue was an
incompatibility between the support for CUDA that the repository
“jetson_nano_detection_and_tracking” offered and the latest version of CUDA (CUDA 10.2) that the
Jetson Nano was currently running on. Also, the latest version of CUDA was installed automatically
when the latest version of Jetpack (4.4) was installed. Consequently, as the repository was last
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updated when the latest version of Jetpack was 4.3, this means that the research must use a legacy
version of CUDA, specifically, version 10.0 upon redesign.

Figure 22. Screenshot of a TensorFlow runtime open issue via GitHub

4.6 Redesign
Understanding downgrading versions was now a requirement, the choice was made to purchase an
additional micro SD card and flash it with Jetpack 4.3. This choice was made because the alternative
approach was to reflash the current micro SD card with the legacy version. The concern with taking
the alternative approach is that it would be overly time consuming, as well as open itself up to errors
in the future if utilising repositories that employ current up-to-date versions of software libraries.
Once the new micro SD card was obtained, it was flashed with the 4.3 version of Jetpack that was
downloaded via the Nvidia website (Jetpack 4.3 Archive, n.d.). The same steps were then taken to
set up the system and install the repository from GitHub as were taken above.
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ITERATION 2:
4.7 Testing
Testing was performed using the same steps executed in the previous testing section of the first
iteration. Once executing the code, a different error message was received. As shown below in
Figure 23, the error message indicated that there was a missing file or directory that was not located
during the implementation phase.

Figure 23. Error message of the second iteration of the first approach

4.8 Analysis
To understand what the error message meant, the error message was input in various websites that
may provide information around why the issue occurred. These websites included StackoverFlow
and GitHub, alongside other developer forums. After looking into the issue, one forum available via
GitHub centred around this issue. There were suggestions of troubleshooting, with many giving
directions on changing the configuration path file. However, after trying this out there was still no
change in the presented error message.

4.9 Redesign
Based on the results that came with the first approach utilised for vehicle detection, the choice was
made to trial out a completely new approach to vehicle detection. This change in direction was
formed based on two reasons: the first reason was taking into account the timeline of the research
and acknowledged the time constraints underpinning it. The second reason was that the elected
approach did not appear to be up to date with current system requirements, meaning that this
approach opened itself up to other potential unidentified issues.
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Subsequently, the second approach concerned itself with utilising an approach to vehicle detection
that was better streamlined for the Nvidia Jetson Nano and its dependencies. To achieve this, it was
decided that it was imperative that subsequent vehicle detection approaches offered up to date
support for the most recent software libraries that came with the Jetpack 4.4 version.

79

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection

CHAPTER 5: APPROACH 2

ITERATION 1: DEFAULT MODEL
5.1 Design and Development
After researching, the decision was made to clone and install the repository titled “jetson-inference”
located on GitHub (Franklin, 2020). This repository was selected for the following reasons: firstly, the
same pre-trained model on the same dataset intended for use in the first approach was offered.
Secondly, the repository was created by a Nvidia Jetson developer and serves as an instructional
guide for inference and real time deep neural networks vision library. Furthermore, over the course
of the research, the repository has been kept up to date regularly, evidenced by the time stamps
located with each document. Upon viewing the contents of the repository, there are many demos
and tutorials available that offer different inferencing abilities through leveraging TensorRT to
perform object recognition, object detection, and semantic segmentation.
For the first iteration of this approach, the offered object detection demo was tested out.
This demo object detector utilises a deep neural network approach called DetectNet, a model that
functions by accepting an image file as an input and then outputting a list of coordinates of the
detected bounding boxes (Franklin, 2020). Significant features such as the confidence values and
class names are also output. The default model used is the SSD-MobileNet-v2 trained on the COCO
dataset, however the repository offers other models that are available for download (Franklin,
2020). Below, Figure 24 provides a general illustration of the object detection outputs when
employing DetectNet.

Figure 24. Examples of general object detection outputs using DetectNet (Jetson-inference, n.d).
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To utilise DetectNet, the project was built from source by adhering to the instructions located within
the repository (Franklin, 2020). Subsequently, the following steps were taken. First, it was important
to ensure that both Git and Cmake were installed on the Jetson Nano. Following, cloning of the
repository was completed and the directory was changed to point towards the repository.
A build directory was then created and Cmake was run within the build directory to configure it.
Once these commands were input into the terminal, it prompted a downloader tool to appear within
the terminal interface. The downloader tool allowed the options to select additional models as not
all of the models are automatically downloaded to save on disk space (Franklin, 2020). Only SSD
MobileNet was downloaded from this, as it was noted that there was the option to go back to the
downloader tool at any time to download additional models. An illustration of the downloader tool
is provided below.

Figure 25. The Jetson-inference model downloader tool (Jetson-inference, n.d).

After the model was selected, a downloader tool titled “Pytorch Installer” appeared. The
downloader tool can be used to install the software library Pytorch onto the Jetson Nano. Pytorchs’
primary function within the Jetson-inference repository is to enable transfer learning to retrain
neural networks. As transfer learning is looked into in the subsequent iteration, Pytorch was
installed. Furthermore, as the Jetson Nano was running Jetpack 4.4, the Python 3.6 version of
Pytorch 1.1.0 was installed.
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The final step was to compile the project build. To achieve this, it was critical to ensure that the
directory was still located within the correct directory within the terminal window. Once the project
was cloned, installed and configured, it was then possible to commence testing of the sample object
detection model.

5.2 Testing (Multiple Images)
The first test concerned itself with assessing the performance of the model on multiple images of
vehicles. To achieve this, a sequence of vehicle images were processed, completed by launching the
DetectNet model with the path to the directory containing the vehicle image data. Moreover, it was
important to test on a significant number of images to assess whether there was consistency in the
results. Subsequently, the model was run on 100 images of vehicles taken from the Open Images V6
dataset. More information about this dataset is addressed below in Section 5.9.2 Open Images
Dataset (V6). To test the model on the vehicle data, three parameters were set within the command,
including specifying the model, the image input, and where to save the images results to.

5.3 Analysis (Multiple Images)
Accuracy
When launching the command, the images results were saved to the specified directory. At the same
time, additional information was output via the terminal, including the class identification number,
bounding box coordinates and confidence values. Upon a check of the output directory, each one of
the vehicle images appeared to offer a coloured bounding box overlaying the image as well as
accompanying confidence values, as evidenced below.

Figure 26. Screenshot of output directory
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An illustration of the output via the terminal can also be illustrated in the below screenshot.

Figure 27. Screenshot of the output via terminal

In order to recognise the average, the first 25 images of the 100 images were taken and input into a
table using Microsoft Excel. Some of the image data offered more than one datapoint, making it a
challenge to calculate an average across the sample size. Due to this, images that included a singular
vehicle were counted. Taking this into account, an additional 12 vehicle images were included to
make up a sample size of 25, and if any of the images included more than one vehicle, they were
skipped. A full table of the datapoints can be illustrated below in Table 11.
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Table 11. Calculating accuracy for default model across image processing

Once the datapoints were input in Microsoft Excel, the average and a 95% confidence interval were
calculated, giving the average of 84.65 ± 0.05, as shown below in Table 12.

Metrics used

Confidence Interval (95% significance)

n=25

X̄ ± (t x s)/√n

df=24

84.65 ± (2.064 x 0.1319)/√25

t=2.064

84.65 ± 0.054

S= 0.1319
X̄ = 84.65%
Table 12. Average calculation for multiple images

Time
The model was evaluated in relation to processing time. Assessment was completed by evaluating
the timing report output via the terminal upon image processing. As the terminal outputs a timing
report for each image that it processes, a sample size of the first 25 images was taken from the 100
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images. The analysis took into account the total time it took for the CPU and CUDA to process each
image. Once the datapoints were input in Microsoft Excel, the average and a 95% confidence
interval were calculated for both the CPU and CUDA processing.
As demonstrated in the below Table 14, for the CPU, the average processing time was 49.33 ±
5.65%. For CUDA, the average processing time was 55.85 ± 5.28%.

Table 13. Calculating average timing of image processing
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CPU - Metrics

CPU – Confidence Interval

CUDA - Metrics

(95% significance)

CUDA – Confidence Interval
(95% significance)

n=25

X̄ ± (t x s)/√n

n=25

X̄ ± (t x s)/√n

df=24

49.33 ± (2.0639 x 13.69)/√25

df=24

55.85 ± (2.0639 x 12.79)/√25

t=2.0639

49.33 ± 5.65%

t=2.064

55.85 ± 5.28%

S= 13.69

S= 12.79

X̄ = 49.33

X̄ = 55.85

Table 14. Average calculation for multiple images for processing time

Cost
The cost for this approach equalled the amount of $327.35 NZD (New Zealand dollars). A full
breakdown of these costs can be shown below.

Tools

Cost

Nvidia Jetson Nano Developer Kit

$169.75

Raspberry Pi V2 Camera Module

$42.60

Ethernet Cable

$15.00

60GB MicroSD card

$60.00

Micro USB power supply cable

$20.00

Micro USB power supply wall charger

$20.00

HDMI Cable

$20.00

Mouse

$10.00

Keyboard

$20.00

Monitor

$200.00

Table 15. Cost breakdown of tools for vehicle object detector

The costs in bold and underlined indicate that these were the tools that were purchased for use. The
remaining costs indicate that these were tools that did not require purchasing due to existing access.
However, these were included as they were fundamental in carrying out the process. Furthermore,
these tools may be used as a guideline for the total cost of carrying out the research in the future. To
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understand the costs associated with the prototype, the costs of the current approaches were
approximated alongside the costs associated with the prototype. A full list of these costs can be
shown below.

Vehicle detector costs for traffic flow

Approximated costs for current traffic flow

analysis

approach

Nvidia Jetson Nano

$169.75

12 x 70mm Road Nails (x 2)

Developer Kit
Raspberry Pi V2 Camera

See
below

$42.60

10 x figure 8 Road Cleats (x 2)

Ethernet Cable

$15.00

2 x Road Rubber Flaps (x 2)

60GB MicroSD card

$60.00

1 x 30m Natural rubber road tube

Module

$324.50

(x 2)
Micro USB power supply

$20.00

Employees:

cable
Micro USB power supply

$18.80
P/H

$20.00

wall charger
HDMI Cable

$20.00

Mouse

$10.00

Keyboard

$20.00

Monitor

$200.00

TOTAL COST:

$327.25

TOTAL COST:

$649.00

Table 16. Comparison of costs between prototype and current approaches

The costs of the current approaches were calculated by looking at the costs associated with traffic
counters created by the business Metrocount, as these are the products being used currently within
the Hawkes bay region to conduct traffic flow analysis. Furthermore, to conduct traffic flow analysis
using the pneumatic tubes, specifically for using the RoadPod VT4 product, Metrocount state that
two road survey field kits are required (“RoadPod,” n.d.). Each road survey field kit includes road
nails, road cleats, road rubber flaps and rubber road tubes. Although the Roadpod VT4 is a standard
product created by Metrocount for traffic analysis, there is no public information detailing its cost.
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Also, as people are employed to count traffic within the Hawkes Bay region, this was also
factored in under the current approaches taken to traffic flow analysis. Similarly, there was no public
information available on hourly rate paid to individuals conducting manual traffic flow analysis, so it
was estimated that individuals are paid the New Zealand minimum wage to carry out this task. This
cost was not factored into the total amount of the current approach as it does not appear to be a
regular occurrence. Although the price of the Roadpod VT4, alongside employee costs were not
included within the total amount of the current approach, the total amount already indicates that it
is close to twice the amount of the price of the prototype.

5.4 Testing (MP4 File)
An open-source MP4 file of vehicles was also run on the model. The stock photos and video website
Pexels was searched to find a suitable video file to fit this purpose. One video file was selected for
use titled “daylight traffic on a camera angled tilt road.” This video was comprised of 24 seconds of
footage of different vehicles travelling across a road (Daylight Traffic On A Camera Angled Tilt Road ·
Free Stock Video, n.d.). Once selected, the video file was then downloaded off of the Pexels website
and saved locally under the “jetson-inference” directory. The terminal was then launched, and the
following commands in the below table were input to prompt model testing.

Table 17. Commands to test MP4 file

5.5 Analysis (MP4 File)
Accuracy
Accuracy of the model was assessed by evaluating the output confidence values associated with the
vehicle detections. To calculate an average, 8 datapoints were taken from the output generated via
the terminal and input into Microsoft Excel. The first datapoint output via the model was
considerably higher; however, this was to be expected when starting up the model. Due to this, this
datapoint was considered an outlier and so was made exempt when calculating the average. As
evidenced below, once the datapoints were input within Microsoft Excel, the average and 95%
confidence interval were calculated, giving the average of 84.79 ± 0.0821.
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Metrics used

Confidence Interval (95% significance)

n=7

X̄ ± (t x s)/√n

df=6

84.79 ± (2.4469 x 0.0888)/√7

t=2.4469

84.79 ± 0.0821

S=0.0888
X̄ =84.79
Table 18. Calculating the average for the MP4 file

The below table illustrates the datapoints recorded and used to calculate the average.

Table 19. Calculating the average of the model performance on the MP4 file

Time
The timing performance of the model was assessed by evaluating 14 datapoints offered via the
terminal. 7 datapoints were concerned with model processing timing for the CPU, and the other 7
offered model processing timing for CUDA. To remain consistent with the accuracy assessment, the
first datapoint was made exempt when calculating the average timing for the model as it was higher
than all of the following datapoints. Once the datapoints were input in Microsoft Excel, the average
and 95% confidence interval were calculated for both the CPU and CUDA processing.
As demonstrated in the below table, for the CPU, the average processing time was 56.3 ± 2.24
milliseconds. For CUDA, the average processing time was 47.21 ± 2.36 milliseconds.
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CPU - Metrics

CPU – Confidence Interval

CUDA - Metrics

(95% significance)

CUDA - Confidence Interval
(95% significance)

n=7

X̄ ± (t x s)/√n

n=7

X̄ ± (t x s)/√n

df=6

56.3 ± (2.4469 x 2.423)/√7

df=6

47.21 ± (2.4469 x 2.550)/√7

t=2.4469

56.3 ± 2.24 m

t=2.4469

47.21 ± 2.36 m

S=2.423

S=2.550

X̄ =56.3

X̄ =47.21

Table 20. Calculating the average for MP4 file timing

The below table offers the data points input to calculate the average timing.

Table 21. Calculating the average timing

Cost
There were no changes to cost.

5.6 Test (Livestream Camera)
The final test analysed the performance of the model in relation to its livestream capabilities for real
time vehicle detection. To achieve this, the Jetson Nano was setup within an outdoor environment.
There were no changes in the outdoor set up than in the previous iterations, however an Ethernet
cable that offered a longer cord, alongside an extension lead were utilised. The Jetson Nano was
then tested on a singular car, moving at 5 kilometres per hour. An image illustrating the Jetson Nano
after setting up can be evidenced below.
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Figure 28. Livestream set up of the Jetson Nano

5.7 Analysis (Livestream Camera)
Accuracy
As the camera was pointed towards the vehicle, it started to pick up detections. Initially, the camera
was not angled straight and sat on a slight slope, detecting the moving vehicle as incorrect
miscellaneous objects. Once the camera position was corrected by being pointed directly at the
camera, it then appeared to register the vehicle as a car, outputting this data via the terminal. The
model operated by outputting data every few frames, and as the vehicle moved closer to the
camera, the confidence values increased. To calculate the average across the livestreaming of the
vehicle, the first 10 data points were taken from when the start of where the model began to
register the object class correctly. The datapoints obtained to calculate the average can be shown
below.
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Figure 29. Datapoints obtained to calculate average confidence value

As evidenced below, once the datapoints were input within Microsoft Excel, the average and 95%
confidence interval was then calculated, giving the average of 96.97 ± 0.0462%.

Metrics used

Confidence Interval (95% significance)

n=10

X̄ ± (t x s)/√n

df=9

96.97 ± (2.2622x 0.6464)/√10

t=2.2622

96.97 ± 0.0462

S=0.6464
X̄ =96.97
Table 22. Calculating the average for livestream accuracy

Timing
Accompanying each output was a timing report, offering the average timing in milliseconds across
CPU and CUDA real time processing. The associated timing datapoints accompanying the accuracy
datapoints were obtained and input within a table in Microsoft Excel. The below table offers the
data obtained and used to calculate the timing for both the CPU and CUDA.
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Figure 30. Timing data for CPU and CUDA

Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated for both the CPU and CUDA processing. As demonstrated in the below table, for the CPU,
the average processing time was 52.29 ± 0.638 milliseconds. For CUDA, the average processing time
was 50.03 ± 1.14 milliseconds.

CPU - Metrics

CPU - Confidence Interval

CUDA - Metrics

(95% significance)

CUDA - Confidence Interval
(95% significance)

n=10

X̄ ± (t x s)/√n

n=10

X̄ ± (t x s)/√n

df=9

52.29 ± (2.2622 x 0.8913)/√10

df=9

50.03 ± (2.2622 x 1.587)/√10

t=2.2622

52.29 ± 0.638 m

t=2.2622

50.03 ± 1.14 m

S=0.8913

S=1.587

X̄ =52.29

X̄ =50.03

Table 23. Calculating the average for livestream timing

Cost
One additional cost may be accounted for, being the purchase of a 20-metre-long Ethernet cable for
$44.00 New Zealand dollars.
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5.8 Redesign
Although this iteration yielded sufficient results for vehicle detection, it was posited whether
utilising the method of transfer learning could heighten accuracy or optimise time efficiency even
more so. To ensure a fair comparison, the following iteration would make use of the existing model,
and be tested using the same images, MP4 file, and include the same livestream setup.

ITERATION 2: TRANSFER LEARNING MODEL
5.9 Design and Development
The SSD-MobileNet was then retrained with Pytorch through using vehicle images selected from the
Open Images V6 Database via transfer learning. Transfer learning can be understood as a method of
obtaining a pretrained neural network and training it for a new or associated problem domain. In
this way, the pretrained neural network serves as a mode of transferring and applying this
knowledge (“Transfer Learning for Deep Learning,” 2019). Furthermore, this approach does not
require the need for the model to be trained from the beginning, making it very time efficient
(Dustin Franklin, n.d.) As this section focuses on the design and development of the prototype, the
SSD-MobileNet and the Open images V6 dataset will both be examined below in brief.

5.9.1 SSD-MobileNet
Combining the SSD-300 Single Shot Multibox Detector (SSD) with the support of a MobileNet
backbone, the SSD-MobileNet object detector is a standard neural network architecture designed to
be used for real time object detection (Dustin Franklin, n.d.). As the fundamentals underpinning SSD
have already been considered in Section 2.3.2 Object Detection Approaches, it is of equal importance
to establish a brief understanding of the function of MobileNets. First revealed in a 2017 paper at
Cornell University, MobileNets can be understood as convolutional neural networks specifically
designed for use on mobile and embedded devices (Howard et al., 2017). MobileNets are based on a
streamlined architecture that use depth-wise divisible convolutions to create light weight neural
networks. Furthermore, MobileNets employ two hyper parameters that introduce a balance
between latency and accuracy of results (Howard et al., 2017). An illustration of the combined SSDMobilenet architecture can be demonstrated below.
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Figure 31. Architecture of the SSD-MobileNet object detector model (Jetson-inference, n.d)

The SSD-MobileNet base model used for transfer learning was pre-trained on the PASCAL Visual VOC
dataset, a significantly large dataset used as a benchmark in object category recognition and
detection. The reason it is considered a benchmark is because it offers a wide standard set of
images, annotations, as well as evaluation procedures (Everingham et al., 2010). Moreover, it is
organised annually and routinely updated (Everingham et al., 2010).

5.9.2 Open Images Dataset (V6)
The Open Images dataset is a dataset comprised of over nine million images (Google, 2020). Each of
these images have been annotated with corresponding image level labels, and offer additional
features such as bounding boxes and segmentation masks for each object, as well as mapping out
visual relationships (Google, 2020). Furthermore, the Open Images V6 Dataset contains 16 million
bounding boxes produced for 600 object classes trained on 1.9 million images (Google, 2020). This
makes the Open Images V6 Dataset the biggest present-day dataset offering object location
annotations (Google, 2020). Moreover, it should also be noted that the bounding boxes around each
object have been manually drawn by professional annotators to ensure high levels of accuracy and
reliability when using the dataset. The primary strength in mapping out visual relationships is that it
supports visual relationship detection, a developing task involving structured reasoning (Kuznetsova
et al., 2020). Below, Figure 32 offers a screenshot taken from the Open Images dataset displaying
images from the car category.
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Figure 32. The "Car" category within the Open Images (V6) dataset (Open Images Dataset V6, n.d).

To retrain the SSD-MobileNet, a few steps had to be completed first. In order, these steps included
setting up the Jetson Nano, downloading the necessary data, limiting the amount of data used,
training the SSD-MobileNet model, and converting the SSD-MobileNet model to Open Neural
Network Exchange (ONNX) format. Below, each of these steps will be discussed.
Firstly, to set up the Jetson Nano, the Pytorch training code available within the previously
downloaded repository was utilised. However, before the code could be used, the base model SSDMobileNet was obtained and additional python packages were installed (Franklin, 2020). To
accomplish this, the directory was changed, the model was downloaded via the Internet, and the
requirements were installed. Following, data from the Open Images V6 dataset was downloaded.
However, since the Open Images V6 dataset contains large quantities of data, it was important to
limit the amount of data so that there was sufficient space on the Jetson Nano. Time efficiency was
also taken into account, and so this iteration concerned itself with using a small amount of data to
retrain the model. Consequently, there was the option to run a Linux command titled “stats only”
specifying the required object classes prior to download of the images. This option also showed the
number of images available for download under each class before downloading them (Franklin,
2020).
Prior to selecting the object classes, there needed to be a decision around what object
classes would be selected for download. To achieve this, the list of object classes available for
download were viewed on the Open Images V6 dataset website. Upon viewing the list, five object
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classes were selected for training, including “car”, “vehicle”, “vehicle registration plate”, “truck”, and
“motorcycle.” Once downloading the object class statistics surrounding these object classes, it
showed that there was a total of 116,806 number of images available for download, alongside a
total bounding box count of 317,790.
The total number of images were then divided into three categories including training image
data, validation image data, and testing image data, with additional information given on the
number of images of object classes that were available from the total categories. Once discovering
that there was a total of 93,854 images available to train the model, the number of images selected
from this number for download was minimised to 2,500. To download the specified number of
images, the syntax for the command remained the same but the “stats only” parameter was
replaced with the “max images” parameter. This was imperative because without detailing the
maximum number of images required for download, all of the images would have been downloaded
by default which could overload the Jetson Nano. Once the specified number of images were
downloaded, the SSD-MobileNet model was able to commence training. To achieve this, the python
script was run using the appropriate command argument options. The full list of options that could
be chosen from can be evidenced below.

Table 24. List of command options for training the SSD-MobileNet model (Jetson-inference, n.d)

The batch size hyperparameter command identifies the number of samples that are processed
through the neural network prior to the model being updated (Kandel & Castelli, 2020). Conversely,
the epoch hyperparameter command specifies the number of complete passes through the image
training data (Georgevici & Terblanche, 2019). For this iteration, the number of batch sizes was set
to the number 2 and the number of epochs was set to 30 to ensure training did not use up all
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available memory or take a long period of time. Once the commands were input, the Jetson Nano
was left to complete training. The below image illustrates the model during the training phase.

Figure 33. Training the SSD-MobileNet model

Once training was completed, the final step was to convert the model to ONNX format. ONNX
format is a representation format for deep learning models that enables the ability to transfer
models between different frameworks (Converting a ONNX Model, n.d.) In this instance, conversion
of the model to ONNX enables the capability of later loading it using TensorRT. To convert the
model, it was important to ensure that the directory was still located within the “SSD” sub directory
of the jetson-inference repository. Once the model accomplished conversion to ONNX format, the
development phase of the model was completed.

5.10

Test (One Image)

The newly retrained SSD-MobileNet model was then tested. To commence testing, a directory was
made to create a place for the results of the testing to be stored. The directory was titled
“test_traffic-model.” Once the directory was made, the python script was used to load the pretrained model alongside the text labels. As this was a newly trained model, one image of a vehicle
was saved to the desktop and used for initial testing. Once the testing command had been
implemented, the results were then checked by going to the newly created “test_traffic-model”
directory located within the repository.
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5.11

Analysis (One Image)

Accuracy
To examine the results, the “test_traffic-model” directory was opened to assess whether the model
detected the vehicles within the image. Upon analysis, the model did not appear to detect the
vehicle within the image. However, as the model was only tested one image, the decision was made
to test on a wider range of image data before any redesign decisions were made.

5.12

Test (Multiple Images)

The testing process was replicated to reproduce the previous test, however this time a total of 100
images of vehicles were input into the model. These images were taken from the already
downloaded test data downloaded from the Open Images V6 Dataset. Once obtained, the model
was then run on the images using the same commands.

5.13

Analysis (Multiple Images)

Accuracy
Once the model completed processing, the folder was opened to assess the results. When navigating
to the images located within the folder, the model did not appear to detect any of them and instead,
the images were output to the folder with no bounding boxes or confidence values. A screenshot of
the output image data results can be evidenced below.

Figure 34. Screenshot of the output image results
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To comprehend why the model was unsuccessful in outputting detection results, an investigation
into the trained SSD-MobileNet model was conducted. This was achieved by assessing the model for
training errors, such as considering whether the model was overfitting. However, it was noted that
the validation error minimised over the time of training the model, indicating that overfitting was
not the issue. Furthermore, assessing the parameters of the set epochs and batch sizes prompted
inquiry into whether their choice in sizing had directly impacted the detection results, spurring an
investigation into the role of epoch and batch size selection in model training. Following research
into what the optimal epoch and batch size numbers may be yielded an array of different answers.
However, the general consensus was to routinely iterate until suitable results were achieved (Jaya,
2017).

5.14

Redesign

Subsequently, analysis into the above results encouraged the decision to retrain the model using a
larger set of epochs and a larger batch size. This decision was made for two reasons: the first reason
is that in general, a larger batch size of image data can often result in faster processing when training
the model for detection (Ramadan, 2016). Furthermore, regarding epochs, models commonly
improve when employing a higher number of epochs, however this is only to a set point (Ramadan,
2016).

ITERATION 3: TRANSFER LEARNING MODEL (INCREASED BATCH SIZES/EPOCHS)
5.15

Design and Development

As the repository, python packages, and image data were downloaded from the previous iteration,
the design and development phase of the third iteration did not need to focus on this. Instead, this
iteration focused on retraining with an increased number of epochs, doubling it from the previous 30
epochs to 80 epochs. Moreover, the batch size was also increased from the initial size two to size
four. To commence training, the same commands were employed as they were for the previous
iteration. However, a new directory was created titled “trafficmodel2” to be able to compare the
results between the two models.
During model training, one of the issues encountered was an error message that appeared on
the top right of the computer monitor titled “system throttled.” This message indicated there was
potential strain on the Jetson Nano due to low system memory. Taking this into account, the
graphical user interface (GUI) was disabled. The GUI was disabled as it was reasoned that the
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computer monitor would not be used during model training and disabling the GUI would free up
extra memory that may be required for training (Franklin, 2020).
Additionally, the increase of the epochs lead to a significantly larger increase in training time.
Overall, it is estimated that the complete training time took just under 24 hours across the 80
epochs when compared to the previous design and development phase of the previous iteration that
took under 12 hours. When model training had been completed, the model was then converted to
ONNX format.

5.16

Test (Multiple Images)

Once the design and development phase was completed, the model was then tested by employing
the same commands as evidenced in the above iteration, with the exception of a change in title from
the previous directory to “trafficmodel2.”. Once the command was input, it prompted a pop up box
of the image results to appear in consecutive order, alongside output results via the
terminal.Furthermore, it was posited that the model would run on at least 25 images of vehicles so
that it could be compared to the previous working iteration.

5.17

Analysis (Multiple Images)

Accuracy
Upon assessing the results of the images within the “trafficmodel2” folder, a manual look illustrated
that the model was able to detect the vehicles in the images. This can be evidenced in the below
screenshot.
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Figure 35. Output image detection images showing green bounding boxes

A total of 100 images were run on the model. From this, a sample size of 25 was taken from the total
amount to provide the average confidence value across the results. The rationale behind calculating
an average confidence value was to understand and compare the performance of the model against
the previously tested working default model.
Similarly to the above iteration, it was planned for the data to be input into Microsoft Excel,
multiplied and then divided by the total sample size. However, the results provided images that
included more than one detection within the image data, making it difficult to calculate an average.
Therefore, images with more than one confidence value of vehicles were excluded in order to
provide an accurate average. To make up for the excluded data, an additional five vehicle images
were included to maintain the sample size, counting on from 25. If the image included more than
once confidence value, it was skipped. A full table of the datapoints utilised is shown below.
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Table 25. Calculating confidence value for multiple image processing

Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated. This gave an average of 91.19 ± 0.043%, as shown below.

Metrics used

Confidence Interval (95% significance)

n=25

X̄ ± (t x s)/√n

df=24

91.19 ± (2.0639 x 0.1041)/√25

t=2.0639

91.19 ± 0.043%

S= 0.1041
X̄ = 91.19
Table 26. Average calculation for multiple images for processing time

Time
Corresponding to the above working iteration, assessment of model timing was completed by
evaluating the timing report output via the terminal upon image processing.
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As evidenced below in Table 27, the sample size of the first 25 images was taken from the 100
images, taking into account the total time it took for the CPU and CUDA to process each image.

Table 27. Calculating the average model timing for multiple images

Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated for both the CPU and CUDA processing. As demonstrated below, for the CPU, the average
processing time was 30.608 ± 1.64%. For CUDA, the average processing time was 38.068 ± 2.02%.

CPU - Metrics

CPU - Confidence Interval

CUDA - Metrics

(95% significance)

CUDA - Confidence Interval
(95% significance)

n=25

X̄ ± (t x s)/√n

n=25

X̄ ± (t x s)/√n

df=24

30.608 ± (2.0639 x 3.981)/√25

df=24

38.068 ± (2.0639 x
4.892)/√25

t=2.0639

30.608 ± 1.64%

t=2.0639

S= 3.981

S= 4.892

X̄ = 30.608

X̄ = 38.068

38.068 ± 2.02%

Table 28. Average calculation for multiple images for processing time
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Cost
There were no changes to cost.

5.18

Test (MP4 File)

The same MP4 file from Pexels utilised in the previous iteration was used for testing. To commence
testing, the terminal was launched, and the directory was pointed towards the jetson-inference
directory. Upon testing, the MP4 file opened up and started automatically playing. When vehicles
appeared within the MP4 file, a bounding box and confidence value for each vehicle were present.

5.19

Analysis (MP4 File)

Accuracy
The model was assessed by evaluating the output confidence values associated with the vehicle
detections in order to determine accuracy. 8 confidence values were taken from the output
generated via the terminal and input into Microsoft Excel to calculate an average.
Similar to the previous working iteration, the confidence value output via the model was
considerably higher; however, this was to be expected when starting up the model. Due to this, this
datapoint was considered an and was not counted when calculating the average. The below table
illustrates the datapoints recorded and used to calculate the average.

Table 29. Data used to calculate accuracy

105

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection
Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated. This gave an average of 88.91 ± 0.043%, as shown below in Table 30.

Metrics used

Confidence Interval (95% significance)

n=7

X̄ ± (t x s)/√n

df=6

88.91 ± (2.4469 x 0.01727)/√7

t=2.4469

88.91 ± 0.00292%

S= 0.01727
X̄ = 88.91
Table 30. Calculating confidence value to show accuracy of MP4 file

Timing
14 datapoints were then assessed to offer an average of the timing across the model. 7 datapoints
were concerned with model processing timing for the CPU, and the other 7 were concerned with
offering model processing timing for CUDA. The first datapoint was made exempt when calculating
the average timing for the model as it was higher than all of the following datapoints. The below
table demonstrates the datapoints recorded and used to calculate the average timing for the model.

Table 31. Calculating the average timing for model
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Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated for both the CPU and CUDA processing. As demonstrated below, for the CPU, the average
processing time was 44.6 ± 9.80 milliseconds. For CUDA, the average processing time was 33.4 ±
7.88 milliseconds.

CPU - Metrics

CPU - Confidence Interval

CUDA - Metrics

(95% significance)

CUDA - Confidence Interval
(95% significance)

n=7

X̄ ± (t x s)/√n

n=7

X̄ ± (t x s)/√n

df=6

44.6 ± (2.4469 x 10.6)/√7

df=6

33.4 ± (2.4469 x 8.52)/√7

t=2.4469

44.6 ± 9.80 milliseconds

t=2.4469

33.4 ± 7.88 milliseconds

S=10.6

S= 8.52

X̄ = 44.6

X̄ = 47.21

Table 32. Calculating average for MP4 file timing

Cost
There were no changes in cost.

5.20

Test (Livestream Camera)

The final test evaluated the model within a real time context. To ensure lightening and weather
conditions remained consistent, this test was set up and was recorded on the same day as the test
carried out above in Section 5.6 Test (Livestream Camera).

5.21

Analysis (Livestream Camera)

Accuracy
This test was a reproduction of the one carried out in Section 5.6 Test (Livestream Camera) for the
default model, with the only exception being that the code employed to test out the model within
the terminal differed. Consequently, the vehicle was driven across the camera frame in the same
manner, and the camera was angled in the same position. The total datapoints collected and used to
calculate the confidence value can be demonstrated in the below table.
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Table 33. Datapoints recorded to obtain average confidence value

As evidenced below, once the datapoints were input within Microsoft Excel, the average and 95%
confidence interval were then calculated, giving the average of 99.17± 0.243%.

Metrics used

Confidence Interval (95% significance)

n=10

X̄ ± (t x s)/√n

df=9

99.17± (2.2622x 0.340)/√10

t=2.2622

99.17± 0.243%

S=0.340
X̄ =99.17
Table 34. Calculating the average for livestream accuracy

Timing
The average time it took to detect the model was calculated by obtaining data from timing reports
output via the terminal. The below table offers the data obtained that was then used to calculate the
timing for both the CPU and CUDA.
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Table 35. Data used to calculate average timing of transfer learning model

Once the datapoints were input in Microsoft Excel, the average and 95% confidence interval were
calculated for both the CPU and CUDA processing. As demonstrated below, for the CPU, the average
processing time was 35.278 ± 1.065 milliseconds. For CUDA, the average processing time was 33.869
± 1.041 milliseconds.

CPU - Metrics

CPU - Confidence Interval

CUDA - Metrics

(95% significance)

CUDA - Confidence Interval
(95% significance)

n=10

X̄ ± (t x s)/√n

n=10

X̄ ± (t x s)/√n

df=9

35.278 ± (2.2622 x 1.489)/√10

df=9

33.869 ± (2.2622 x 1.4547)/√10

t=2.2622

35.278 ± 1.065 m

t=2.2622

33.869 ± 1.041 m

S=1.489

S= 1.4547

X̄ = 35.278

X̄ = 33.869

Table 36. Calculating the average for the timing of livestream processing

Cost
One additional cost to the baseline cost includes the purchase of a 20-metre-long Ethernet cable for
$44.00 NZD (New Zealand dollars).
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5.22

Redesign

Upon assessment of the development and analysis sections of the previous working iterations, the
research found two improvements that may be employed within a following iteration. The first can
be evidenced by the sample sizes obtained in the previous iterations. For instance, as evidenced in
Section 5.5 Analysis (MP4 File), only 7 datapoints were used to calculate an average. However,
utilising sample sizes comprised of only 7 datapoints may limit the accuracy evaluation of the vehicle
detections. Consequently, an iteration utilising a wider range of datapoints may give a more
accurate reading of the true accuracy performance of the detection models.
Furthermore, the second improvement can be made when addressing how accuracy of the
prototype is analysed. Presently, as demonstrated in previous iterations, accuracy of the prototype
has been analysed by calculating an average using Microsoft Excel. However, this method does not
account for variables such as true positive or false positive vehicle detections. Furthermore, if this
information is obtained, it may offer additional insights into the performance of the model, as well
as offering a measure accuracy based upon these additional variables.

ITERATION 4: INCREASED SAMPLE SIZE & CHANGE OF ACCURACY ANALYIS (IMAGES)
5.23

Design and Development

The forth iteration was concerned with implementing the improvements outlined above in Section
5.20 Redesign. To achieve this, research was conducted into how these improvements may be
implemented. To address the first improvement, focus was placed on retrieving a sample size of 50
datapoints of images for both the default model and the transfer learning model, doubling the
sample sizes employed in the previous iterations that focus on using images.
Once achieved, the second improvement implemented a confusion matrix on the collected
datapoints. A confusion matrix is a table with four different combinations of true and predicted
values, and was chosen as it is able to show the relationship between the observed and the
predicted datapoints during the performance of the vehicle detections (Nisbet et al., 2018). Thus,
the confusion matrix can then be used to assist in generating additional insights. Furthermore, this
iteration will be concerned with testing the same image data from both the default model and the
transfer learning model so that comparisons and contrasts can be drawn. These are addressed in
Section 5.23 Analysis.
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5.24

Testing

To commence testing, the research obtained images of both the default model and the transfer
learning model. To achieve this, the same steps outlined above in Section 5.2 Testing (Multiple
Images) and Section 5.14 Test (Multiple Images) were adhered to. However, there were a few
changes in testing that this iteration employed. The first change was that this iteration obtained a
larger sample size. Secondly, because the testing image data remained the same as the image data
outlined in the previous iterations, this iteration obtained image data for its sample size by utilising
images numbered from “50” onwards within the output folders, contrasting the previous iterations
that took image data counting from the first image. This approach to data collection ensured that
the data samples for both the default model and the transfer learning model were still tested on the
same images, however the data samples taken differed from the previous ones. The third change
can be evidenced by the way each of the 50 datapoints for both of the default model and the
transfer learning model were input into Microsoft Excel. Instead of skipping images if they did not
contain a vehicle object class, the image was still counted to assess whether or not the model could
correctly identify this. Furthermore, if either of the models detected a vehicle within an image that
did not contain a vehicle, this was also counted. Once the data was generated by the models, it was
manually input into Microsoft Excel and arranged into two columns, with one of the columns giving
the true value, and the other giving the models’ predicted value.

5.25

Analysis

A confusion matrix was created for both the default model and the transfer learning model’s
generated output datapoints to perform analysis. The confusion matrix for each of the two models
was calculated by manually assigning the obtained datapoints generated into one of four values.
These four values included “true positive” (TP), “false positive” (FP), “false negative” (FN) and “true
negative” (TN). TP was employed when the predicted value was the same as the true value, FP was
used when the model predicted a vehicle that was non-existent in the true images, FN was used
when the model did not predict a vehicle in an image that contained a vehicle, and TN was used
when the model did not predict a vehicle in an image that did not contain a vehicle. Below, Table 37
and Table 38 demonstrate the two confusion matrixes produced for both the default model and the
transfer learning model using both of their output datapoints.

111

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection

5.25.1 Confusion Matrix for the Default Model

Predicted Values

Actual Values

TP = 39

FP = 0

FN = 3

TN = 8

Table 37. Confusion matrix for the output of the default model

5.25.2 Confusion Matrix for the Transfer Learning Model

Predicted Values

Actual Values

TP = 39

FP = 7

FN = 3

TN = 1

Table 38. Confusion matrix for the output of the transfer learning model

Examining Table 37 illustrates that the default model output the 39 datapoints that were TP, 3 that
were FN, 0 that were FP and 8 that were TN. Correspondingly, Table 38 demonstrates that the
performance of the transfer learning model yielded different results, showing that 39 datapoints
were TP, 3 that were FN, 7 that were FP and 1 that was TN.

5.25.3 Precision, Recall, and F-score
Based on the information provided through the two confusion matrixes, additional insights may be
gained through employing metrics that determine the Precision, Recall, and F-score of the two
models. Below, each of the two models will be examined in relation to these metrics using the data
within the confusion matrixes. Firstly, precision can be understood as a way to determine the
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proportion of positive predictions of a model that are truly correct (Classification, n.d.) As evidenced
below in Figure 36, the precision of a model is calculated by adding the TP rate by the FP rate and
then dividing by the TP.

Figure 36. Formula for precision calculation (Classification, n.d.)

Subsequently, precision was calculated for both the default model and the transfer learning model
using the above formula on a calculator. The default model offered a precision of 1.0 and the
transfer learning model offered a precision of 0.84.
Following, recall of the two models was also calculated. Recall can be understood as a way
to determine the proportion of actual positives predicted correctly by a model (Classification, n.d.).
As demonstrated below, the recall of a model is calculated by adding the TP rate by the FN rate and
the dividing it by the TP.

Figure 37. Formula for the recall calculation (Classification, n.d.)

Recall was calculated for both the default model and the transfer learning model using the above
formula on a calculator. Both the default model and the transfer learning model offered a recall of
0.93.
The last metric calculated was the F-1 score. The F-1 score can be understood as a way to
interpret the weighted average of both the calculated precision and recall (Wood, n.d.) As
demonstrated below, the F-1 score can be calculated using the following formula:

Figure 38. Formula for calculating the F1 score (Wood, n.d.)
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The F1 score was calculated for both the default model and the transfer learning model using the
above formula using a calculator. The default model offered an F1 score of 0.96 and the transfer
learning model offered a F1 score of 0.88.
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CHAPTER 6: FINDINGS AND DISCUSSION
In this chapter, a summary of the approaches and iteration employed is posited. Following, the
general findings of the research are presented, examining the results from testing the three media
inputs.
Overall, performance of vehicle detection produced different results depending on the approach
implemented. For the first approach, vehicle detection was unable to be performed as it was found
that object detection implements required up to date software across all packages and
dependencies in order to effectively function.
Following this line of rationale, the second approach reinforced that employing open source code
available from GitHub enabled general object detection, however accuracy and speed of the
prototype was comprised as the software was not optimised specifically for vehicle detection.
Taking this into account, the research found that by employing transfer learning on an already
pretrained model, this enabled the prototype to be trained on additional vehicle data for
optimisation. However, it was discovered that the first iteration of model training failed to detect
vehicles due to a limited number of batch sizes and epochs employed throughout the training phase.
The second iteration placed focus on increasing batch size and epochs, yielding positive results when
implementing the model for testing after it had been trained. Overall, it was revealed that this
approach increased the prototypes’ detection accuracy as well as decreased detection time across
vehicle detections for all three media inputs tested.
The final iteration looked into increasing the sample size and changing to different analysis methods,
showing that the default model offered a better precision and F-1 score.
Below, the technical specifications of the elected hardware and software utilised within the research
will be reiterated.
Following, the two working iterations, comprised of the default model and the final transfer learning
model, will be discussed in relation to their findings.
Lastly, the findings will also be discussed in relation to the three research questions, the suitability of
the prototype for traffic flow analysis will be assessed, and possible improvements for future
iterations will be discussed.
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6.1 Findings: Vehicle Detection Across Multiple Images
The default model, as demonstrated above in Section 5.3 Analysis (Multiple Images), yielded
sufficient results. The data was input into Microsoft Excel and the average function was used to
calculate an average. This same process was completed for all subsequent calculations involving
averages across all media inputs in the following tests.
Findings illustrated that on average, the prototype using the default model offered an average 84.65
± 0.05% across testing of images of vehicles. To accompany this, the average processing time using
the Quad-core ARM A57 CPU was 49.33 ± 5.65 milliseconds, and the average processing time offered
by CUDA, using a 128-core Maxell GPU, was 55.85 ± 5.28 milliseconds. Furthermore, it should be
noted all subsequent iterations discussed below utilised the same technical specifications for the
approaches as outlined above in Section 3.5. Selected Hardware and Software. Costs were also taken
into account, showing that the total cost to implement was approximately $327.35 NZD (New
Zealand dollars).
As outlined above in Section 5.15 Analysis (Multiple Images), the second iteration of the
transfer learning model offered improved results. Overall, the transfer learning model demonstrated
an increase in average, with the prototype offering an average of 91.19 ± 0.043% across images
during testing. Similarly, the average timing of processing images also decreased. For the CPU, the
average processing time was 30.608 ± 1.64 milliseconds. For CUDA, the average processing time was
38.068 ± 2.02 milliseconds. There was no change in costs between this approach and the above
approach.
Taking the above findings into account, the data was subjected to three paired sample ttests performed using Microsoft Excel to determine whether there was a significant statistical
difference between the two approaches. The first t-test offered a p-value of 0.093. As the p-value
was not below 0.05, this demonstrated that there was no significant statistical difference in accuracy
detection between the two models. A second t-test was performed to address whether there was a
significant difference in timing processing for the CPU, offering a p-value of 3.87, and a third t-test
was performed for CUDA, offering a p-value of 1.55. Overall, the t-tests showed that there was no
statistical difference in timing processing between the two approaches.
Although there was no significant statistical difference between the two models in relation
to performance across accuracy and timing, the transfer learning model appeared to offer an
increase in average when detecting vehicles by 6.54%. The transfer learning model also offered a
decrease in timing both across CPU and CUDA processing time.
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To measure the relative timing performance of the default model and transfer learning model, the
speedup ratio was calculated by dividing the average processing time for the default model by the
transfer learning model across both the CPU and CUDA (Predicting and Measuring Parallel
Performance, 2012). For the CPU, 49.33 ± 5.65 milliseconds produced by the default model was
divided by the 30.608 ± 1.64 milliseconds produced by the CPU for the transfer learning model.
Overall, results showed that the CPU of the transfer learning model provided a 160% speedup over
the default model. For CUDA, 55.85 ± 5.28 milliseconds produced by the default model was divided
by the 38.068 ± 2.02 milliseconds produced by CUDA for the transfer learning model. Overall, results
showed that the CUDA of the transfer learning model provided a 147% speedup over the default
model.

6.2 Findings: Vehicle Detection Performance On An MP4 File
As demonstrated above in Section 5.5 Analysis (MP4 File),Testing (MP4 File) the default model
prototype offered an average of 84.79 ± 0.0821% across testing of images of vehicles. Furthermore,
the average processing time using the CPU was 56.3 ± 2.24 milliseconds, and the average processing
time using CUDA was 47.21 ± 2.36 milliseconds. Costs remained at $327.35 NZD (New Zealand
dollars).
As evidenced above in Section 5.17 Analysis (MP4 File), the second iteration of the transfer
learning model offered improved results when testing on the MP4 file, offering an average of 88.91 ±
0.002%. Similarly, the average timing of processing images also decreased. For the CPU, the average
processing time was 44.6 ± 9.80 milliseconds. For CUDA, the average processing time was 33.4 ±
7.88 milliseconds. There was no change in costs between this approach and the above approach
outlined in Section 5.5 Analysis (MP4 File).
Taking the above findings into account, the data was subjected to three paired sample ttests performed using Microsoft Excel to determine whether there was a significant difference
between the two approaches. The first t-test offered a p-value of 0.027, showing no statistical
difference in accuracy between the two models. A second t-test was performed to address whether
there was a significant difference in timing processing for the CPU, offering a p-value of 0.034, and a
third t-test was performed to assess CUDA, offering a p-value of 0.007. These two t-tests illustrate
that there is a significance difference in processing timing between the two models. Furthermore,
given that the averages of the CPU and CUDA offered faster processing time for the transfer learning
model, the t-tests reinforce that the transfer learning model performed faster than the default
model when processing vehicle detections on an MP4 file.
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To measure the relative timing performance of the default model and transfer learning
model, the speedup ratio was calculated by dividing the average processing time for the default
model by the transfer learning model across both the CPU and CUDA (Predicting and Measuring
Parallel Performance, 2012). For the CPU, 56.3 ± 2.24 milliseconds produced by the default model
was divided by the 44.6 ± 9.80 milliseconds produced by the CPU for the transfer learning model.
Overall, results showed that the CPU of the transfer learning model provided a 126% speedup over
the default model. For CUDA, 47.21 ± 2.36 milliseconds produced by the default model was divided
by the 33.4 ± 7.88 milliseconds produced by CUDA for the transfer learning model. Overall, results
showed that the CUDA of the transfer learning model provided a 140% speedup over the default
model.

6.3 Findings: Vehicle Detection on Livestream Camera
As demonstrated above in Section 5.7 Analysis (Livestream Camera), the default model prototype
offered an average 96.97 ± 0.0462 across testing of the camera livestreaming in real time.
Furthermore, the average processing time for the CPU was 52.29 ± 0.638 milliseconds. For CUDA,
the average processing time was 50.03 ± 1.14 milliseconds. An additional cost, including the
purchase of a 20 metre long Ethernet cable for $44 NZD (new Zealand dollars) was included.
In Section 5.19 Analysis (Livestream Camera), the second iteration of the transfer learning
model offered improved results when testing on the livestream camera. This is evidenced by an
offered average 99.17± 0.243% across testing of livestream camera. Timing was also decreased. For
instance, for the CPU, the average processing time was 35.278 ± 1.065 milliseconds. For CUDA, the
average processing time was 33.869 ± 1.041 milliseconds. The additional cost of the ethernet cable
was accounted for.
Taking the above findings into account, the data was subjected to three paired sample ttests performed using Microsoft Excel to determine whether there was a significant difference
between the two approaches. The first t-test offered a p-value of 1.86, showing no statistical
difference in accuracy between the two models. A second t-test was performed to address whether
there was a significant difference in timing processing for the CPU, offering a p-value of 1.14, and a
third t-test was performed for CUDA, offering a p-value of 1.42.
Although there was no significant statistical difference between the two models in relation
to performance of accuracy and timing, it should be noted that the transfer learning model still
offered an increase in average when detecting the vehicle by 2.2%. Furthermore, the transfer
learning model also offered a decrease in timing both across CPU and CUDA processing time. To
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measure the relative timing performance of the default model and transfer learning model, the
speedup ratio was calculated by dividing the average processing time for the default model by the
transfer learning model across both the CPU and CUDA (Predicting and Measuring Parallel
Performance, 2012). For the CPU, 52.29 ± 0.638 milliseconds produced by the default model was
divided by the 35.278 ± 1.065 milliseconds produced by the CPU for the transfer learning model.
Overall, results showed that the transfer learning model offered speedup of 140%. For CUDA, 50.03
± 1.14 milliseconds produced by the default model was divided by the 33.869 ± 1.041 milliseconds
produced by CUDA for the transfer learning model. Overall, results showed that the CUDA of the
transfer learning model also provided a speedup of 140% over the default model.

6.4 Findings: Iteration 4
As demonstrated above in Section 5.21 Design and DevelopmentDesign and Development the final
iteration was employed to assess whether additional changes, such as an increase in sample size,
and differing analysis methods would offer further insights. To achieve this, the default model and
the transfer learning model were tested on 50 images, doubling the sample sizes obtained in the
previous iterations concerned with image processing. Furthermore, the two models were assessed in
relation to precision, recall, and F-1 scores. The default model offered a precision of 1.0, a recall of
0.93, and a F1-score of 0.96. Conversely, the transfer learning model offered a precision of 0.84, a
recall of 0.93, and a F1-score of 0.88. Overall, this illustrates that the default model performed
better than the transfer learning model in relation to precision and F1- scores. However, it should be
noted that the transfer learning model has performed better in relation to average calculated in
previous iterations.

6.5 Addressing the Research Questions

The primary research question is:
1. How can computer vision be used to support traffic flow analysis?

The questions set out in this research included:

119

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection
2. What is required within the planning, development, and implementation phases of
a prototype that performs accurate vehicle detection?

3.

How will the performance of a vehicle-detection prototype be measured?

4. What are the barriers to the development of a vehicle-detection prototype?

Hence, each of the research questions will be examined below.
Addressing the first question of the research, one of the most critical requirements to ensure an
effective prototype creation was the employment of a research methodology that aligned with the
research’s questions and objectives. For this, the adoption of the design-based research
methodology served as a suitable approach as it underlined the importance of iteration-based
research and offered a phase-based framework that could be referred to during the planning,
development, implementation, and redesign lifecycle. Adherence to the framework provided the
research with a structure, as well as ensured that appropriate steps were taken in each phase.
Furthermore, performing iterations allowed for the research to learn from previous iterations and in
doing so, improve the prototype.
Additionally, the ability to troubleshoot issues or errors during the testing phases of the
prototype was made apparent. It was found that to effectively troubleshoot issues, reliance was
often placed on websites that such as GitHub or StackOverflow as they are very community-focused,
offering platforms that enable developers to share information surrounding software related issues.
An example of a troubleshooting exchange can be evidenced in Section 4.5 Analysis.
Another requirement that proved to be an important component was undergoing enough
research into the selection of hardware and software used to develop the prototype. Initially, as
evidenced in Section 3.5.1 Hardware: The Nvidia Jetson Nano Developer Kit & Accompanying Items,
the hardware for the prototype was selected prior to the choice of the software stack. Selecting the
initial hardware components was a straightforward process. This was because once the Jetson Nano
was selected as the embedded device used to run the models and the accompanying tools required
were outlined on the Nvidia website (Getting Started With Jetson Nano Developer Kit, 2019).
However, when it came to selecting the software that would be used, the first iteration of the first
approach proved challenging. As demonstrated in Section 4.5 Analysis, incompatibilities between
software prompted the research to examine additional approaches comprised of up to date
software, encouraging the second approach outlined in Section 5.1 Design and Development.
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To address the second research question, evaluation criteria were posited to measure the
performance of the prototype and was implemented in each analysis section of each iteration. As
the prototype focuses on vehicle detection, the most critical evaluation benchmark was ensuring a
high level of accuracy when detecting vehicles. Furthermore, to understand whether the prototype
held the capabilities of real-time vehicle detection, the speed at which processing vehicles occurred
was another assessment marker set in place. Costs of the prototype were taken into account to
wholly compare against current traffic flow analysis implements. Finally, general assessment of the
prototypes’ suitability for traffic flow analysis is addressed below in Section 6.5 Assessment of
Suitability .
To answer the final research question, there were a few different barriers to take into
consideration when developing the vehicle detection prototype. Two of the most prevalent barriers
can be evidenced by cost and time barriers that may have had an impact on the final results of the
research. For instance, as discussed above in Section 1.3.5 Limitations, it was imperative costs were
kept to a small amount, and so, free and open-source tools were obtained for use when possible.
Due to this, the quality of some tools obtained for developing the prototype were comprised.
Moreover, although there was a sufficient period of time dedicated to carrying out the
research, another limitation can be evidenced by the impacts of COVID-19 on the timeline of the
research. Although the research still adhered to the timeline outlined above in Section 1.3.6 Error!
Reference source not found., some of the tools utilised for the research needed to be purchased
from overseas vendors. However, due to COVID-19, the expected delivery of the tools took longer
than anticipated. discouraging a strict adherence to the outlined timeline.
A final barrier can be addressed by many of the incompatibilities faced when opting to use
the Jetson Nano for prototype development. For instance, as the Jetson Nano was announced in
March 2019, it is considered a relatively new embedded device. Due to this, the research often faced
restrictions underpinning the development of the prototype. Some of the most prevalent
restrictions included lack of working open-source code, as well as significant conflicts with software
popular with similar embedded devices. However, as there is a further increase in development on
the Jetson Nano, it is posited that these issues will be improved in the future.

6.6 Assessment of Suitability
High accuracy was the most important efficacy marker of the prototype. Taking this into account, it
was found that it was crucial that the computer vision model was optimised for vehicles to ensure
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there was no chance of false positives. Consequently, this line of rationale endorses the transfer
learning models’ iteration outlined in Section 5.9 Design and Development, as it also offered the
highest rate of accuracy. However, the final iteration concerned itself with analysing both of the two
models in relation to precision, recall and corresponding F-1 measures to generate further insights.
Employing these metrics illustrated hat the default model performed better than the transfer
learning model in this regard.
Moreover, the prototype did not appear to be hindered by processing timing when tested
on vehicle images, the MP4 file, or in real time via livestreaming, serving as a potentially suitable
mode of vehicle detection processing for traffic flow analysis. Also, as the prototype was optimised
to detect only vehicles across 6 object classes, this speed up processing timing across all three media
inputs. However, though timing processing of vehicle detection does not appear to pose as an issue,
the terminal does not automatically add up the total of vehicles detected, but rather, displays them
one after the other in order of sequence across any media input. This in itself does not pose as userfriendly. Consequently, future directions regarding this are discussed below in Section 6.6 Future
Improvements.
Furthermore, it was found that during the design and development phase of the research,
an intermediate level of knowledge was required for successful implementation. This included
knowledge surrounding setting up the Jetson Nano as well as sourcing and implementing compatible
software and open source code to run on it. However, once the prototype was set up, it was a
straightforward process to begin running it on the different media inputs. Due to this, it may serve as
a suitable option or capturing traffic flow once the initial set up of the prototype has been
completed.
In context to costs, the prototype also proved to be an cost effective option. This is because
it not only offered way to detect vehicles under $400.00, but it also appeared to rival costs
associated with current approaches implemented for traffic flow analysis within the Hawkes Bay
region. Due to this, use of the prototype may extend local governmental use, providing an accessible
way for enterprises to seek insights into traffic flow for their business context. Furthermore, the
prototype may be suitable from a commercial standpoint because it upholds the privacy of vehicles
as well as the vehicle owners. For instance, as the prototype only records information surrounding
the vehicle placement and confidence value pertaining to accuracy, it does not record personally
identifiable information like vehicle number plates, or the faces of drivers.
Furthermore, the prototype may also be viewed as beneficial from a sustainability
standpoint due to its low power consumption. This is significant to note, as the prototype utilises the
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Jetson Nano as its embedded device to run the models on, the technical specifications for its small
size still boast 128 CUDA cores, 4GBs of RAM, a quad-core ARM Cortex-A57 processor (Hardware For
Every Situation, n.d.). However, when it comes to energy required to run, there is no trade off, as the
Jetson Nano only requiring 5-10 watts of power consumption (Jetson Nano, n.d.).
Another affordance of the prototype is that it offers users a great level of flexibility
pertaining to media inputs. For instance, typically, a general use case of the prototype would
oversee the utilisation of its live streaming camera capabilities to capture real time traffic flow.
However, a secondary option presents MP4 recordings. In this way, the prototype may capture
traffic flow by recording the vehicles via a camera and then running the recording through the
prototype at a later time. Furthermore, the prototype also holds the potential to be used alongside
other traffic equipment and tools to strengthen accuracy readings.

6.7 Future Improvements
Based on the assessment of suitability, improvements may be put forth for future iterations. The
first recommendation can be evidenced by the choice of hardware, as some of the hardware tools
compromised on quality to maintain a cost effective option. Due to this, future improvements may
look to employ hardware that may offer better results. One example of this may be evidenced by the
Raspberry Pi V2 Module discussed in Section 3.5.1 . Although the Raspberry Pi V2 Module serves as
an effective instrument in supporting testing of real time livestream capabilities, there are cameras
compatible with the Jetson Nano that offer a higher camera resolution.
Another option to consider for future iterations may be utilising a wireless Wi-Fi option. In
this research, Ethernet cables were employed, however they may not always be regarded as the
most suitable option when looking to employ the prototype within a commercial context.
Subsequently, future improvements may place focus on utilising tools that support wireless
capabilities on the Jetson Nano. Taking advantage of the Jetson Nanos’ wireless capabilities presents
many additional benefits, such as increasing flexibility in where the Jetson Nano can be placed, as
well as making the overall set up of the prototype more secure. Furthermore, this would also allow
for the monitor attached to the Jetson Nano to be located somewhere remotely.
A final hardware addition may be evidenced by protective gear for the Jetson Nano when
being subjected to weather conditions. This research did not take into account physical durability of
the prototype, however, if the prototype is to be implemented within a real life traffic flow context,
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it is imperative that it is properly shielded by weather conditions. Subsequently, employing some
form of protective-like apparatus may aid the prototype in this way.
Future improvements may also look at incorporating a graphical user interface (GUI) in
replacement of the terminal. Implementing a GUI may not only increase user-friendliness, but also
encourage the employment and overall exploration of the prototype within a local government or
enterprise context. Moreover, development of a GUI tailored towards the prototype could also be
involved in automating the process of vehicle detection counting using an application programming
interface (API). Overall, these options hold the potential to remove the need in a scroll through the
output data reporting on vehicle detections, saving time and increasing overall usability.
Overall, the findings of the research illustrate that the prototype may be used as a potential
tool in the future to aid traffic analysis within the Hawkes Bay region. Once the prototype is running,
it has demonstrated that it holds the capabilities of detecting vehicles automatically. As discussed in
Section 1.2 Background, one of the current modes of traffic counting is evidenced by employing
people to count vehicles manually. Implementing a tool such as the prototype would enable a higher
level of automation and not place as much reliance on people to carry out these tasks. Furthermore,
as evidenced above in Section 5.3 Analysis (Multiple Images), the technology used to implement the
prototype is more cost effective than the current tools used within the Hawkes Bay region.

124

Modernising Traffic Flow Analysis: A Computer Vision-Driven Prototype for Vehicle Detection

CHAPTER 7: CONCLUSION
Within this research, a vehicle detection prototype was developed, tested and evaluated to serve as
a way to record traffic flow within the Hawkes Bay region. The results of the final iteration utilised a
transfer learning-based computer vision model which shows great potential, however improvements
in hardware are required before it can be implemented within a commercial context. These
improvements include camera upgrades to offer better resolution for livestream capture, wireless
connection to present more flexibility, and protective apparatus to shield the prototype from
weather conditions. Alternatively, in the research presented by Loresco (2018) examining an
intelligent traffic light system using computer vision with android monitoring and control, traffic data
was transmitted via a CCTV to a Raspberry Pi 3 microcontroller. Taking this into account, future
improvements may also examine a way to record data and then have it transmitted through to the
prototype at a later stage. Additional improvements to consider may include implementing a
graphical user interface (GUI) to increase user-friendliness, alongside an application programming
interface (API) to automate collecting vehicle detection data that is currently output via the terminal.
Furthermore, as this research focused on the general functionality of the prototype, future
studies may look into examining the perceptions surrounding the prototypes role in supporting
traffic flow analysis. For instance, Salonen (2018) conducted research into traffic safety, in-vehicle
security and traffic management when using driverless shuttle busses in Finland. This was achieved
by obtaining information on passengers’ own experiences to inform on what could be improved
upon (Salonen, 2018). Similarly, future inquiry into the prototype may include examining perceptions
from users looking to implement a tool for traffic flow analysis, alongside computer-vision
developers, researchers, as well as road users within the Hawkes Bay region. Evaluating these
perceptions may allow additional insight into changes or improvements that can be made from
these perspectives. Similarly, future studies may also look at undergoing research into the usability
of the prototype by recruiting participants to test out the prototype. Moreover, as the prototype
was only assessed in relation to functionality across different media inputs, testing of the
livestreaming capabilities of the prototype was only implemented on one vehicle. Subsequently,
future directions also may include employing additional iterations within a real-time physical roadside context to evaluate and assess its efficacy across multiple vehicles.
Another point of interest for future studies may be evidenced by the change in code
employed to run the prototype. This is not only because the Jetson Nano is considered a relatively
new embedded device, but also because some of the open source code that was available was
outdated and there were limited options available. However, presently Nvidia are working on many
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computer vision developments that may offer more options surrounding suitable open source code
in the future. One of these examples can already be evidenced by a recent development titled Nvidia
Metropolis, an edge-to-cloud platform supported by SDKs such as Jetpack that can be used to
maintain and improve smart cities through the use of artificial intelligence (AI) (Build Smarter Cities
Through AI, n.d).
Overall, the vehicle detection prototype holds much potential for assisting in conducting
traffic flow analysis in the future. Furthermore, this research has not only demonstrated the
promising affordances of utilising computer vision approaches, but has also contributed to the
literature by offering research utilising innovative development approaches within a New Zealand
context. Consequently, the findings of this research may be utilised to further investigation into
similar domains using embedded devices in the future.
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APPENDIX B – SOURCE CODE
Default Objection Detection Model:
All of the source code for the below default model was utilised as set out in the repository jetsoninference

--- Set up code:
# checked that git and cmake were installed
$ sudo apt-get update
$ sudo apt-get install git cmake libpython3-dev python3-numpy

# cloned the repository

$ git clone jetson-inference

# changed the working directory, made a build directory, and configured with cmake
$ cd jetson-inference
$ mkdir build
$ cd build
$ cmake ../

# compiled the project & installed additional software packages
$ cd jetson-inference/build
$ make
$ sudo make install
$ sudo ldconfig

--- Testing the default model:
# ensured working directory was located in the correct place
$ cd jetson-inference/python/training/detection/ssd

# implemented code for image testing
$ detectnet.py file://testdata

# implemented code for MP4 testing
$ detectnet.py file://vehicletest.mp4

# implemented code for livestream camera
$ detectnet.py csi://0
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Transfer Learning Model:
All of the source code for the below transfer learning model was utilised as set out in the repository
jetson-inference. Adaptions to the original source code were made when necessary.

--- Set up code:
# ensured terminal was located in correct directory, downloaded the base model and
installed python packages
$ cd jetson-inference/python/training/detection/ssd
$ wget https://nvidia.box.com/shared/static/djf5w54rjvpqocsiztzaandq1m3avr7c.pth O models/mobilenet-v1-ssd-mp-0_675.pth
$ pip3 install -v -r requirements.txt

# downloaded the stats giving the total amount of images available prior to
downloading the images
$ python3 open_images_downloader.py --stats-only --class-names “car, vehicle,
vehicle registration plate, truck, motorcycle” –data=data/trafficmodel2

# downloaded the requested image data

$ python3 open_images_downloader.py –max-images=2500 --class-names “car, vehicle,
vehicle registration plate, truck, motorcycle” –data=data/trafficmodel2

# trained the SSD-Mobilenet model: first iteration
$ python3 train_ssd.py --data=data/trafficmodel2 --model-dir=models/trafficmodel2
--batch-size=2 --epochs=30

# trained the SSD-Mobilenet model: second iteration
$ python3 train_ssd.py --data=data/trafficmodel2 --model-dir=models/trafficmodel2
--batch-size=4 --epochs=80

# converted the model to ONNX format
$ python3 onnx_export.py --model-dir=models/trafficmodel2
# implemented code for image testing
$ detectnet --model=models/trafficmodel2/ssd-mobilenet.onnx -labels=models/trafficmodel2/labels.txt \
--input-blob=input_0 --output-cvg=scores --output-bbox=boxes \
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"$IMAGES/testingdata $IMAGES/test_trafficmodel2

# implemented code for MP4 testing
$ detectnet --model=models/trafficmodel2/ssd-mobilenet.onnx -labels=models/trafficmodel2/labels.txt \
--input-blob=input_0 --output-cvg=scores --output-bbox=boxes \
file://vehicletest.mp4

# implemented code for livestream camera
$ detectnet --model=models/trafficmodel2/ssd-mobilenet.onnx -labels=models/trafficmodel2/labels.txt \
--input-blob=input_0 --output-cvg=scores --output-bbox=boxes \
csi://0

*** END OF DISSERTATION ***
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